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Signs of chaos, complexity, and evolution everywhere in our environment: the towering clouds with their
chaotic dynamics, the mountains with their intricate geologic structure and their self-organized constant
slopes, the alluvial fan with its catchment and mouth that form the occasional flash floods, which built
and maintain the fan, the evenly distributed sparse vegetation in this hyperarid region, and finally the
utterly useless artistic marker, members of the farthest evolved species on Earth had the leisure to build
in this remote corner of the World. [South Warm Springs Road, overlooking Saline Valley and Inyo
Mountains, CA, USA.]

Preface

Imagine standing in a city, in a forest, on a sand dune, or snorkeling in the ocean along
the coast and recognize that our environment is bewilderingly diverse and highly variable
in space, time, and across scales. This reality is in stark contrast to much of the basic
research in natural sciences where rather simple aspects are studied in isolation, with the
aim to understand a system’s elementary constituents and interactions. The implied hope
is that comprehending the parts will eventually explain the whole. That path leads down
to ever smaller scales, eventually all the way to particle physics, at which point the original
aim, understanding our World, appears to be lost for good. It also led to spectacular
developments, however. For a start, muse about what is required for you to read these
words. Then again, these developments invariably evolved into realms that were never
envisaged, pushing the developers, as is the nature of evolution.
In these notes, we focus on the ways small-scale aspects interact and unfold into structures
and phenomena at ever larger scales of time, space, quantity, and, eventually, quality. We
will remain at a fundamental level, far from practical applications, but not far from practical
implications. Key premises thereby are that all we observe emerged autonomously from some
primordial situation and that we can understand the pertinent mechanisms.
Moving to larger scales on the quantitative path, system size increases and ever more
essentially identical “atomic” systems or events are coupled. Instances are the transitions
from fluid elements to a cup of water and on to the ocean, from grains to a heap of sand
and on to a dune field, from the individual to its social group and on to the species at large.
Along the qualitative path, the diversity of a system’s constituents and their interactions is
increased. One instance is the land-atmosphere interaction, a multi-process, self-organizing
system that leads to the patterning of the interfaces, from microbial communities all the
way to modifications induced by human culture. Another instance is the transition from
an individual and its species to the ecosystem with the plethora of other species and their
close ties to the non-living environment, eventually to life on Earth. The quantity- and the
quality-path are but categories in our mind, different perspectives on a complicated situation
that in reality is one. Aspects of this reality are heterogeneities, boundaries, and hierarchical
compartments. And then there is the external forcing that hinders the system to settle into
a dull equilibrium, that pushes its continued unfolding.
Apparently, the task to understand some whole based on understanding its parts is
monumental and it is by no means clear that this is feasible. Indeed, the common wisdom
“the whole is more than its parts” can also be expressed as “the whole cannot be understood
from its parts alone”. This is particularly true if there are several hierarchical levels between
the understood parts and the aimed for whole. The challenge goes hand in hand with
the fact that the tools available to cope with such situations are very limited and still
primitive. Hence, progress so far has been marginal. Already these small steps opened
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a most fascinating world, however. In particular, unifying concepts begin to emerge that
allow us to understand a multitude of observed phenomena as manifestations of a supposedly
small group of principles. Two well-established instances are self-organization, sometimes
into critical states, and the formation of patterns. More on the horizon is the understanding
of evolving systems with their sequence of bottlenecks from competitive exclusion, evolutionary transitions, and explosive diversifications. These principles typically apply quite
independently of the size and nature of the objects that constitute the system. Hence, their
applicability reaches far beyond the natural sciences.
These notes comprise four parts: (I) Embedding, where some basics on nonlinear dynamical systems and on the representation of reality are outlined, (II) Chaos, which is characterized by an underlying deterministic dynamics with a finite vision horizon, (III) Complexity,
which leads to self-organization and entails either distributions with a wide range of scales
or, conversely, single- or multi-scale patterns, and (IV) Evolution, the transformation of
existing entities through adaptation to a changing environment, all the way to co-evolution
together with it, and eventually the emergence of something novel.
We take a simplifying approach both towards our environment and towards formalism.
Thus, we stop short of the specific intricacies of the various systems, which typically keep
entire disciplines busy, and we do not delve deeper into formalism than is required for gaining
and expressing a basic understanding of the systems of interest. Operationally, we will find
that few aspects are accessible quantitatively to paper and pencil and will thus heavily rely
on numerical simulations.
These are early-stage notes with a still weak structure, several uncovered fields, unfortunately a fair share of errors, mistakes, and inaccuracies of all sorts, and some abrupt ends
where my time was running out. I ask you to pardon this for the time being and invite you
to contribute to their improvement by providing me with corresponding feedback.
Finally, I like to quote Blaise Pascal, Je n’ai fait celle-ci plus longue que parce que je n’ai
pas eu le loisir de la faire plus courte.
Arolla, Summer 2020

Kurt Roth

Contents

I

Embedding

3

1 Our Environment
1.1 System Earth . . . . . . . . . . . . . . . . . . . . . . .
1.1.1 Architecture . . . . . . . . . . . . . . . . . . . .
1.1.2 Forcing . . . . . . . . . . . . . . . . . . . . . . .
1.1.3 Self-Organization and Emergence . . . . . . . .
1.2 What is Different? . . . . . . . . . . . . . . . . . . . .
1.2.1 Size Matters . . . . . . . . . . . . . . . . . . . .
1.2.2 Coupling Matters . . . . . . . . . . . . . . . . .
1.2.3 Open System . . . . . . . . . . . . . . . . . . .
1.2.4 Generalizations . . . . . . . . . . . . . . . . . .
1.3 Representation of Environmental Systems . . . . . . .
1.3.1 From Observation to Understanding . . . . . .
1.3.2 Modeling . . . . . . . . . . . . . . . . . . . . . .
1.3.3 Simulation . . . . . . . . . . . . . . . . . . . . .
1.3.4 The Known, the Unknown, and the Unknowable

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

5
5
6
7
11
12
13
13
14
14
16
16
18
26
28

2 Nonlinear Dynamical Systems
2.1 Introduction . . . . . . . . . . . . . . . . . .
2.1.1 Definitions . . . . . . . . . . . . . . .
2.1.2 A Simple Physical Dynamical System
2.1.3 State Space and Time . . . . . . . .
2.1.4 Development . . . . . . . . . . . . . .
2.2 One-Dimensional Continuous System . . . .
2.2.1 Fixpoints and their Stability . . . . .
2.2.2 Potential . . . . . . . . . . . . . . . .
2.2.3 Existence and Uniqueness . . . . . .
2.3 Multi-Dimensional Continuous System . . .
2.3.1 Flow and Trajectories . . . . . . . . .
2.3.2 Fixpoints and Nullclines . . . . . . .
2.3.3 Local Stability . . . . . . . . . . . . .
2.3.4 Invariant Sets and Manifolds . . . . .
2.3.5 Topological Limitations . . . . . . . .
2.4 Bifurcations . . . . . . . . . . . . . . . . . .
2.4.1 Bifurcations in One Dimension . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

29
29
29
30
31
32
35
35
37
37
39
39
41
42
47
50
52
53

iii

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

iv

Contents

2.4.2 Local Bifurcations in Two Dimensions . . . . . . . . . . . . . . . . . . 58
2.4.3 Hopf Bifurcation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
2.4.4 Homoclinic Bifurcations . . . . . . . . . . . . . . . . . . . . . . . . . . 63
Exercises . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

II

Chaos

3 Discrete Chaotic Systems

67
69

3.1 Iterated Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
3.1.1 Graphical Iteration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
3.1.2 Fixpoints, Linear Stability, and Periodic Points . . . . . . . . . . . . . 71
3.2 Logistic Map . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
3.2.1 Attractor and Bifurcation Diagram . . . . . . . . . . . . . . . . . . . . 73
3.2.2 Stationary Regime . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
3.2.3 Periodic Regime . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
3.2.4 Chaotic Regime . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
3.3 Multi-Dimensional Discrete Systems . . . . . . . . . . . . . . . . . . . . . . . 91
3.3.1 How Common is Chaos? . . . . . . . . . . . . . . . . . . . . . . . . . . 92
3.3.2 Quadratic Map . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
3.3.3 Mapping on Torus . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
Exercises . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99
4 Continuous Chaotic Systems

103

4.1 Driven Damped Pendulum . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
4.1.1 Physics of the Pendulum . . . . . . . . . . . . . . . . . . . . . . . . . . 104
4.1.2 Pendulum as Dynamical System and its Regimes . . . . . . . . . . . . 109
4.1.3 Attractors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
4.1.4 Transitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
4.1.5 Extensions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
4.2 The Lorenz-63 System . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
4.2.1 Rayleigh-Bénard Convection . . . . . . . . . . . . . . . . . . . . . . . . 133
4.2.2 Reduced Representation of Thermal Convection . . . . . . . . . . . . . 136
4.2.3 Fixpoints of L63 and Regular Regimes . . . . . . . . . . . . . . . . . . 138
4.2.4 Transitory Regimes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141
4.2.5 Fully Chaotic Regime . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149
Exercises . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

III

Complexity

159

v

Contents

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

161
162
162
172
180
181
185
187
194
194
197
204

6 Discrete Complex Systems
6.1 Cellular Automata . . . . . . . . . . . . . . . . . . .
6.1.1 Definition . . . . . . . . . . . . . . . . . . . .
6.1.2 A Short History . . . . . . . . . . . . . . . . .
6.1.3 Dynamical Systems and Differential Equations
6.2 Sandpile Model . . . . . . . . . . . . . . . . . . . . .
6.2.1 BTW Model . . . . . . . . . . . . . . . . . . .
6.2.2 Phenomenology . . . . . . . . . . . . . . . . .
6.3 Contact Processes . . . . . . . . . . . . . . . . . . . .
6.3.1 Basic Models . . . . . . . . . . . . . . . . . .
6.3.2 Spatial Organization of Random Fields . . . .
6.3.3 Percolation . . . . . . . . . . . . . . . . . . . .
6.3.4 Forest Fires . . . . . . . . . . . . . . . . . . .
6.3.5 Contagious Diseases . . . . . . . . . . . . . . .
Exercises . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

205
205
206
208
209
210
210
211
216
217
218
221
222
232
243

7 Pattern Formation and Dynamics
7.1 Self-Organized Patterns . . . . . . . . . . . . . . . . . . . . . . . . . .
7.1.1 Origin of Dynamic Patterns . . . . . . . . . . . . . . . . . . . .
7.1.2 Representation of Patterns and their Dynamics . . . . . . . . .
7.1.3 Initial Conditions, Boundary Conditions, and External Forcing
7.2 Swift-Hohenberg Model . . . . . . . . . . . . . . . . . . . . . . . . . .
7.2.1 Heuristic Model Construction . . . . . . . . . . . . . . . . . . .
7.2.2 Numerical Simulations . . . . . . . . . . . . . . . . . . . . . . .
7.3 Reaction-Diffusion Model . . . . . . . . . . . . . . . . . . . . . . . . .
7.3.1 General Formulation . . . . . . . . . . . . . . . . . . . . . . . .
7.3.2 Bulk Oscillations . . . . . . . . . . . . . . . . . . . . . . . . . .
7.3.3 Turing Instability . . . . . . . . . . . . . . . . . . . . . . . . . .
Exercises . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

247
247
248
249
251
253
253
256
263
264
267
269
271

5 Fundamentals
5.1 Phenomenology of Landscapes . . . . .
5.1.1 Scale-Free Structures . . . . . .
5.1.2 Patterns . . . . . . . . . . . . .
5.2 Fractals and Power Laws . . . . . . . .
5.2.1 Self-Similar Geometric Fractals
5.2.2 Iterated Affine Transforms . . .
5.2.3 Power Laws . . . . . . . . . . .
5.3 Critical Phase Transition . . . . . . . .
5.3.1 Critical Phenomena . . . . . . .
5.3.2 Renormalization Group Theory
Exercises . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

vi

Contents

8 Population Dynamics
8.1 Fundamentals . . . . . . . . . . . . . . . . .
8.1.1 Some History . . . . . . . . . . . . .
8.1.2 Basic Processes . . . . . . . . . . . .
8.1.3 Scales and Representations . . . . . .
8.2 Non-Spatial Domains . . . . . . . . . . . . .
8.2.1 Stochastic Models . . . . . . . . . . .
8.2.2 Deterministic Competition Models .
8.2.3 Deterministic Predator-Prey Models
8.3 Uniform Spatial Domain . . . . . . . . . . .
8.3.1 Predator-Prey Model . . . . . . . . .
8.3.2 Two-Species System . . . . . . . . . .
8.3.3 Three-Species System . . . . . . . . .
Exercises . . . . . . . . . . . . . . . . . . . .

IV

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

Evolution

9 The Great Unfolding
9.1 Physical Aggregation and Self-Organization . .
9.1.1 Universe . . . . . . . . . . . . . . . . . .
9.1.2 Planet Earth . . . . . . . . . . . . . . . .
9.2 Chemical Self-Organization and Origin of Life .
9.2.1 Necessities for the Emergence of Life . .
9.2.2 Prebiotic Chemistry . . . . . . . . . . . .
9.2.3 Biomolecular Machinery of Modern Life

.
.
.
.
.
.
.
.
.
.
.
.
.

275
275
275
276
279
280
280
286
292
298
299
302
312
316

319
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

321
323
323
324
324
325
329
336

vii

Contents

V

Appendix

341

A Tools
343
A.1 Numerical Integration of ODEs . . . . . . . . . . . . . . . . . . . . . . . . . . 343
A.1.1 Explicit Euler Method . . . . . . . . . . . . . . . . . . . . . . . . . . . 343
A.1.2 Explicit Runge-Kutta Methods . . . . . . . . . . . . . . . . . . . . . . 344
Dictionary English-Deutsch and Glossary

347

Bibliography

349

Index and Acronyms

365

List of Figures

1.1
1.2
1.3
1.4
1.5
2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9
2.10
2.11
2.12
2.13
2.14
2.15
2.16
2.17
2.18
2.19
2.20
2.21
2.22
2.23
2.24

Representation of Earth from satellite images . . . . . . . . . . . . . . . . . . 6
Global mean fluxes of radiative energy . . . . . . . . . . . . . . . . . . . . . . 7
Clouds and marine plants indicate the complicated flow fields in atmosphere
and ocean . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
Three-step iterative process for understanding reality . . . . . . . . . . . . . . 16
Classification according to predictability . . . . . . . . . . . . . . . . . . . . . 21
Graphical representation of one-dimensional first-order ordinary differential
equation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Graphical representation of dimensionless logistic function . . . . . . . . . . .
Flow in the state space of a two-dimensional dynamical system . . . . . . . .
Stability classification of linearized development equation for multi-dimensional
systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Stability classification for the glycolysis model . . . . . . . . . . . . . . . . . .
Flow and trajectories of the glycolysis model in the unstable region of the
parameter space . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Saddle point . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Trajectories for a nonlinear system with a enter manifold . . . . . . . . . . .
Trajectory on center manifold . . . . . . . . . . . . . . . . . . . . . . . . . . .
Application of Poincaré-Bendixon theorem to the glycolysis model . . . . . .
Function f (u) and corresponding fixpoints of dynamical system for different
values of control parameter . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Development function for saddle node bifurcation . . . . . . . . . . . . . . . .
Bifurcation diagram for saddle point type . . . . . . . . . . . . . . . . . . . .
Development function for transcritical bifurcation . . . . . . . . . . . . . . . .
Bifurcation diagram for transcritical type . . . . . . . . . . . . . . . . . . . .
Development function for super- and subcritical pitchfork bifurcation . . . . .
Pitchfork bifurcation diagram . . . . . . . . . . . . . . . . . . . . . . . . . . .
Physical realizations of pitchfork bifurcations . . . . . . . . . . . . . . . . . .
Development function and bifurcation diagram for subcritical pitchfork bifurcation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Transitions of eigenvalues of Jacobian of two-dimensional system . . . . . . .
Phase diagram for a stability transition with real eigenvalues . . . . . . . . .
Phase diagram for saddle node bifurcation . . . . . . . . . . . . . . . . . . . .
Phase diagram for supercritical pitchfork bifurcation . . . . . . . . . . . . . .
Phase diagram for supercritical Hopf bifurcation . . . . . . . . . . . . . . . .
ix

36
38
40
44
45
46
48
48
49
52
53
54
55
55
55
56
56
57
57
58
59
60
60
62

x

List of Figures

2.25 Phase diagram for subcritical Hopf bifurcation . . . . . . . . . . . . . . . . . 63
2.26 Phase diagram for system with a homoclinic bifurcation . . . . . . . . . . . . 64
3.1
3.2
3.3
3.4
3.5
3.6
3.7
3.8
3.9
3.10
3.11
3.12
3.13
3.14
3.15
3.16
3.17
3.18
3.19
3.20
3.21
3.22
3.23
3.24
3.25
3.26
4.1
4.2
4.3
4.4
4.5
4.6
4.7
4.8
4.9
4.10
4.11
4.12
4.13
4.14

Graphical iteration of one-dimensional function . . . . . . . . . . . . . . . . .
Sequences of logistic map for different initial states and control parameters .
Empirical attractor of the logistic map . . . . . . . . . . . . . . . . . . . . . .
Second iterate of logistic map . . . . . . . . . . . . . . . . . . . . . . . . . . .
Fourth iterate of logistic map . . . . . . . . . . . . . . . . . . . . . . . . . . .
Renormalization step for logistic map . . . . . . . . . . . . . . . . . . . . . .
Sequences of the logistic map for the first few steps of the period-doubling
cascade . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Bifurcation diagram of logistic map in periodic regime . . . . . . . . . . . . .
Empirical bifurcation diagram of logistic map in periodic and chaotic regime
Sequences of the logistic map for different regimes . . . . . . . . . . . . . . .
Graphical iteration to reveal the external bounds for the strange attractor Aµ
Supertrack functions for logistic map . . . . . . . . . . . . . . . . . . . . . . .
Supertrack functions superimposed on attractor of logistic map . . . . . . . .
Supercycles s4 , s8 , and s3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Detail of the strange attractor Acµ focussing on transition from chaotic to
period-3 regime . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Iterates of f (u; µ) for period-5 point critically stable . . . . . . . . . . . . . .
Bifurcation diagram for second iterate f 2 of logistic map . . . . . . . . . . . .
Iteration step for horseshoe map . . . . . . . . . . . . . . . . . . . . . . . . .
Incomplete horseshoe map mimicking the logistic map in the chaotic regime .
Iterated mapping of the entire interval with the logistic map . . . . . . . . . .
Exemplary sequences of two-dimensional quadratic map . . . . . . . . . . . .
Slightly modified sequences of two-dimensional quadratic map . . . . . . . . .
Exemplary trajectories for the GOY system . . . . . . . . . . . . . . . . . . .
Exemplary periodic and space-filling trajectories of the GOY system . . . . .
Development of a localized ensemble of states of GOY system . . . . . . . . .
Development of an initially uniformly distributed ensemble in the GOY system

71
73
74
75
76
77
78
78
80
81
81
82
83
84
85
86
87
89
90
90
94
95
97
97
98
98

Sketch of pendulum . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
Complex amplitude and input energy flux of forced pendulum . . . . . . . . . 106
Development of forced pendulum . . . . . . . . . . . . . . . . . . . . . . . . . 107
Motion of parameter-forced pendulum . . . . . . . . . . . . . . . . . . . . . . 109
Phase diagrams for damped state-forced pendulum with periodic attractor . . 110
Projected phase diagrams for damped state-forced pendulum with periodic
attractor . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
Poincaré section and map . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
Stroboscope applied to regular regimes of the sinusoidally perturbed pendulum114
Stroboscope applied to a chaotic trajectory of forced pendulum . . . . . . . . 115
Real part of essential eigenvalues for forced pendulum . . . . . . . . . . . . . 116
Sections of the trajectories and distance function d∆ for the sinusoidally forced
pendulum . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
Distance function d for the sinusoidally forced pendulum . . . . . . . . . . . . 119
Unfolded angle of sinusoidally perturbed pendulum . . . . . . . . . . . . . . . 120
Stroboscope view of the same system as shown in Figure 4.8 and Figure 4.9 . 121

xi

List of Figures

4.15 Representation of attracting set for damped pendulum with sinusoidal perturbation of the state . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.16 Trajectories, eigenvectors, and development of an ensemble of initial states in
the sensitive regime . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.17 Projected phase diagrams for the perturbed pendulum above the bifurcation
at µ = 0.9065 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.18 Projected phase diagrams just below and above the onset of the perioddoubling cascade . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.19 Projected phase diagrams for the perturbed pendulum near the apparent “out
of the blue” bifurcation near µ = 1.07 . . . . . . . . . . . . . . . . . . . . . .
4.20 Small section of bifurcation diagram for continuous simulation and stepwise
changing magnitude of state-forcing . . . . . . . . . . . . . . . . . . . . . . .
4.21 Alternative representation of forced pendulum’s attractive set . . . . . . . . .
4.22 Bifurcation diagram of damped pendulum with multiplicative periodic perturbation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.23 Damped pendulum perturbed with sum of two sine functions . . . . . . . . .
4.24 Damped pendulum perturbed with sum of two sine functions . . . . . . . . .
4.25 Closed thermal convection cell . . . . . . . . . . . . . . . . . . . . . . . . . .
4.26 Basis (4.40) of the function space of the L63 system . . . . . . . . . . . . . .
4.27 Streamfunctions and temperature fluctuations for the fixpoints u± of the L63
system . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.28 Complex eigenvalues of the L63 system’s fixpoints u± . . . . . . . . . . . . .
4.29 Sketch of the local manifolds of the fixpoints u± for r > 1 . . . . . . . . . . .
4.30 Trajectory tracing homoclinic orbit in L63 system . . . . . . . . . . . . . . .
4.31 Flow through sensitive region . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.32 Trajectory for r = 22.5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.33 Trajectory component u3 of L63 system with Pr = 10, b = 38 , and two different
values of r . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.34 Trajectory for r = 24.0579 shadowing an unstable orbits that links u0 with
the limit cycles around u± . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.35 Transition to chaos in L63 system for Pr = 10 and b = 83 . . . . . . . . . . . .
4.36 Lorenz map for Pr = 10, b = 83 , and different values of r . . . . . . . . . . . .
4.37 Iterates for orders up to of Lorenz map . . . . . . . . . . . . . . . . . . . . . .
4.38 For the leakage of the chaotic domain into that of the fixpoint for r < rc . . .
4.39 Attractor of the L63 system . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.40 Time-series of the initial phase of trajectory in the L63 system . . . . . . . .
4.41 Identification of unstable periodic orbits with distance function . . . . . . . .
4.42 Attracting set of L63 system for Pr = 10 and b = 83 . . . . . . . . . . . . . . .
4.43 Crop from Figure 4.42 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.44 Projected phase diagrams for L63 system beyond first chaotic range . . . . .
5.1
5.2
5.3
5.4
5.5
5.6
5.7

Heap of sand . . . . . . . . . . . . . . . . . . . . . . .
Sand dunes at Mesquite Flat . . . . . . . . . . . . . .
Source region of Panamint dune system . . . . . . . .
Overview of Panamint dune and fault system . . . . .
Alluvial fans north of Tucki Mountains . . . . . . . . .
Mountain slopes and floodplain in Kunlun Mountains
Characteristics of rockslides and slope erosion . . . . .

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.
.
.

123
125
126
127
128
129
130
131
132
132
134
137
139
140
141
142
143
144
144
145
146
147
148
148
149
150
151
153
153
154
164
164
165
166
167
168
169

xii

List of Figures

5.8
5.9
5.10
5.11
5.12
5.13
5.14
5.15
5.16
5.17
5.18
5.19
5.20
5.21
5.22
5.23
5.24
5.25
5.26
5.27
5.28
5.29
5.30
5.31
6.1
6.2
6.3
6.4
6.5
6.6
6.7
6.8
6.9
6.10
6.11
6.12
6.13
6.14
6.15
6.16
6.17
6.18
6.19

Casa Grande Peak . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Yarlung Tsangpo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Sand ripples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Polygonal contraction cracks . . . . . . . . . . . . . . . . . . . . . . . . . . .
Salt pan in Badwater Basin, Death Valley, CA, USA . . . . . . . . . . . . . .
Polygonal compression cracks . . . . . . . . . . . . . . . . . . . . . . . . . . .
Spotted vegetation in hyperarid environments . . . . . . . . . . . . . . . . . .
Bristlecone Pine . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Creosote bush in Mojave Desert . . . . . . . . . . . . . . . . . . . . . . . . . .
Fern as prototype fractal object . . . . . . . . . . . . . . . . . . . . . . . . . .
Koch curve . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Sierpinski carpet . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Dimension of regular object . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Barnsley fern . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Illustration of scale-free sedimentary deposits . . . . . . . . . . . . . . . . . .
Lognormal probability density function . . . . . . . . . . . . . . . . . . . . . .
Cumulative magnitude distribution of Californian earthquakes . . . . . . . . .
Illustration of scale-free sedimentary deposits . . . . . . . . . . . . . . . . . .
Cumulative distribution of lake areas . . . . . . . . . . . . . . . . . . . . . . .
Realizations of random functions with autocovariance functions given by an
exponential and a power function . . . . . . . . . . . . . . . . . . . . . . . . .
Critical point, illustrated for a fluid . . . . . . . . . . . . . . . . . . . . . . . .
Sketch for block-renormalization of two-dimensional spin-system . . . . . . .
Sketch for block-renormalization of two-dimensional spin-system . . . . . . .
Renormalization flow in parameter space . . . . . . . . . . . . . . . . . . . . .

169
171
173
175
176
177
179
179
179
180
182
182
184
186
188
191
192
193
194

Sketch for a non-dissipative cascade in a complex system . . . . . . . . . . . .
Exemplary rules for one-dimensional, two-state cellular automata with nearestneighbor interaction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Development of states in the cellular automata shown in Figure 6.2 . . . . . .
Neighborhoods commonly employed for cellular automata . . . . . . . . . . .
Operation of the one-dimensional BTW model . . . . . . . . . . . . . . . . .
Exemplary avalanches of the sandpile model . . . . . . . . . . . . . . . . . . .
Mean slope and area fraction for successive avalanches in the BTW model . .
Cumulative area distribution of avalanches . . . . . . . . . . . . . . . . . . . .
Sketch for finite-size scaling of a sandpile model . . . . . . . . . . . . . . . . .
Phase diagram for complex system . . . . . . . . . . . . . . . . . . . . . . . .
Sketch of contact process . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Spatial organization of statistically independent binary random fields for
different densities ρ. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Complementary cumulative area-distribution of the clusters in Figure 6.12 . .
Percolation on the 5-neighborhood . . . . . . . . . . . . . . . . . . . . . . . .
Percolation with 9-neighborhood . . . . . . . . . . . . . . . . . . . . . . . . .
Drossel-Schwabl forest-fire model with p = 7.5 · 10−5 and f = 10−6 . . . . . .
Two-state forest-fire model with parameters as in Figure 6.16 . . . . . . . . .
Forest-fire model with growth rate p = 0.0075 and lightning probability f =
10−6 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Clusters of connected trees for the snapshots shown in Figure 6.18 . . . . . .

206

196
197
199
200
202

206
207
208
210
211
212
213
213
215
216
219
220
221
222
225
226
227
227

xiii

List of Figures

6.20 Forest-fire model with growth rate p = 0.0075 and lightning probabilities
f = 10−5 and f = 10−7 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.21 Complementary cumulative distribution of cluster sizes at different times and
lightning probabilities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.22 Complementary cumulative distribution of cluster sizes in a few realizations
with f = 10−8 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.23 Development of the density of trees . . . . . . . . . . . . . . . . . . . . . . . .
6.24 Asymptotic mean state of forest-fire model . . . . . . . . . . . . . . . . . . .
6.25 Contagious disease model with growth rate p = 0.0075 no external infection,
f =0 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.26 Asymptotic regime of the invasion shown in Figure 6.25 . . . . . . . . . . . .
6.27 Random point-infections with p = 0.0075 and f = 10−6 . . . . . . . . . . . .
6.28 Random point-infections with p = 0.0075 and f = 10−7 . . . . . . . . . . . .
6.29 Random point-infections with p = 0.0075 and f = 10−7 . . . . . . . . . . . .
6.30 Random point-infections with p = 0.0075 and f = 10−5 . . . . . . . . . . . .
6.31 Random point-infections with p = 0.0075 and f = 10−4 . . . . . . . . . . . .
6.32 Development of the density of trees for contagious-disease model . . . . . . .
6.33 Cluster distribution in contagious-disease model for f = 10−6 . . . . . . . . .
6.34 Size-distribution of clusters in contagious-disease model . . . . . . . . . . . .
6.35 Cluster distribution in contagious-disease model for f = 10−5 . . . . . . . . .
6.36 Phase diagram for contagious disease . . . . . . . . . . . . . . . . . . . . . . .
7.1
7.2
7.3
7.4
7.5
7.6
7.7
7.8
7.9
7.10
7.11
7.12
7.13
8.1
8.2
8.3
8.4
8.5
8.6
8.7

Growth function αk for the three types of instabilities . . . . . . . . . . . . .
Approximation of growth function for Swift-Hohenberg model . . . . . . . . .
Amplitude component of Swift-Hohenberg . . . . . . . . . . . . . . . . . . . .
Spatial component of Swift-Hohenberg equation . . . . . . . . . . . . . . . . .
Development of the solution of the Swift-Hohenberg equation with µ = 0.01
for short times . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Continuation of Figure 7.5 for longer times . . . . . . . . . . . . . . . . . . .
Development of the solution of the Swift-Hohenberg equation with µ = 0.3 . .
Development of Swift-Hohenberg with µ = 0.2, circular initial state, and later
circular disturbance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Continued development of Swift-Hohenberg with µ = 0.2 after circular disturbance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Development of generalized Swift-Hohenberg model with µ = 0.2 and η = 1 .
Analogous to Figure 7.10 but with η = −1 and different initial state . . . . .
Well-mixed reaction cell with through-flow . . . . . . . . . . . . . . . . . . . .
Determinant of Ak for two-component reaction-diffusion model with Turing
instability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Interactions in a minimal population system . . . . . . . . . . . . . . . . . . .
Organization of a typical ecosystem . . . . . . . . . . . . . . . . . . . . . . . .
Development of small single-species population . . . . . . . . . . . . . . . . .
Nullclines and trajectories for the Lotka-Volterra model . . . . . . . . . . . .
Role of relative growth rate in two-species system with dominating interspecies competition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Domains of cooperative coexistence and competitive exclusion . . . . . . . . .
Sketch of Kolmogorov’s predator-prey model . . . . . . . . . . . . . . . . . .

228
229
230
231
232
234
234
235
236
237
238
238
239
239
240
241
242
250
254
255
255
258
260
261
262
263
263
264
268
270
276
278
282
289
290
291
293

xiv

List of Figures

8.8 Phase diagram for the Lotka-Volterra model . . . . . . . . . . . . . . . . . . . 294
8.9 Dimensionless trajectories of the Lotka-Volterra model . . . . . . . . . . . . . 295
8.10 Stability classification of fixpoint u2∗ of Lotka-Volterra system in limited
environment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 297
8.11 Phase diagram for the Lotka-Volterra model . . . . . . . . . . . . . . . . . . . 297
8.12 Dimensionless trajectories of the Lotka-Volterra model in a limited environment298
8.13 Distribution of prey, predator, and predator together with prey in 2-species
population for different times . . . . . . . . . . . . . . . . . . . . . . . . . . . 304
8.14 Development of the density of predators and prey . . . . . . . . . . . . . . . . 305
8.15 Phase diagram corresponding to the trajectories shown in Figure 8.14 . . . . 306
8.16 Short interval snapshots of predator-prey distributions in dynamic equilibrium 307
8.17 Spatial distribution of prey and predator in 2-species system with s-interaction
for different reproduction probabilities . . . . . . . . . . . . . . . . . . . . . . 309
8.18 Similar to Figure 8.17 but for different probabilities for fleeing . . . . . . . . . 310
8.19 Different probabilities for fleeing with µprey = 0.1 . . . . . . . . . . . . . . . . 311
8.20 Development of densities during initial transients of predator-prey-resource
system . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 313
8.21 Spatial structures in prey-resource and predator-prey-resource system . . . . 314
8.22 Development of densities during initial transients of predator-prey-resource
system with continuous regeneration of the resource . . . . . . . . . . . . . . 316
8.23 Spatial structures in prey-resource and predator-prey-resource system with
continuous regeneration of the resource . . . . . . . . . . . . . . . . . . . . . . 317
9.1
9.2
9.3
9.4
9.5

Unfolding of system Earth . . . . . . . . . . . . . . . . . . . . . .
Autocatalytic decomposition of food into the product and waste
Elementary food-generated autocatalytic set . . . . . . . . . . . .
Food-generated autocatalytic set with two cores and periphery .
Elementary building blocks of proteins and of RNA and DNA . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

322
330
331
332
335

List of Tables

8.1
8.2
8.3
8.4

Trace and determinant of the Jacobian matrix at the four possible fixpoints .
Stability of fixpoints for the three regimes illustrated in Figure 8.4. . . . . . .
Parameters used for the 2-species predator-prey system shown in Figures
8.13–8.15 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Parameters used for the prey-resource and the predator-prey-resource systems
shown in Figure 8.21 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

288
289
303
312

A.1 Generic Butcher tableau and explicit values for Runge-Kutta method RK4 . . 345
A.2 Butcher tableau for Runge-Kutta Cash-Karp method . . . . . . . . . . . . . . 345

xv

Symbols

This list contains the most important symbols and notations used. It is still rather incomplete and will be upgraded in a future version. Where possible, a reference (equation and
page number) is given and the unit is indicated in brackets.
The mathematical structure of symbols is indicated by their typographical appearance:
a scalar
b vector, unit length vector
a, a
a tensor
sin standard function
Subscripts usually refer to a component of a vector (x, y, z, or 1, 2, 3) or to the phase (g,
w, s). When dealing with quantities that refer to different scales, the superscripts µ and m
are used to indicate the micro- and the macroscale, respectively. They are suppressed when
only one scale is considered.
Parentheses (. . . ) are used for arguments of functions and operators, brackets [. . . ] group
terms or indicate concentrations of a chemical component, and curly brackets {. . . } collect
operators and denote sets.
The arguments of functions are suppressed if they are clear from the context, e.g.,
∂x f instead of ∂x f (x). They are written, however, if the dependence on an argument is
emphasized, e.g., g(ϕ, z) for the acceleration of gravity as it depends on latitude and height.
Similarly, derivatives are written as shorthand operators: ∂x , ∂xx for the first and second
partial derivative with respect to x, respectively, and dt for the total derivative ∂t + v · ∇
∂
with respect to time. If the derivative is to be emphasized, the long form ∂x
is used.

Sign Convention
The normal vector n on the surface of some volume points outwards. The vertical (z)
axis points traditionally upwards in atmospheric and downwards in oceanic or terrestrial
applications. Upwards and downwards are defined by the direction of the acceleration
of gravity. Deviations from this convention, typically occurring in boundary studies, are
specified explicitly.

Lowercase Latin Symbols
a

general tensor

e

eigenvector

g

acceleration of gravity [m s−2 ]

j

flux; quantity X flowing through unit area per unit time
[X m−2 s−1 ]

k

wave vector [m−1 ]

m

reproduction tensor [T−1 ]

n

list of population numbers

b
n

unit normal vector

p

momentum [kg m s−1 ] or vector in parameter space

s

spins on lattice

u

average of u or base state in stability analysis

u0

perturbation of u

u

vector quantity

v

vector quantity, often used as eigenvector

x

position [m]

b
z

unit vertical vector, traditionally upwards for atmospheric
systems, downwards for oceanic and terrestrial systems

Uppercase Latin Symbols
A

general tensor

D

dispersion tensor [m2 s−1 ]

F

propagator for dynamical system

I

unit tensor

K

hydraulic conductivity tensor; [J−1 m5 s−1 ] in potential
form or [m s−1 ] in head form

Pe Peclet number
Pr Prandtl number
R

universal gas constant [8.31446 J mol−1 K−1 ]

Ra Rayleigh number
Re Reynolds number

Lowercase Greek Symbols
ρw mass density of water [kg m−3 ]
θ

volume fraction [–]

?? ??

Uppercase Greek Symbols
Mathematical Notation
var variance
tr

trace of a tensor (sum of diagonal elements)

∂t

partial derivative with respect to time [s−1 ]

∂x

partial derivative with respect to spatial coordinate x
[m−1 ]
total derivative with respect to time [s−1 ]

dt
T

transpose

Other Symbols
O

order of

?

Why?

Why is everything real in itself and symbol beyond?

Part I

Embedding

If your time to you is worth savin’
Then you better start swimmin’ or you’ll sink like a stone
For the times they are a-changin’.
[Bob Dylan, 1964]

1
Our Environment

Our environment is an extraordinary source for inspiration on the nature of chaos, complexity, and evolution, the fundamental hierarchy for approaching an understanding of
our World, and of our very Being for that matter. It indeed offers a rich spectrum of
phenomena that are readily observed without the need for any specialized instrumentation
or methods. Examples include our daily weather for a deterministic chaotic system. For a
complex system, we may ponder the constant slopes of a heap of dry sand, which represents
the system’s self-organized critical state. That same complex system also has completely
different, yet again self-organized states: patterns, which are observed as regular ripples of
sand at a beach, both in the water and on nearby sand dunes. Finally, for evolution, the
prime example are ourselves together with our rapidly unfolding technological culture. For
an appreciation of the latter, just zoom back in time and imagine the world as it was in the
not too distant past 20 years ago, 100, 1’000, and 10’000.
The environmental phenomena alluded to above, and many others, are of course studied
in great quantitative detail for understanding their detailed mechanisms such that they can
eventually be predicted or even controlled. This is not our goal here, however. We ask for
the underlying principles that guide the way to larger systems in space, time, and scale.
These include deterministic chaos, self-organization and emergence, competitive exclusion
and diversification, all the way to hierarchical compartmentalization, group formation, and
eventually transformation.
These principles are crucial for understanding our physical environment but they also
reach beyond all the way to our sociocultural environment. Similarly, instead of looking
into our environment, we could turn to our inside, to the functioning of our body and all
the way to our mind, and the same principles would stand out again. These are indeed all
fields that are actively explored and developed.

1.1
System Earth
Recognizing the intriguing diversity of our environment, how did it emerge, how is it
maintained, and how does it evolve? In this chapter, we will merely touch upon the
second question, the functioning of system Earth or, to recall Fuller [1969], the operation of
spaceship Earth (Figure 1.1).
In a nutshell, our environment is a complicated interface that is kept out of equilibrium
by externally driven energy flows. At the largest scale of interest here, the interface is
between the interplanetary space and the planet’s mantle, and the external forcing comes
5
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Figure 1.1.
Representation of system Earth from a
conglomerate of satellite images. The cloud
cover is from July 29, 2001, land surfaces
from July, 2004, and the city lights are
aggregates from 1994 and 1995. [NASA
image by Reto Stöckli, based on data from
NASA and NOAA.]

from solar radiation on the one hand and from the planet’s internal heat flow on the other.
This externally driven interface is what we call system Earth.
Like any sufficiently complicated and externally driven interface, system Earth developed
and maintains a hierarchy of structures on a wide range of spatial scales that range from its
global extent, O(10’000 km), all the way to the molecular, O(1 nm). Associated with the
spatial scales are temporal scales that again range from the global – Earth’s age of some
4.3 Gy, the time over which our current environment evolved and over which solar radiation
increased by 20. . . 30% – to maybe O(1 s) if we refrain from entering into reaction kinetics
and such. Apparently, most phenomena are understood from considering a much smaller
range of spatial and temporal scales than what system Earth exhibits as a whole.

1.1.1
Architecture
Earth is a rocky, approximately spherical body with a rough surface whose maximum height
difference is some 20 km, i.e., 0.15% of the body’s diameter. The surface consists of a
number of “plates”. The oceanic plates are heavy and thin while the continental plates are
light and thick. The surface is covered by two fluids: water, which is predominantly in the
liquid phase and forms the ocean, and air, which is in the gaseous phase and forms the
atmosphere. The ocean fills the rough surface to about half height, covering some 71% of
the area. On the other hand, the highest mountain ranges reach or exceed the atmosphere’s
scale height of some 7.6 km, i.e., the height at which air pressure is e−1 of its value at sea
level.
Right at the solid interface, much more complicated structures have evolved – sediments,
soils, vegetation, animals – and they are undergoing continuous modifications and transformations through a range of tectonic, geomorphologic, and ecologic processes. In addition,
humankind over the past few millennia became a further modifier through its emerging
technological culture. Indeed, it became dominant to the point that a new geologic epoch
is about to be recognized, the Anthropocene [Steffen et al. 2011].
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Absorption by the Atmosphere
Most of the absorbed shortwave energy is transformed directly into heat. This leads to the expansion of air, induces a compensating flow, and thereby
transforms part of the energy into mechanical energy. A small fraction of the absorbed energy
drives the plethora of photochemical reactions, for instance ozone chemistry.
Absorption by Earth Surface and the Hydrologic Cycle The flux of energy that is absorbed
by land and ocean surfaces is balanced through three main channels, the fluxes of latent
heat (88 W m−2 ), longwave radiation (52 W m−2 ), and sensible heat (24 W m−2 ).
The predominant form of the latent heat flux is evaporated water that rises with the warm
air, the latter also transporting the sensible heat. A flux of 88 W m−2 thereby corresponds
to the evaporation of some 3 mm of water per day. This is the engine of the global hydrologic
cycle. The latent and sensible heat is eventually released in higher atmospheric layers, and
possibly after considerable horizontal transport.
The longwave radiative flux of 52 W m−2 is a net loss. The actual thermal emission,
assuming a blackbody spectrum at 289 K and emissivity 1, is much higher, 396 W m−2 .
However, due to the atmosphere’s partial opacity for thermal radiation a large fraction is
absorbed and radiated back. This is Earth’s greenhouse effect.
Notice that most of the outgoing energy flux does not leave the Earth system directly but
cascades through the atmosphere, causing local warming, before it is eventually transformed
back to thermal radiation that is emitted to space.
Absorption by Vegetation and the Carbon Cycle
A small but crucial fraction of the incoming shortwave radiation is absorbed by plants. Zhu et al. [2010] find that under optimal
conditions, between 4 and 6% of the incoming radiation can be absorbed and used for
primary, photosynthetic production. While this small fraction is of minor importance for the
global energy budget, it is crucial for life on Earth since it enables all other, non-autotrophic
life. Indeed, this channel splits up into many and complicated parts. One of them is the
biological segment of the carbon cycle. The energy that enters it only returns as thermal
radiation after possibly long times with the decomposition of the material.
Latitudinal Variation and Global Circulation Systems
The incoming solar radiation at
the top of the atmosphere depends strongly on latitude in that equatorial regions receive
much more solar energy than polar ones. In a system without fluid phases, this would
lead to correspondingly strong variations of the surface temperature. On Earth, however,
global circulations are induced, both in the atmosphere and in the ocean, that operate to
balance the differences by transporting thermal energy from low to high latitudes. Three
aspects make these currents very complicated: the Coriolis force, topography, and flow
instabilities.
Coriolis Force A naive solution to the energy imbalance would be for warm and moist
air to rise in the equatorial regions, flow all the way to the polar regions and release
the transported energy along the way. The main obstacle for this solution, besides the
difficulty of converging flows on the sphere, is the Coriolis force that is due to Earth’s
rotation. It prevents direct flows from low to high latitudes and leads to a rather complicated
arrangement of global-scale vertical and horizontal circulation cells. This is first of all the
Hadley cell, which operates as proposed for the naive solution but only reaches to latitudes
of ±30◦ where it turns into the subtropical jet stream. The energy is then picked up by the
Westerlies whose cyclones and anticyclones transport it further polewards. Finally, there is
the Polar cell with the associated polar jet stream.
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Figure 1.3.
Clouds and marine life during an algae bloom,
the bluish and greenish hues, indicate the
complicated flow fields in atmosphere and
ocean off the Atlantic coast of the southern
tip of South America. Look for the jets and
associated vortices in ocean, and also in the
atmosphere, and for the convection cells and
wave patterns in the atmosphere. [Image:
acquired Dec. 6, 2004 by SeaWiFS Project,
NASA/Goddard Space Flight Center, and
ORBIMAGE.]

Topography As we realized above, Earth’s topography is of a magnitude that it has a
dominating impact on ocean currents and still a strong influence on atmospheric flows.
In particular, continental boundaries strongly deflect ocean currents. Together with the
Coriolis force, this leads to strong currents along the western basin boundaries like the Gulf
Stream and the Kuroshio Current.
Flow Instabilities Both compartments, ocean and atmosphere, are characterized by lengthscales in excess of 1’000 km. This leads to instabilities already for low flow velocities and to
the corresponding highly irregular flow. An illustration of this is given in Figure 1.3, which
shows the multiscale and highly dynamic flow fields in atmosphere and ocean off the Atlantic
coast of the southern tip of South America. In the ocean, the cold Malvinas Current, which
branches off the Antarctic Circumpolar Current, flows northward along the coast of South
America until it meets the warm Brazil current that flows southward. The resulting strong
gradients in velocity, temperature, and salinity cause a strong turbulent mixing, which in
turn creates a productive environment for marine life.
Besides the complicated flow regimes, Figure 1.3 also hints at an intense interpenetration
of different spheres, here of ocean, biosphere, and terrestrial systems, and the corresponding
coupling of processes. Indeed, some of the nutrients that fuel the bloom of algae stem from
deeper waters while others enter with rivers and direct runoff from the land.
Consequences of flow instabilities are many, among them an efficient mixing of fluid
compartments and weather predictions that are good for just a few days. Incidentally, all
the cells and currents mentioned above only appear as large-scale averages over the much
more complicated real flow fields.
Multiscale Spatial and Temporal Variation Looking at Earth’s radiative forcing in some
more detail reveals quite a complicated situation with deep hierarchies of spatial and temporal scales. On short time scales, the major modifiers for the coupling strength between
solar radiation and system Earth are (i) state and composition of the atmosphere, i.e., types
and distribution of clouds and the distribution of water vapor, CO2 , and other greenhouse
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gases, (ii) surface reflectivity in particular of the continents, and (iii) the availability of
water, mostly for evaporation. There are a number of further modifiers that are of lesser or
only local importance, however. These include the distribution of aerosols and dusts in the
atmosphere as well as sea ice.
The modifiers determine (i) the fraction of the incoming radiative flux that is actually
absorbed by system Earth, (ii) the spatial distribution of the absorption, (iii) the initial
distribution of the absorbed flux into the different channels, mainly latent heat, sensible
heat, and thermal radiation, and (iv) the spatial distribution and magnitude of the eventual
thermal emission back into space.
In the following, we look into just some of the aspects to gain an appreciation for the
complications of Earth system’s forcing.
Ocean-Land Contrast With respect to radiative forcing, there are three major differences
between ocean and land surfaces: (i) The ocean surface has a much higher effective heat
capacity because that of water is inherently higher, often much higher, than that of rocks
and soils, but more importantly because the radiation, visible light, is absorbed in a layer of
several meters thickness. In contrast, land surfaces absorb the radiation within to top few
hundred micrometers. (ii) Water for evaporation is apparently readily available at ocean
surfaces, while it is often limited or even completely absent on land surfaces. (iii) The albedo
of land surfaces is often considerably higher than that of the ocean such that a larger fraction
of the incoming radiation is directly reflected back.
The higher heat capacity and availability of water leads to ocean surfaces being cooler
than corresponding land surfaces. They actually outweigh albedo, which has the opposite
effect. Indeed, averaging over just the land surfaces and excluding Antarctica, Dirmeyer
et al. [2006] find 140 W m−2 for the incoming shortwave radiation. This results from the
higher albedo. For the return flux to the atmosphere they are (i) 66 W m−2 through longwave
radiation, resulting from significantly higher temperatures on land, (ii) 39 W m−2 through
latent heat, due to the lower availability of water, and (iii) 33 W m−2 through sensible heat,
again higher than the global average because of the higher surface temperature.
Apparently, the modifiers that lead to the global ocean-land contrast operate on a wide
range of scales, from regional contrasts between desert, savanna, forest, and wetlands all
the way down to small-scale contrasts, for instance in regions with patterned vegetation on
scales of a few meters.
Short-Term Variation
Earth’s radiative forcing exhibits a rich spectrum of temporal
variations that originate from three main sources – (i) rotational and orbital periodicities,
(ii) Sun’s activity, and (iii) system Earth’s internal dynamics –, which we glimpse at in the
following.
Planet Earth rotates around its axis and orbits the Sun, hence moves in the Sun’s
radiation field. This primarily leads to our daily and annual cycles. The rotational and
orbital parameters are not constant, however, but undergo periodic variations with different
characteristic times. Relevant parameters are tilt, precession, and nutation of the rotation
axis and eccentricity, apsidal precession, and inclination of the orbit. These variations
are one part of the so-called Milankovitch cycles with periods between 19 ky and some
400 ky [Hays et al. 1976; Roe 2006]. While some of these variations modulate the radiative
forcing directly, for instance orbital eccentricity, others only become active in conjunction
with further aspects of the system, in particular the uneven distribution of ocean and land
surface in the north and south hemisphere.

1.1 System Earth

Sun’s activity varies on different time scales. The most important periodicity is the 11 y
cycle of sunspots, but others, like the 210 y Suess cycle, have also been detected [Hathaway
2010]. For very much longer times, the Sun’s emission is understood to be increasing,
actually by 20-30% over Earth’s life time of some 4.3 Gy. The much lower radiative input
from the young Sun together with geologic evidence for liquid water and the early evolution
of life [Kasting and Ono 2006] lead to the “faint young Sun paradox” [Sagan and Mullen
1972], which continues to be hotly debated. Just musing about Sun’s nature, we expect that
there actually is a wide range of time scales in its luminosity, filling in the gap between the
decades to centuries from direct and indirect observation on the one hand and the billions
of years from astrophysical understanding on the other.
System Earth’s internal dynamics and its role in coupling to the external radiation field
is the most interesting for our current focus, however. We first focus on short time scales
up to a few thousand years, as is relevant for the development of human culture. Then, the
main dynamic elements are the large fluid compartments, ocean and atmosphere, and the
land cover, predominantly vegetation. Everyday experience teaches us that the atmosphere
is a highly dynamic system with quite a range of non-periodic modes. We further know
from direct observations and from many numerical studies that this is also the case for
the coupled atmosphere-ocean system, e.g., with the ENSO phenomenon [Wang and Picaut
2004; McPhaden et al. 2006]. Finally, paleoclimate studies testify that quasi-periodic and
non-periodic modes prevailed throughout Earth’s history, at least as far back as we can
faithfully see [Petit et al. 1999; Lüthi et al. 2008].
Many of the orbital and solar periodicities are found in the paleo-records. It is a still
open question, however, if these periodicities actually drive system Earth or if they merely
prime the internal dynamics [Rind 2002]. Finally, in the more recent past, the impact of
anthropogenic modifications grew to equal or surpass that of natural variations [Rind et al.
2004].
Long-Term Variation On time scales much longer than a few hundred thousand years,
Earth’s topography is no more fixed but is strongly modified by plate tectonics. The most
recent development with quite dramatic consequences was the formation of the Panamanian
isthmus, which cut the oceanic link between Atlantic and Pacific and created a continental
link between the Americas [Haug et al. 2001]. This reconfiguration set in some 20 My ago
with the straights become ever more shallow and the oceanic current subsided. While the
debate is ongoing by what time the isthmus had been established, with estimates ranging
from 6 to 2.5 My ago [Bacon et al. 2015; Montes et al. 2015], sediment records indicate that
the modern salinity contrast between the Atlantic and the Pacific was established around
4.5 My ago. A massive reconfiguration of global circulation, both in the ocean and in the
atmosphere, was a consequence of this development. This is seen as the cause of, at least as a
major contributor to, the onset of the ice ages [Haug et al. 2001; Brierley and Fedorov 2010]
even though the debate on the issue is not closed yet [Raymo and Huybers 2008].

1.1.3
Self-Organization and Emergence
The external forcing of system Earth leads to a multitude of structures, some of which are
visible in Figures 1.1 and 1.3. Apparently, neither the overall appearance of these structures
let alone their details are imprinted on our planet by a correspondingly complicated external
forcing or environment. Rather, they arise as a consequence of the system’s own dynamics,
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from instabilities, as in the case of large fluid flows, and from the interaction of many
different entities, like the ecosystems we envisage behind the greenish hues in Figure 1.1.
These phenomena are instances of emergence, the appearance of something completely new
and unexpected. Since there is no external instance to shape these phenomena, they are
also called self-organized. Emergence may be the biggest fundamental issue for our current
science.
To be sure, there is nothing mysterious about self-organization and emergence. In general,
we do understand all the phenomena observed at the different scales to a considerable depth.
It is just fascinating, and it is challenging. The latter relates to the facts that understanding
typically comes a posteriori, i.e., after we have observed an emerging phenomenon in action,
that our understanding hardly ever reaches the level of quantitative prediction, and that
such prediction often appears fundamentally impossible. This indeed is the conundrum of
the global change debate over the past decades.
There will be more to say on self-organization and emergence in the parts on complexity
(III) and on evolution (IV).

1.2
What is Different?
System Earth and its study differ significantly from typical systems studied in labs and the
methods applied there. Processes in the environment and in the lab obviously follow the
exact same rules. So, where does the difference come from?
First, typically there is a difference in the perspectives of the studies. Traditional fundamental research, at least in most of natural sciences, is directed recursively towards building
blocks and interactions between them. This follows a widely held believe that (i) our World
can be understood once the deepest of building blocks and interactions are known with a
certain accuracy, since, after all, the World rests upon them, and that (ii) these lowestlevel constructions and their projection back to the scale of interest are simpler than the
direct representation at the scale of interest. While this works beautifully in some fields
– just ponder the depth of microscopic control required to build a smartphone – it fails
spectacularly in others. One notorious instance is the prediction of the weather 3 weeks
from now, which is impeded by so-called deterministic chaos. For such systems, prediction
beyond their finite deterministic time horizon is impossible, despite the fact that the physics
of the underlying processes is understood in exquisite detail. We will study such systems in
Part II. Another instance is the prediction of the climate 50 years from now. While this is
robust against the deterministic chaos of the weather – the statistics of such systems, which
is the climate, is robustly predictable – it fails because key processes are unknowable due
to their evolutionary nature, most importantly the further unfolding of human culture. We
will look into this aspect in Part IV.
In the following, we will look into the aspects of environmental systems that make them
hard to handle and in particular nonlinear, multiscale, and non-separable. We will thereby
introduce key concepts in a loose way only but will return to them in more detail in later
chapters.
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1.2.1
Size Matters
We first look at the impact of size and notice that already single processes tend to become
more unstable and to operate in a more nonlinear regime as the relevant size of their
domain increases. This means that a lower contrast in driving forces suffices to bring a
correspondingly susceptible system from a smooth linear into a nonlinear regime.
We focus on the inherent complexity of a simple system, i.e., on its transition between
different regimes. The prototype of such a system is a single, uniform, incompressible, and
isothermal fluid in a situation where pressure gradient and viscosity are the only relevant
forces. From a purely descriptive point of view, the fluid regime is determined by a single
dimensionless number, the Reynolds number Re = u`/ν, where u is a typical velocity, `
a relevant extent of the flow domain, and ν = µ/ρ the kinematic viscosity of the fluid
– the diffusion coefficient for the velocity –, with µ and ρ dynamic viscosity and density,
respectively.
For Re much smaller than some critical value Recrit , the flow is found to be laminar
and described quite accurately by Stokes’ equation in its most simple form −∇p + µ∇2 v =
0, where p is pressure and v the fluid’s velocity. This linear partial differential equation
describes the balance between the driving force −∇p on the one hand and the friction force
µ∇2 v on the other. In contrast, for Re  Recrit , the flow is strongly fluctuating, both in
space and time, and described by the nonlinear Navier-Stokes equation.
Apparently, with Re ∝ u`, the transition of fluid flow from a smooth laminar to a
fluctuating turbulent regime occurs at ever lower velocities as the size of the flow domain
increases.

1.2.2
Coupling Matters
Here, we take a more process-oriented perspective and explicitly include the flow’s driver
into our description instead of merely including it through an external forcing. Again we
stick to a simplified model, a single fluid that transports a single dissolved component. The
coupling we want to study is between the solute and the fluid. Hence, let the mass fraction
of the solute be high enough to affect the fluid’s density, and let there be a gravitational
field to which the fluid mass couples. The field is described by the acceleration of gravity g.
For simplicity again assume slow flow with Re  Recrit such that Stokes’ equation in the
now enhanced form
(1.1)
ρg − ∇p = − µ∇2 v
| {z }
| {z }
driving force

friction

is a valid description. Finally, let the transport of the solute with and within the fluid be
described by the convection-dispersion equation
∂t [ρws ] + ∇ · [ρvws ] − ∇ · [ρD∇ws ] = 0 ,
| {z } |
{z
}
convection

(1.2)

dispersion

where ws is the mass fraction of the solute – hence ρws is the mass of solute per volume of
fluid –, v is the fluid velocity obtained from solving (1.1), and D is the effective dispersion
tensor, which reduces to a scalar for isotropic transport. The coupling between the flow and
the transport process is through the dependence of the fluid’s material properties, ρ and
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µ, on the solute’s mass fraction and back through the velocity field v. For simplicity, we
neglect the µ-coupling and assume the ρ-coupling to be linear, i.e., ρ(ws ) = ρ0 [1 + κρ ws ],
where κρ is a constant factor.
The processes formulated with (1.1) and (1.2), as well as the material property ρ(ws ),
are perfectly linear, when considered separately. Hence, there exists a plethora of smooth
and simple analytical solutions, and the principle of superposition is applicable. The system
only turns nonlinear through the coupling, the strength of which depends on the spatial
configuration and variation of the mass fraction ws . Similar to flow of a single fluid being
a prototype of an inherently complex system, the system described by (1.1) and (1.2), an
instance of Rayleigh-Bénard circulation, is a prototype for a coupled system.
Incidentally, instead of employing Stokes’ equation (1.1) we could also have been using
the Navier-Stokes equation. However, since it is a nonlinear itself, it would have veiled the
important insight that nonlinearity can arise from coupling two perfectly linear processes.
In a second go, however, we look at the Navier-Stokes equation itself to appreciate that
it also results from the coupling of linear processes, albeit of a large number of them.
Indeed, it is just the aggregate of the motion of many fluid elements, the dynamics of each
of which is described by non-equilibrium thermodynamics with its underlying the linear
approximations. With this, we (i) divine that nonlinearity is a consequence of some sort of
cooperation and competition, for instance in the form of inertia, autocatalysis, or limited
holding capacity and (ii) get a first glimpse at the intricate nature of hierarchies of nonlinear
processes.

1.2.3
Open System
Flow of a single fluid may occur in two different contexts. (i) In an isolated system without
any exchange with the environment the fluid is typically at rest, hence in static equilibrium
with v = 0. The reason for this is that friction, the term µ∇2 v, transfers large-scale
motion to heat, i.e., large-scale kinetic energy to smaller scales where movements are no
longer coherent over relevant distances. If such a system happens to start out from a
non-equilibrium state, it will relax exponentially to the static equilibrium. (ii) In an open
system, the flow may be driven by some external forcing, for instance by an applied pressure
gradients. This leads to a continuous motion of the fluid, away from static equilibrium, hence
to a continuous transfer of large-scale kinetic energy to small-scale motion. The character
of this transfer is determined by the energy flux. A small flux leads to laminar flow with
molecular friction accomplishing the transfer across the scales. If it is in addition stationary,
then the system is in dynamic equilibrium, with ∂t v = 0. In contrast, a high energy flux
leads to a turbulent regime with ∂t v 6= 0 even for stationary forcing. The transition between
the two regimes is again described by Reynolds’ number.

1.2.4
Generalizations
The above sections looked at quite a large class of physical processes – fluid flow and
solute transport –, which indeed constitute the base for many phenomena in our physical
environment. For flow, described by the Navier-Stokes equation, these include winds in the
atmosphere at all scales, from the local gust to planetary Rossby waves, currents in the ocean,
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again across all scales, but also the flow of water through the porous subsurface, be this
terrestrial or suboceanic. For transport – the dislocation of some quantity with and within
some flow –, phenomena include the movement of a wide spectrum of chemicals dissolved in
liquids, predominantly in water or of trace gases in all environmental compartment, but also
of colloids and suspensions of all sorts in air as well as in water. Beyond material quantities,
the various flows also transport quantities like energy, most importantly sensible and latent
heat, entropy, and vorticity. These are described in complete analogy to solutes.
Further Classes of Processes Arguably, flow and transport are the primary processes
as they transfer quantities from one location to another. While they can already lead
to interesting phenomena like vortices and cascades, and even can cause some limited
transformations between quantities, most importantly from kinetic to thermal energy, they
do not lead to qualitative changes of the system.
The situation becomes very different, and diverse, with reaction processes. At a first
level, these may be any sort of chemical or biochemical reactions between constituents of
the flow or of the transported matter. In the simplest case, such reactions are homogeneous,
i.e., they proceed in a single phase. They typically lead to new components that were not
present in the system before and with this to potentially completely new behavior, in any
case to a higher dimension of the system’s state space. The situation gains a further level of
complexity if the reactions are heterogeneous, i.e., proceeding in multiple phases. Typical
cases are that two dissolved components react and thereby aggregate or crystalize to form
a solid, a so-called precipitate, or the converse where a solid is dissolved with the reaction.
The most ubiquitous example in our environment involves calcium carbonate (CaCO3 ) in
its various forms [Ford and Pedley 1996]. In addition to introducing new components,
heterogeneous reactions apparently also cause structure formation and transformation and
thereby modify the flow domain.
Generalized Processes The process classes introduced above – flow, transport, reaction,
structure formation – carry much farther than to the examples considered so far.
The Navier-Stokes equation that was originally deduced for the flow of fluids also applies
to glacier ice, magma, sand and debris flow, car traffic, or animal herds. For all of these, and
many other systems as well, there exist circumstances for which they behave as fluids, albeit
typically with more complicated material properties than those of water or air. Why is
this so? Underlying the Navier-Stokes equation are just three requirements [Goldenfeld and
Kadanoff 1999]: (i) A very large number of moving and interacting “particles” are involved.
(ii) The interaction between them is local and so weak that they can move around, as opposed
to particles in a crystal, for instance. (iii) The interaction conserves essential quantities like
mass, energy, and momentum. The important point here: the nature of the particles and
of the interactions is irrelevant. Particles may be anything from atoms to sand grains to
people with their corresponding interactions.
A similar generalization applies to the formulation of a transport equation. In its asymptotic limit, it relies solely on the Central Limit Theorem (CLT) and is blind against the nature
of the involved quantities. The CLT ascertains that the sum of statistically independent finite
random numbers approaches a Gaussian distribution as the number of terms increases.
Expectation value µ and variance σ 2 of the sum’s distribution equal the sum of µi and
σi2 of the individual terms. Such a sum may be envisaged as a random walk with the
individual steps, the increments, corresponding to the terms that are added. A walk may
take place in physical space or time, but may indeed also proceed through other, more
abstract spaces. Stock prices are an example in case. The important point here: The
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Figure 1.4.
We realize and understand reality through a multi-step iterative process that
links observations, models of what is being observed, and simulations of the models’ functioning.
In todays science, these steps are typically associated with experiment, theory, and numerical
mathematics. The concepts of “reality” and “mind” are clearly outside the current scope and are
just given as vanishing points, artificial ones moreover, since our mind is of course part of reality.

statistical distribution of the increments is immaterial, as long as they are statistically
independent with bounded values of µi and σi2 . Hence, a large class of processes eventually
leads to a Gaussian distribution, which is why it is call the “normal” distribution.
In complete analogy, the formalisms of reaction processes, for instance the law of mass
action, and of structure formation are abstract and apply to a wide spectrum of constituents,
not just to chemical species.

1.3
Representation of Environmental Systems
We neither see nor understand our World per se but always deal with representations [Lynch
and Woolgar 1990; Coopmans et al. 2014]. This is best appreciated by (i) beaming a few
hundred years back in human history and musing on the then fashionable views of the World
and (ii) shoving away our natural arrogance that we are not as ignorant today as they were
back then. Such issues are not the physicists’ professional turf though, and we typically do
not bother about the more philosophical aspects of the situation. Still, the sheer difficulty of
our environment does warrant some thoughts. That difficulty, and the obvious inadequacy
of our current science to tackle it adequately, at the latest came to the attention of society
at large with the realization of human-induced global change.
Representations range from mental images through conceptual and physical models to
numerical simulations and comprehensive knowledge fusion, the latter intimately linking
observations and simulations.
In the following, we first glimpse at the process of gaining an understanding of our World
and then get an overview of pertinent modeling and simulation approaches.

1.3.1
From Observation to Understanding
We understand our World through a rather complicated chain of processes that may be
separated into observation, modeling, simulation, and the final act of understanding (Figure
1.4). For simplicity, we only consider our physical environment and presume it to exist
objectively.
The Parts

We first glimpse at the key parts that bridge between reality and mind.
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Observation
The interaction of a known part of the World with an unknown part is called
an observation. Such interaction may be passive, for instance by absorbing photons that are
emitted or reflected by some unknown object whether we observe it or not. It may also be
active, from an inadvertent disturbance of the object all the way to its careful manipulation
in an experimental setup. Active observation of course raises the question of objectivity and,
more fundamentally, of the amount of information that can be gained about the unknown
part. The latter aspect became prominent in physics with the advent of quantum mechanics
even though it is of course also an issue in the World at large. Incidentally, these issues lead
to the development of methods for data assimilation and knowledge fusion in environmental
sciences.
Modeling The construction of a conceptual framework, the model, which (i) explains the
observations in the context of preexisting understanding and (ii) predicts the outcome of new
observations is referred to as modeling. A model may be anything from a mental image to
a set of equations and relations. We may understand it as the architecture of the particular
entity of interest.
Simulation Operating the model brings it to life, so to say, by displaying its function. It
is only their results that can be compared with observations. The model per se cannot be
compared because reality is not accessible. On more formal grounds, reality and its model are
not expressed in the same language. Indeed, observation and simulation are the operators or
projectors that transfer aspects of reality and model, respectively, into a common language.
It is only these projections that may then be compared to each other and deductions on the
quality of the representations are limited to the corresponding sub-spaces.
Example: Earth System Model and Simulation
Imagine the global dynamics of ocean and
atmosphere as outlined in Section 1.1. On the simple end this system may be modeled by
the 10 boxes used by Paltridge [1975], on the most complicated end by large sets of coupled
differential and algebraic equations as for instance used for numerical weather prediction. The
two obviously have quite different demands. One is running on a pocket calculator with just a
handful of numbers, while the other requires the most powerful computers with a large amount of
data to specify the model’s details. Correspondingly, the represented spatial and process details
are vastly different.
Looking at the two models – a drawing of the 10 boxes together with some arrows on the one
hand and several pages of equations on the other – we would have no idea about their functioning
and manifestations. To gain such insight we need to simulate them, forced with the constant
solar radiation flux. The high-resolution model would then exhibit the type of intricate flows
that are hinted at in Figure 1.3 on page 9, whereas the box model would essentially produce
9 numbers, the horizontal energy fluxes between the boxes.

Understanding The recognition of relations between features in observations and in simulations leads to understanding, which is deeper, the less obvious these relations have
been before. All this actually also applies to the way our own perception works. There,
expectations of our mind’s model of the World are constantly compared with the observations
from our senses, with the corresponding excitement or shock when we really understand
something. In the process, the mind’s model is continuously built and updated, with science
doing much the same with our model of system Earth.
Incidentally, while understanding still is the paramount aim of science, simulations are
also useful without it, as long as they correctly represent the corresponding aspect of reality.
Indeed, they allow us to predict developments, and to plan accordingly, or to analyze
complicated situations without actually understanding why the analysis works. This is

17

18

1 Our Environment

for instance the case for big data approaches [Boyd and Crawford 2012] or for deep learning
[LeCun et al. 2015].
The Chain
The above parts – observe, model, simulate, understand – cannot be separated
sharply from each other. As an example consider the set of Earth-observing satellites
together with the codes and compute clusters required to generate the final data stream
and images. Depending on the perspective, this may be seen as an instance of the chain
sketched in Figure 1.4 or as a single instrument for observing system Earth. At the other
end, understanding involves each one of the steps. It is not just the result of comparing
measured and simulated numbers. These almost never fit anyway. Rather, understanding
emanates from analyzing what characteristic difference would arise for different hypotheses
about reality and to what degree they could be distinguishable given the imperfections along
the path.
The chain in Figure 1.4 is not a one-way road. At least it is multiscale, as is apparent from
the example. Indeed, it is more of a network, certainly for sufficiently complicated systems.
Furthermore, the entire chain is typically iterated back and forth with observations updating
understanding, which in turn leads to new observations. Finally, the process as a whole is
bootstrapped since observation requires an interacting part of the World that is understood
already. Such bootstrapping is thought to result from the coevolution of the environment
and the eventually observing entity.
We notice that a representation encompasses model and simulation, indeed everything
that is meant to stand as an image for the World as we currently understand it, or for just
a part of it.

1.3.2
Modeling
Formulating a model for some part of reality is a creative and challenging act, beyond the
trodden paths, and often with precious little formal guidance. Invariably, the first step is
the separation of the part of interest from its environment. This is mandatory in order to
keep the eventual model manageable and its simulations understandable. Separation is of
crucial importance because it determines which phenomena can be represented and which
ones can not. Since there is a direct operational chain from model formulation to simulation
and on to represented phenomena, but not the other way round, separation is a key creative
step in modeling.
Separation has to be done in space, time, scale, constituents, and processes, which may
be facilitated by particular features of the system. Examples include (i) a relation between
scales such that large-scale structures also possess a long life-time, hence small-scale features
can be averaged away, (ii) separating boundaries with vastly different system properties on
both sides, for instance the land-atmosphere boundary, and (iii) dissipative processes for
which small-scale processes are inherently smeared out.
The quality of a model per se, its truth, cannot be judged, again because reality is not
accessible directly. Again, what we observe and thus can compare with the model is a
system’s manifestation, not the underlying machinery. Agreement between manifestations
does not imply agreement in machinery, however. Thus, a model’s quality is assessed
only through the results of its simulation, with the latter amenable to quantitative quality
control.
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We call a model “correct”, if it reproduces all available observations within its scope
and within the data’s accuracy. Among all the correct models, the one with the simplest
construction is called “right”. This choice is known as Occam’s razor or principle and goes
back at least to Plato who already linked simplicity, beauty, and truth. For instance, both
Ptolemy’s and Kepler’s model of the Solar system are equally correct as far as planetary
orbits go. Only Kepler’s is right, though. We recognize that (i) so far Occam’s razor is just
a postulate, we know no justification for it, and (ii) different cultures may see “simplicity”
and “beauty” differently. Hence, while correctness can be strictly tested through statistics,
rightness is already a matter of judgement.
Finally, the often demanded “true” model cannot be identified. Still, an indicator for
a model’s current truthfulness is its predictive power for situations for which it was not
designed. However, any piece of new understanding can shatter the entire building [Feynman
1965; Kuhn 1970], as indeed has happened time and again.
Models come in a wide variety of types that represent the various aspects of reality. For
a rough orientation, we classify them into common categories, aware that they are rough,
that transitions between them are smooth, and that the reality behind conglomerates all
the different characteristics, although to different degrees.
Regular – Chaotic – Complex – Evolving
A first row of categories reflects an intuitive assessment of the richness of a system’s manifestations. Incidentally, these notes are organized
along that row.
Regular Systems At the simple end, there are systems with continuous and smooth developments that are predictable even for long times. These are typically encountered in
“low-energy” environments, which operate near their static equilibrium and are subject to
a mild external forcing. Examples include the weakly forced pendulum, planetary orbits,
populations with sufficiently small growth and interaction rates, and heat transfer through
a fluid at a sufficiently low flux. Trajectories of such systems approach stable fix points or
periodic orbits and correspond to a static or dynamic equilibrium. They may sometimes
also appear to be unbounded, to go off to infinity. However, such escapes are typically
captured by aspects of reality that are not represented in the chosen model. An example is
the exponential growth of some population when its demand for resources is not accounted
for.
Chaotic Systems Sufficiently complicated systems that operate away from their static
equilibrium, either due to continued external forcing or due to some “high-energy” initial
configuration, often exhibit highly irregular trajectories. These may be regular for sufficiently
short times, i.e., smooth and predictable, but they become unpredictable beyond their
deterministic time horizon. The examples mentioned above indeed already belong to this
category and are just perceived as regular because they are observed for short time intervals
only (planetary orbits) or they may fall into it by changing system parameters (population
dynamics) or the external forcing (pendulum and thermal convection). Chaos may already
occur in low-dimensional systems, e.g., in one-dimensional discrete or in three-dimensional
continuous and smooth systems.
The distinction between regular and irregular trajectories is linked to predictability in
time. The classical example for this is our planetary system with its regular periodic motions
that, on human time scales, mostly follow Kepler’s laws for two-body systems. However,
over much longer times, minute fluctuations that originate from many-body interactions,
relativistic effects, and occasional collisions with small bodies like comets and asteroids,
lead to large deviations, eventually even to collisions between planets. The current best
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predictions indeed just extend to a few tens of millions of years, a time scale that may be
put in relation to the some 500 million years for which higher forms of life have existed on
Earth. A much more complicated example is the Atlantic Meridional Overturning Current
(AMOC). It is ultimately driven by the heat transfer from the tropics to the poles, deflected
by the Coriolis force, guided by the peculiarities of Earth’s ocean basin and land masses,
and controlled by a delicate balance between evaporation and freshwater inflow. The latter
governs the seawater’s temperature and salt content, hence its mass density, and with it the
gravitational stability of the water column.
Complex Systems Systems with a high-dimensional state space – say, larger than 103
although much larger values are more typical –, can exhibit qualitatively new phenomena.
These include structures with a wide range of scales and, conversely, regular patterns.
They not only occur in time, as for low-dimensional chaotic systems, but also in space.
In addition, these structures often exhibit some degree of self-organization in the sense
that they are robust against disturbances and occur for a wide range of external forcings.
This led to the coining and popularization of the notions of self-organized criticality (SOC)
and of emergence. The former thereby alludes to the critical states of non-equilibrium
thermodynamics, which are not self-organized, however. The latter acknowledges that largescale manifestations of complex systems are not easily understood from the microscopic
processes that lead to them.
Complex systems abound in our environment and are readily experienced or imagined
[Ball 1999]. Examples include the various granular materials we use in the kitchen – salt,
sugar, rice, cereals, or flour – and their fascinating phenomenology when they are poured,
a phenomenology that is repeated in sand dunes, alluvial fans, and mountain screes. Other
classes of examples are the various patterns of vegetation, of clouds, and of city lights in
images from space.
Evolving Systems The systems considered so far lead to trajectories that are embedded
in a state space that has a given fixed dimension, which is essentially determined by the
fixed structure of the process to be represented. Our environment is more complicated than
this, however, and a number of phenomena call for a representation where it is not just the
system’s trajectory that develops in time, but the system itself that evolves. There are two
qualitatively different steps of this: (i) adaptation, where a system adjusts its parameters,
not just its states, to internal interactions or to external forcing, and (ii) evolution proper,
where new system parts are created, which leads to a corresponding increase of the dimension
of the state space.
Examples on the simple end include reaction networks that adapt to a changing temperature and evolve by producing new chemical species. On the complicated end, instances
of adaptation are the seasonal change of furs in many animals and, on much longer time
scales, the transitions between brown and ice bears. The prime example for evolution is of
course biological evolution, which leads to the occasional emergence of new species and to
the extinction of existing ones, together with the associated feedback on the environment.
A yet more complicated example is humankind’s technological advancement, which indeed
continues to strongly change our environment and has the potential to speed up evolution
dramatically.
Deterministic – Chaotic – Stochastic Classifying systems according to their predictability leads to the distinction of deterministic, chaotic, and stochastic (or random) systems
(Figure 1.5). As before, the classification is more along a continuous gradient than into
discrete classes. In the following, we consider it explicitly for the case of a one-dimensional
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present
future
deterministic
random
(stochastic)
chaotic
(deterministic-chaotic)

Figure 1.5.
Classification of developments in state space according
to predictability. The lines symbolize the trajectories
with the broken line indicating that the intermediate
states need not lie on it.

continuous system. The concepts are readily transferable to more complicated systems,
though.
Deterministic Systems
opment,

For simplicity consider a system with a smooth continuous develu̇ = f (u)

(1.3)

with f an analytic function. Choose coordinates such that u = 0 at t = 0, thus
u(t) =

Z

0

t

f (u(τ )) dτ .

(1.4)

Since f is analytic, it may be expanded into a Taylor series at u = 0, hence f (u) = f (0) +
u fu (0) + . . . , with fu (u) = ∂u f (u), which leads to
u(t) = f (0)t + fu (0)

Z

0

t

u(τ ) dτ + . . . .

(1.5)

Iterating by inserting (1.4) produces
X
1
u(t) = f (0)t + fu (0)f (0)t2 + · · · =
αi ti ,
2
i=1
∞

(1.6)

where αi are constants. Apparently, u(t) can be calculated for all times, at least formally.
Such a system is called deterministic.
With respect to predictability, the interest is not so much in the development of u(t) but
rather in that of the deviation ε(t) := uε (t)−u(t), where uε (0) = ε0 . While the corresponding
development can be readily expressed in analogy to (1.6), the resulting infinite sums are
operationally equally unhandy. We thus look at two simple and illustrative examples. First,
let u̇ = ±u with trajectory u(t) = u(0) exp(±t), hence ε(t) = ε0 exp(±t). Depending on the
sign, the deviation thus either increases or decreases exponentially with time. As a second
example, let u = u(x) on an unbounded domain with development equation u̇ = ±∂xx u.
For the positive sign this is a diffusion equation. A Fourier transform with respect to x then
leads to u
ė = ∓k 2 u
e, with k the conjugate variable to x. Again considering the development of
ε with initial deviation ε0 (x), we find εe(t) = εe0 (k) exp(∓k 2 t). Hence, the spectrum of ε(x)
decreases or increases exponentially with time. Apparently, the exponentially decreasing
cases in these two examples are stable systems whereas the increasing ones are unstable.
Both are deterministic, however.
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Stochastic Systems
The opposite of deterministic systems are stochastic ones, whose
development is described by
u̇(t) = f (u, ω) ,
(1.7)
where f is a random function that depends on the state u, which is a regular variable, and
on the random variable ω. As a note in passing, “stochastic” and “random” are largely
synonymous with usage subject to fashion.
Apparently, a prediction of the state u(t) for such a system is not possible in the strict
sense and we have to go with some sort of probabilistic description, typically in terms of
statistical moments. Depending on the situation, these moments are obtained from averaging
over an ensemble of realizations, over time, or over space. The equivalence between these
descriptions is discussed in terms of the system’s ergodicity.
A key tool for studying stochastic systems is the master equation, which is essentially a
balance equation for the probability density function p(u) in state space. For a stationary
system, with constant transition rates, it may be written in abstract form as
Z
Z
T (u0 |u) du0 p(u; t) ,
(1.8)
ṗ(u; t) =
T (u|u0 )p(u0 ; t) du0 −
Ω
Ω
{z
} |
{z
}
|
gain

loss

where Ω is the system’s domain in state space and T (uf |ui ) is the rate for the transition
ui → uf , generally a regular function. Notice that u(t) is a random function, hence (1.7) is a
stochastic differential equation. In contrast, p(u; t) is a regular function and (1.8) a regular
differential
R equation. Solving for p(u; t) then allows to calculate the statistical moments
huk i = Ω [u0 (t)]k p(u0 ; t) du0 .
As an example, think of a well-mixed spatial domain with area A inhabited by a single
n
species with n individuals with density u := A
. We may choose to describe birth, competition, and death by transition rates T (uf |ui ). Apparently, for a small domain with a
population of just a few individuals, u(t) will be fluctuating strongly since the birth or
death of just one individual leads to a large change of u. However, as n increases, typically
by increasing A, and as long as the system remains well-mixed, the fluctuations of u decrease
and the system becomes deterministic as n → ∞. We will study this situation in more detail
in Section 8.2.

Deterministic Chaos
Purely stochastic systems and stable deterministic ones are the
endpoints of a continuous spectrum that is symbolized in Figure 1.5. An interesting class
in between are systems with an inherently deterministic dynamics that is at least in part
unstable, however. Such systems have been studied for a long time already [Poincaré 1890;
Lyapunov 1892 1992]. However, their relevance for environmental phenomena was only
recognized with the seminal contributions of Lorenz [1963] for fluid systems and of May
[1974] for population dynamics.
In order to glimpse at chaotic systems, we consider the development equation (1.3), now
in multiple dimensions as u̇ = f (u), anticipate the linear stability analysis of Section 2.3.3
below, and consider the development of deviation ε for the deterministic system. Again
assuming that f is analytic leads to
ε̇ = f (u + ε) − f (u) = aε + O(ε2 ) ,

(1.9)

i (u)
. To first-order, the
where a is the Jacobian matrix with elements aij = ∂f∂u
u=u(0)
j
development of ε is described by the eigenvalues of a, with positive and negative values
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indicating an exponentially increasing and decreasing separation ε, respectively, with the
characteristic time equal to the inverse of the corresponding eigenvalue.
So far, the system is not yet very interesting, two slightly separated states just collapse
onto each other or are blown apart. This changes for a sufficiently complicated system that
is globally attractive but with all fixpoints associated with at least one stable manifold,
with aij < 0, and an unstable one, with aij > 0. The most popular such system was
proposed by Lorenz [1963]. It contains two fixpoints. A minimal example, with just one
fixpoint, was studied later by Rössler [1976]. In such systems, a state that is driven away
from a fixpoint on the unstable manifold eventually approaches the stable manifold, because
the system is globally attractive. It is thus pulled back in to one of the fixpoints. Upon
approach it also gets nearer to the unstable manifold, which eventually takes over and
drives the state away again. Since the transitions between the unstable and stable manifolds
depend on minute details of the trajectory, the prediction uncertainty increases dramatically
during such phases, effectively destroying the system’s determinism on long time-scales.
Such systems rapidly approach a subspace of the full state space, the so-called attractor,
and they remain bound to it. For chaotic systems, this subspace typically has a fractional
dimension and is called a strange attractor. We will study this situation in more detail in
Section 4.2.
Hierarchy At some fundamental level, we may think of our environment as a very large
ensemble of objects (atoms) that are in continuous motion. Apparently, our environment is
much more complicated than such a glimmering mush, lest we cannot recognize any objects.
Indeed, almost all aspects of our environment consist of nested hierarchies, starting at the
lowest level with a spatial organization of atoms and proceeding to ever larger conglomerates.
These hierarchies may be discrete or continuous.
Discrete Hierarchies
Objects or situations that lack structures in extended size intervals,
hence contain so-called scale-gaps, are referred to as discrete hierarchies. Scale-gaps are
most easily recognized in the corresponding spatial or temporal spectra, where they are
manifest as intervals with no significant power. Exemplary discrete hierarchies are (i) atoms
↔ minerals ↔ rocks ↔ tectonic plates and (ii) atoms ↔ molecules ↔ cells ↔ organs ↔
plants ↔ forests.

Continuous Hierarchies
If the spectral power of structures ist distributed in a wide range
with no pronounced scale-gaps we speak of continuous hierarchies. Prototype examples
are fluids in motion, which, after passing from the scale of discrete atoms to that of a
fluid element, exhibit a continuous cascade all the way to the largest, so-called integral
scale. These cascades are particularly simple for the asymptotic regime of fully developed
turbulence, with smooth spectra that reflect scale-invariant structures. This leads to simple
scaling laws, e.g., for energy and enstrophy, and indeed to a loss of recognizable objects.
For most other regimes, however, the cascade is more complicated. Taking the atmosphere
as an example, objects like small swirls, thunderstorms, hurricanes, jets, and planetary
waves become discernible, essentially because of enhanced or reduced power in some spectral
windows.
Relation between Scales For many phenomena, spatial and temporal scales are related to
each other, for instance by a characteristic velocity of the dominating process. Selecting a
particular range of scales then allows the formulation of highly simplified but still approximately correct models. Discrete hierarchies readily lend themselves to such approximations,
which are often very accurate. The resulting laws for the dynamics at the different scales are
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typically quite different. It is a major, and still largely open challenge for theory to relate
them to each other.
For continuous hierarchies, the situation is basically the same but the ensuing approximations are typically just useful and no longer particularly accurate. Examples include the various simplifications of dynamical meteorology – cyclostrophic and geostrophic flow, frontal
systems, Rossby waves – together with their kins in the ocean and in large lakes.
Choosing a particular range of scales and formulating the appropriate laws for the dynamics at these scales is a major creative effort on the way to understand our environment.
We glimpse at such a path through scales in the following well-trodden example.
Example: Passive Scalar Transport
A passive scalar is a quantity that flows with and disperses within some transporting agent without affecting this agent. Examples include dissolved
substances at low concentrations and thermal energy at low temperature differences.
As an example, consider the transport of water isotopes. At the molecular scale, we recognize
a large ensemble of particles that is in constant thermal motion. The particles may be essentially
free with occasional collisions, as in the atmosphere, or they may be weakly bound, as in liquid
water. Their motion is thus described by a deterministic, ordinary differential equation of the
form (1.3). Through experiments with temporal and spatial resolutions of 10 ns and 2 pm,
respectively, the corresponding ballistic or quasi-ballistic motion has been demonstrated [Li et al.
2010; Huang et al. 2011].
On larger temporal and spatial scales that comprise several collisions and many particles, the
dynamics is perceived as random, as it first occurred to Brown [1828]. The corresponding stochastic models were proposed by Einstein [1905], who employed the central limit theorem (CLT), and
by Langevin [1908], in terms of a stochastic differential equation similar to (1.7).
On yet larger scales with a huge number of particles and collisions, fluctuations vanish and the
dynamics turns deterministic. It is described accurately by the diffusion equation u̇ = D∇2 u,
where u is the solute mass fraction, D is the binary diffusion coefficient in the given solvent, and
the development is described following the motion of the transporting agent [Fick 1855].
Looking at yet larger scales, the motion of the transporting agent, the liquid or the gas,
becomes dominating, which in turn is determined by its own laws and by the geometry of its
domain. These are now imposed also on the passive scalar, while the scalar’s “own laws” lose
their importance. This may well lead to a stochastic dynamics, but now on a much larger scale
than before. Instances are transport in a turbulent or at least periodic flow regime but also in
perfectly laminar regimes in complicated geometries like the pore space of soils. Transiting to
larger scales, the stochastic dynamics may again collapse to a deterministic regime, which in
addition may be largely independent of the passive scalar’s properties.

Discrete – Continuous
The physical reality as we understand it is granular, eventually
atomic, and so are all numerical models, probably even our thoughts. While for many
situations, the lowest level granularity is so fine that it is irrelevant, we do encounter various
degrees of granularity on many higher levels in our environment. Their representation as
either discrete or continuous is a key design decision for the system’s modeling.
Space and Time Our environment abounds with spatial and temporal patterns that often
lead to a discretized phenomenology. Examples include the bare and vegetated patches in
semi-arid regions and the sharp, patchy, or smooth transitions in the vegetation on mountain
slopes. Such patterns are usually manifestations of the self-organization of a complex system
under unstructured external forcing.
Examples of temporal structuring and the possibly ensuing discretization include Earth’s
diurnal and annual cycles, but also random events like lightnings, avalanches, even raindrops
hitting the ground. While these may all be represented as external forcing, depending on
the model’s scope, another class of temporal structuring results from a system’s autonomous
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oscillations. Examples include breeding cycles of many animals, which are often synchronized
to Earth’s annual cycle, but also predator-prey systems. Again, these are manifestations
of a complex system, independent of whether the system just synchronizes or oscillates autonomously. Patterns in space and time are prime examples of emergent phenomena.
Individual – Agent – Population Many situations are characterized by different types of
objects, their dynamics, and interaction with each other and with their environment.
The most basic object is the individual. It has no relevant internal structure, in particular
no memory of any sort. All individuals of the same kind are exactly identical and interact in
the exact same way. Individuals are thus interchangeable. An electron is a instance of such
an individual, admittedly a very simple one. Individual-based models (IBMs), which are in
the realm of statistical physics, are useful tools for studying many aspects of large sets of
objects that operate beyond their cognitive capabilities. Examples include panicking herds
of animals or congesting car traffic. We notice that in common language, an “individual” is
something quite different from what we consider here. Nevertheless, we retain the notion in
order to conform with the usage in the respective modeling community.
An object whose dynamics and interactions also depend on its internal state is called an
agent. Such agents are capable of rather complicated interactions, which eventually lead
to large-scale and complex social structures. Agent-based models (ABMs) are the tools to
study the relations between the (microscopic) properties and capabilities of an agent and
the ensuing (macroscopic) behavior of aggregates or groups of agents.
Large ensembles of interacting objects form a population, which may be uniform or
heterogeneous, i.e., consisting of the same or of different kinds, where “same kind” refers
to the same structure of the objects. Such populations may structure themselves in the
course of their development, most importantly by interactions that differ within the group
and between groups. Notice that even originally uniform populations of agents can undergo
segregations into groups with different behavior, technically with different setting of their
inner degrees of freedom. Such groups may eventually form well-defined and distinguishable
objects, which then become the subjects of population- or patch-based models (PBMs). The
formation of the groups may actually turn so strong that they become the actual objects,
while their constituents get enslaved by the higher-order functionality. This then closes the
circle back to individuals or agents, now at a higher organizational level, however.
Recall at this point, and throughout these notes, that “objects”, “individuals”, and
“agents” may or may not be living beings.
Importance of Being Discrete The distinction between discrete and continuous representations is crucial because their phenomenology may be qualitatively different. As an example,
consider some population in an environment with limited resources. If the population breeds
continuously, it will continuously adjust its size to the available resources and monotonically
grow to the environment’s carrying capacity. If, however, the population has a breeding
cycle, it may come to a point where it outgrows the resources because the number of
newborns is determined based on the available resources during the mating season. As
we will find in Section 3.2, this may send the population on a periodic or even a chaotic
trajectory that, in the worst case, may be fatal for the entire population.
Formulation The diversity of models is also reflected in the diversity of languages for
their formulation. One group is expressed in traditional mathematical terms, differential,
integral, and algebraic equations. Another group includes individual-based models (IBMs)
with simple rule-based formulations that lead to various automata (Section 6.1). Finally,
there is the class of agent-based models with their much more complicated rules that are
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formulated algorithmically (Section 8.3). All these languages can be translated into each
other. However, elegance and convenience often favors one of them.
We notice that less quantitative disciplines often employ natural languages like English
for expressing representations of reality. This is particularly widespread in the sociocultural sphere, where quantifications are notoriously difficult, often due to the shear lack of
definitions and methods. Still, telling stories for grasping a situation is almost always the
first step towards formulating a model also in the physical sphere. However, it is only their
translation into a formal language that leads to the required unambiguousness, precision,
and eventually accuracy, which in turn allows further scrutinizing and furthers a deeper
understanding.
A Note on Words
The recognition of chaos and complexity by natural sciences is a
rather recent development [e.g., Gleick 1987] with the language not completely settled yet.
A specification for our usage is thus in order.
We distinguish chaotic and complex with “chaotic” primarily characterizing the development in time, typically in a low-dimensional state space, while “complex” invariable refers
to high-dimensional situations and to their self-organization into low-dimensional emergent
phenomena.
We are also more specific with the commonly synonymous words complicated and complex. Complex refers to situations where local processes lead to an apparent macroscopic
self-organization. In contrast, complicated just indicates the technical difficulty, with no
allusion as to the underlying processes.
Then, we distinguish development and evolution. Development refers to the change in
time of a state in a fixed system, for instance the dynamics of the set of species in a
given ecosystem. In contrast, evolution refers to the change in time of the system itself,
in particular a change of the dimension of its state space, and correspondingly of its very
development equation. In the example of the ecosystem, this would be the emergence
of a new species from within the system, i.e., not due to migration from the ecosystem’s
surroundings.
Finally, recall that the meaning of words, as always, directly links to simplified concepts
in our mind, not to reality.

1.3.3
Simulation
The task of a simulation is to produce the macroscopic observables that result from the
model’s microscopic structures and laws. In the deterministic case, the observable of a
model is its trajectory u(t). In the stochastic case, a model is typically formulated in terms
of the probability density function p(u(t)), or in terms of some of its statistical moments,
which then constitute the observables.
Ordinary (ODE) and Partial Differential Equations (PDE)
A basics class of models
relates to physical flow, transport, and reaction processes. These are eventually rooted in
non-equilibrium thermodynamics and naturally formulated in terms of differential equations,
say (1.1)–(1.2) on page 13, together with parameters, initial conditions, and boundary conditions. Simulating such a model means solving the corresponding mathematical problem. For
very simple cases such a solution can be obtained in terms of analytic expressions, for which
the word “simulation” indeed is seldomly used. An example is (1.1) alone, with constant
parameters, in a simple flow domain like a cylindrical tube, and with simple boundary
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conditions. For most models of interest such analytic solutions are not feasible, however.
In the example, it suffices for instance to include corrugated boundaries to lose the analytic
solution. These problems are then solved by numerical procedures, for instance by a stepwise propagation of the system’s initial state through time. This in turn motivates the term
“simulation” since it mimics the development of the modeled reality.
Discretization The challenge of a simulation is to gain a computationally efficient but still
usefully accurate propagator from the model formulation, which includes parameters and
boundary conditions. Models like (1.1)–(1.2), which are expressed in terms of continuous
functions, apparently have an infinite number of degrees of freedom. This cannot be
represented in any finite-size computer and the formulation must be discretized. A common
approach is to choose a coarse discretization of space and time, which is typically referred to
as the grid in space-time, and a fine discretization for the quantities of interest. The latter
is determined by the resolution of real numbers in the computer at hand.
Various alternative discretizations are in use. One are particle trackers, where the quantities of interest are clumped into particles, which then have highly resolved locations in
space or in time. Another class are spectral methods that lead to a coarse resolution in
scale.
Recalling the discussion of discrete and continuous models in 1.3.2 we notice that there
it was a matter of conceptualizing reality, with severe implications for the behavior of
the resulting model. Here, in contrast, discretization is merely an operational necessity
because of the finite amount of data that can be stored in a computer and the finite number
of operations we are willing the expend for gaining an approximate solution. Numerical
mathematics provides a range of methods to increase the computational efficiency. At the
highest level, these include time-step control, grid adaptation, and dynamic selection of
methods, all automatically controlled by the system’s current state.
Verification
In contrast to a model, the validity of which cannot be ascertained, a simulation is quality-controllable to a fair extent. The essential requirement thereby is that the
result of the simulation is objective, hence different simulations of a model yield the same
results. It is the task of numerical mathematics to ascertain that the simulated observable
equals, within prescribed error bands, the discretized true observable of the continuous
model.
Discrete Models Another large class of models already comes discretized, either because
its objects are discrete in reality and represented as such or because discretizing was already
part of the modeling. Examples for the former are individual- (IBMs) or agent-based models
(ABMs), which are operationally akin to particle trackers. Examples for the latter are the
range of cellular automata (CA), which operationally are akin to finite volume models, a
special class of discretizations for PDEs. Apparently, the verification step for simulations of
discrete models is simple.
Discrete models have the advantage that their formulation and implementation is straightforward and simple, compared to PDE-solvers, that they can readily be formulated for very
complicated local interaction processes and complicated domains, and that they can easily
handle stochastic and deterministic situations with arbitrary transitions between them.
Except for situation where reality is indeed discrete, there is a price to pay, however. It is
the generally much lower efficiency because (i) the discrete modeling of a continuous reality
typically demands a much higher resolution than the (adaptive) discretization of a continuous
model and (ii) there are almost no high-performance numerical methods available.
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1.3.4
The Known, the Unknown, and the Unknowable
The realization of the omni-presence of deterministic chaotic systems led to a new perception
and understanding of our world. Besides the usual operational and technological applications
and implications, this also had philosophical significance. One of them is that the previously
complementary notions of the known and the unknown, with the understanding that research
would transfer parts from the unknown to the known, is now understood as being not
complementary at all.
There is a third category, the unknowable. It arises from chaotic systems, for which an
arbitrarily deep and quantitative understanding of processes and external forcing will not
allow us to know their state with any accuracy beyond some finite time horizon. For simple
systems, this is merely a consequence of their sensitive dependence on initial conditions
and forcing. For more comprehensive systems, a further and much more fundamental
complication is the evolution that sufficiently complex systems are capable of.
A prime example is our environment at large. Imagine yourself being projected back in
time by some 10’000 years and confronted with the challenge to predict the appearance
of Earth’s surface and its climate in the year 2010. As we know in retrospect, the most
crucial aspect in these past millennia was the evolution and subsequent domination of human
technological culture. This was by no means a causal consequence of the then given state.
It was an option, as we know now. Back then, however, we would not have had the faintest
ideas of what this development might be, let alone the language to express them. In addition,
for all we know, the probability for the particular evolution our culture underwent over the
past 10’000 years is null, for all practical purposes.
A related, and much more pressing instance arises if, instead of looking backwards in
time, we look forward – 20, 100, 1’000 years – in an effort to gain orientation and values in
the ever more rapid unfolding of our culture, with its impact on our environment and the
ensuing feedback.

2
Nonlinear Dynamical Systems

A dynamical system is a mathematical framework for representing a reality that develops in
time. Operationally, it is based on first order development equations – differential equations
and iterators – with all higher order representations broken down to first order by increasing
the dimension of the state space correspondingly.

2.1
Introduction
After the more formal definition of a dynamical system, we first consider the archetypical
physical example – a point mass – to recognize the nature of a system’s state, and its
dimension, and to see how higher order formulations can be transformed into the first order
formulation employed in dynamical system’s theory. Finally, we look at the parts of such
systems from a more general perspective.

2.1.1
Definitions
The state u is a complete description of the dynamical system at a fixed time. The state
space M is large enough to hold all possible states. The system develops in time t ∈ T ,
which may be physical time or some other directed quantity. We only consider systems
for which a single state suffices to determine future states, so-called Markov systems. The
macroscopic development operator Dt propagates state u by time t. The corresponding
microscopic operator is f , which describes the temporal rate of change in a continuous
system and the next state in a discrete system, respectively. Applying the development
operator Dt with t ∈ T produces a set of states that form a trajectory in M. Depending on
the system’s formulation, this may involve the solution of differential or integral equations,
iterating functions, or applying some other set of rules.
Formally, a dynamical system is a set {M, T, Dt }, where M is a manifold, T is a onedimensional directed space, and Dt is an operator that maps M onto itself. Recall that a
manifold is a space that is locally Euclidian but not necessarily globally. Both spaces, M
and T , may be continuous or discrete. Finally, formulated with a microscopic focus, which
in the following we will often have, a dynamical system is a set {M, T, f }.
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A Note on Words In many texts, Dt is called the evolution operator and the state u is
said to evolve with time. As mentioned earlier, we distinguish development, the change of
a state in a given system, and evolution, the change of the system itself, including a change
of shape and dimension of M.

2.1.2
A Simple Physical Dynamical System
A historical starting point for the more general formulation of dynamical systems was the
dynamics of a point mass. Let its position in some domain Ω be x and let the function
v(x, t) describe its velocity,
ẋ = v(x, t) .
(2.1)
The path of the point mass, its trajectory, then is
Z t
x(t) = x0 +
v(x(τ ), τ ) dτ ,
0

(2.2)

where x0 = x(0). This is also the definition for the development operator that transforms the
current state x(0) into the future state x(t), hence x(t) = Dt x(0). Incidentally, a trajectory
can be interpreted in two subtly different ways: (i) as the actual path the point mass has
taken after starting at location x0 at time 0 or (ii) as the set of all points (x, t) from which
(x0 , 0) can be reached, for t < 0, or which can be reached from it, for t > 0.
So far, with (2.1), we look at the kinematics of the point mass, actually just at the point
as the mass is not required. In dynamics, we want to understand the point’s motion in terms
of external forces or fields. For this, relations of the form
ẍ = a(x, t)

(2.3)

are required, where a is the point’s acceleration. The point couples to the external force fields
through the corresponding material properties, e.g., the point’s mass or electrical charge.
The explicit dependence on time t accounts for the situation where the external fields or the
coupling strengths vary in time.
As mentioned above, dynamical systems are written in terms of first order equations. In
addition, they are formulated as autonomous systems, hence with no explicit dependence
on time. The state of course does change with time but the development operator itself –
Dt or f – is invariant. As it turns out, (2.3) can be readily written in the desired canonical
form by introducing new variables and corresponding development operators. To this end,
we introduce the state space M = Ω ⊗ V ⊗ T with state u = {x, v, t} and microscopic
development operator f defined by
f (u) = u̇ = {ẋ, v̇, ṫ} = {v, a, 1} .

(2.4)

Hence, a non-autonomous, one-dimensional system described by an order n development
operator can be replaced by an autonomous order 1 operator, one that contains only
first order derivatives, in n + 1 dimensions. Reducing the order of differential equations
by increasing the number of equations in the system emphasizes the equivalence between
order and dimension. We will find later that the dynamics of high-dimensional systems is
qualitatively different from that of low-dimensional ones, which directly translates into a
corresponding statement for high- and low-order systems.

2.1 Introduction

Besides being the canonical form for dynamical systems, formulations with order 1 operators like (2.4) lead to intuitive interpretations of the dynamics in terms of vector fields.
Specifically, for (2.4) in d-dimensional physical space, the trajectories u(t) are tangent to
the static vector field u̇(u) in the [2d + 1]-dimensional state space.
We notice that in physics, Ω ⊗ T with members {x, t} is called space-time and Ω ⊗ V with
members {x, v} is referred to as the phase space.
The approach to describing the dynamics of a point mass can be readily generalized to
other systems that develop in time according to some given set of rules. These can be more
complicated physical systems like sets of point masses but they may also be environmental
systems. Still, the motion of a point mass through physical space-time remains a useful
picture for building intuition, even though the spaces we are going to operate in typically
have a much higher dimension.

2.1.3
State Space and Time
Choosing the dimension of the state space for capturing a system’s state, together with the
structure of both, state space and time, is a crucial and deep design decision.
State Space We first recall from Section 2.1.2 that the dimension of a state, and thus of
the embedding state space, has little to do with the dimension of the physical space that
embeds the phenomenon of interest. To keep the two apart, the dimension of the state
space is sometimes referred to as the number of degrees of freedom. This, however, does not
change the fact that dim(u) is the dimension of the mathematical problem. For illustration
consider two typical environmental systems, a tropical storm and a forest ecosystem:
• In the simplest representation, a storm may be described by the fields {v, T, p}, all as
functions of x and t. What is the dimension of the corresponding state space? The
answer indeed is far from obvious even though we can argue for a few of them. Aiming
at the complete representation of the phenomenon and recalling that the flow in such a
storm is turbulent, we might choose the Kolmogorov microscale as the required spatial
resolution, which is a few mm. Together with the horizontal and vertical extent of
the storm – a few hundred and some 10 kilometers, respectively –, we would come
up with a dimension of some 1023 . This is clearly way beyond anything operationally
doable, and also way beyond what we would deem necessary to correctly represent
the dynamics of the storm. However, how far the resolution can be reduced without
compromising the quality of the representation is still an open question. The current
pragmatic answer is given by the available computing power.
• Already a cursory thought reveals a typical forest as an exceedingly complicated and
strongly interrelated assortment of trees, bushes, grasses, birds, deer, foxes, fungi,
bacteria, and soil minerals, to just name some for illustration. The question of the
appropriate dimension of the state space is now much more complicated than for the
storm because (i) we do not know how many functionally different species must be
represented and (ii) the required spatial resolution is largely unclear with the issue
further complicated by the vastly different spatial and temporal scales on which the
various species operate.
Importantly, besides distinguishing the dimensions of physical space and state, these two
examples illustrate that the choice of the state space is a crucial modeling decision for all
but the most simple dynamical systems.
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Time
The states of a dynamical system constitute a sequence that is ordered by the
directed space T . We call it time even when it is not physical time. As mentioned in
Section 1.3.2, T may be discrete or continuous and systems with discrete time are more
prone to enter a chaotic regime.

2.1.4
Development
Considering the two examples in Section 2.1.3, a trade-off becomes obvious: the lower the
dimension of state space M the more of the process dynamics has to be packed implicitly into
the development operator Dt . As a consequence, the system parameters get farther away
from natural constants and turn into process-specific heuristic quantities. For example,
resolving a tropical storm at the Kolmogorov microscale requires the molecular viscosity of
air, which is a well known function of temperature and pressure. Choosing an operationally
feasible, hence very much coarser, resolution introduces instead the so-called eddy viscosity.
This is no longer a physical property of the fluid but depends on the flow.
In the following, we consider some general aspects of systems and their consequences for
the formulation of the corresponding dynamics.
Autonomous vs Non-Autonomous Systems
A system is autonomous if its development
equation does not explicitly depend on time, which means that all system parameters are
constant. Physically, this implies that the system remains constant while its state develops.
In the non-autonomous case, the system itself changes in time, which is represented by
time-depending parameters, maybe even by changing equations or rules.
Consider sufficiently low-level physics experiments like a pendulum in a students lab or the
collisions in LHC’s ATLAS detector. These systems are autonomous because fundamental
physical laws do not change in time.
As a more involved example think of a population of buffalo that roam the prairie
through the ages, through seasons and the highly variable weather. This situation may be
representable as an autonomous system, certainly a complicated one with all the fluctuations
described by heuristic effective parameters. If such a system becomes subject to some
new forcing like climatic change or an invasive species – mankind for instance, but other
animal and plant species will do as well –, it becomes non-autonomous because the effective
parameters do not capture the new aspect, hence will develop in time. Including the new
aspects into the system’s representation – the changing climate or the invading species –
turns the system autonomous again.
Closed vs Open Systems Associated with the notion of autonomy is the distinction
between closed and open systems. A system is called closed if it is separated from its
environment and hence unaffected by it. For simple physical systems this is synonymous
with autonomous. For more complicated situations, this need no longer be the case, as the
system itself may evolve, for instance through the emergence of a new species.
The development of a closed system is essentially a relaxation to a uniform state since
there is always some sort of dissipation. We tacitly neglect phenomena like superconduction,
which are not relevant here. For large systems that start out from a high-energy state, this
relaxation may take a while, however, and proceed through most interesting states, as our
current environment testifies. Indeed, it may often be useful to consider open subsystems of
a closed system, on correspondingly shorter time-scales. From an environmental perspective,
our Solar System may be considered as closed and undergoing relaxation of its primordial
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state – astrophysicists of course have a different perspective and scale. System Earth, in
contrast, is an open subsystem kept out of equilibrium by a flow of energy that varies on
many time scales, from days to millions of years.
The interactions of open systems with their environment may be roughly group into two
categories: forcing and coupling.
Forcing
An interaction is referred to as forcing if the environment influences the system
of interest but not the other way round. The prime example is Earth’s environmental
machinery that is driven by the radiation from the Sun, but does not affect the Sun. Such
an interaction is represented by appropriate boundary conditions or source terms, which for
instance prescribe the values of states or of corresponding fluxes.
Notice that if the forcing does not explicitly depend on time, the system is autonomous,
even if the forcing depends on the system’s state. On the other hand, with a forcing that
varies in time, we may distinguish the two situations where it acts on the system’s state or
on the system’s parameters. Using the above example with the buffalo, the migration of a
herd of buffalo from another place would act on the system’s state, the population density
of buffalo, whereas the transformation of prairie into arable land would act on the system’s
parameter, the availability of food. The nature of such a forcing and its time scale relative to
the system’s internal time scale determines the quality of the forcing’s impact. For instance,
with a very slow change, the system may still be described as autonomous, with slowly
varying but operationally constant parameters. On the opposite end, a rapidly fluctuating
forcing would just be a noise component, in an otherwise again autonomous system. For the
buffalo such a noise could originate from the weather.
Interesting situations arise when the external and the internal time scales approach each
other. This may lead to synchronization and, in the extreme case, to parametric resonance.
Such systems are clearly non-autonomous and their phenomenology is often completely
different from that of the undisturbed system.
Finally, there are singular forcing events, catastrophes like fires, floods, or diseases, and
singular system responses, tipping points that may be triggered by small changes of a forcing.
The latter occur in systems near subcritical states, which also lead to a hysteretic dynamics.
This means that the system state cannot be restored easily after tipping.
Coupling Interactions between systems that are of roughly comparable size are most
challenging since neither can be considered as forcing the other one. Such a situation can
only be handled by either representing the larger system that encompasses both subsystems
together with their interaction, or by experimentally monitoring one of the systems and
using these data to force the other one. The second approach is apparently only useful for
a posteriori studies and is mute when it comes to predictions.
Well-Mixed vs Spatial Systems In the simplest case, spatial aspects are absent and the
dimension of the modeled physical space is 0. This does not mean that the real system has
no extent but only that it is well-mixed with no relevant gradients developing.
Oftentimes, well-mixed is used in a weak sense. Agents are then envisaged to traverse
significant parts of their environment in times that are short relative to the time scales
of the processes of interest. An instance is the population dynamics of a mobile species.
Such a system could even be considered as weak-sense well-mixed if the environment is
heterogeneous, as long as the individuals have sufficient time to reach the various spots.
The only operational caveat then is that the corresponding system parameters are effective
in the sense that they conglomerate actual local parameters and the joint distributions of
species and environmental properties.
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Continuous vs Discrete Systems
We recall the discussion on the difference between
continuous and discrete systems in Sections 1.3.2 and 1.3.3, in particular that models with
a discrete development in time may shows periodic or even chaotic regimes even though
their continuous kins are strictly monotonic. We further recall that such discreteness can
have two cause: (i) an inherent structure of the processes, for instance due to synchronized
reproduction cycles, or (ii) the necessary discretization of numerical simulation. The former
is fundamental and the possible periodic or chaotic regimes belong to the nature of the processes. The latter, in contrast, is merely operational and numerical mathematics ascertains
that no irregular artifacts arise.
For the case of continuous time, the development equation takes the form u̇ = f (u),
with f (M) ⊂ M, and is referred to as a flow since u̇ corresponds to the velocity of the
system state in state space. For discrete space, f consists of a system of ordinary equations,
which are typically coupled and nonlinear, the development equation thus becomes a set
of ordinary differential equations (ODEs). For continuous space, f consists of a system of
differential equation and the development equation turns into a set of partial differential
equations (PDEs).
For the discrete case, the development is described by the iteration ui+1 = f (ui ), with
f again mapping M onto itself. Such a system is referred to as a map, or a cascade. The
spatial part remains as in the case of continuous time.
State Variables vs Parameters vs Development Function The function f typically contains parameters that encapsulate aspects of the modeled system. It should more appropriately be written as f (u; p).
As an example consider the model for continuous growth of a single species. The state
variable u represents the ratio between the number density of the species and the carrying
capacity of the environment. The growth rate µ in an unlimited environment is the only
model parameter. In such an unlimited environment, the population would grow in proportion to its size, hence u̇ = µu. The limiting environment is then introduced into this
formulation through an effective growth model
u̇ = µeff (u)u ,

(2.5)

with a growth rate that vanishes as the population reaches the environment’s capacity.
Choosing the most simple parameterization,
µeff (u) = µ[1 − u] ,

(2.6)

leads to u̇ = µu[1 − u], which we will consider further in (2.13) below. This illustrates how
some aspects of the real system are represented in the development equation, while others
go into the effective parameters, which thereby become dependent on the state u.
It is illuminating to consider the development equation of a dynamical system as consisting
of three parts – u, p, and f – each focussing on different aspects of the system: (i) The
state variables u represent the system’s most dynamic features that vary rapidly. Examples
include the concentration of some transported quantity or the density of a population.
(ii) The parameters p represent aspects of the system that vary so slowly, if at all, that
they are perceived as part of the system’s structure. Their time scales are much longer than
those of u lest they would be part of u. Such a separation of time scales keeps models simple,
while it still allows to study the impact of a changing environment on the development of
the dynamical system by changing parameters p. Examples of processes that either need to
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be represented explicitly in the system’s state or that can go into its parameters include the
external flow of energy or matter through an environmental system, rates for the growth and
interaction of populations, or the flow field in passive transport processes. (iii) Finally, the
function f represents the most persistent structures of a system, in a sense its very nature.
Changing it reflects a deep modification, typically beyond the context of simple dynamical
systems. Such changes may occur with the invasion of new species or with evolution.
Naturally, there is a smooth transition between state variables, system parameters, and
development equation. These are just the means to express our concept and understanding
of a particular system and its embedding in the larger environment.
Conservative and Dissipative Systems
Imagine a small spherical volume of the state
space. This volume will be deformed by the development of the dynamical system. For a
conservative system, this deformation conserves the volume. For a dissipative system the
volume shrinks in time, which allows for the existence of attractors. Environmental systems
are always dissipative, although for sufficiently short intervals of time, their phenomenology
may be approximated by conservative systems.

2.2
One-Dimensional Continuous System
Consider a system whose state is described by u ∈ Ω ⊂ R, that is continuous in space and
time, and whose development is described by an ordinary differential equation (ODE) with
constant parameters. Hence, Ω is the manifold M, T is ordinary time, and
u̇ = f (u)

(2.7)

with f (Ω) ⊂ Ω is the development equation. A particular solution of this system, a trajectory,
is selected by choosing a state, i.e., a value for u, through which the system has to pass.
If the chosen state is the starting point, then this is an initial value problem. If it is the
end point, we look at a simple form of a control problem for which we ask at what time
and in what state the system has to start in order for it to be in the prescribed state at the
prescribed later time. We will mostly be concerned with initial value problems.
Most functions f (u) do not permit an analytical solution of (2.7). However, we readily gain
qualitative insight from geometric interpretation as is demonstrated in Figure 2.1.

2.2.1
Fixpoints and their Stability
Fixpoints u0 are states that remain invariant under the development, hence solutions of
f (u) = 0. Of prime interest is their stability, i.e., the development of trajectories that start
at u0 + ε, where ε is a small number. Looking at Figure 2.1, we notice that fixpoints either
attract or repel trajectories and that they thereby separate the state space. They are thus
key elements for the qualitative understanding of dynamical systems.
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u̇

Figure 2.1.
Graphical representation of (2.7) for f (u) = µ −
u2 exp(−|u|) with 0 < µ < 4/e2 (upper black)
its potential V (u) (gray) as introduced in (2.10),
and exemplary developments u(t) (lower). The fixpoints, with u̇ = 0, are indicated by circles, filled for
stable ones, the attractors, empty for unstable ones,
the repellors. Thick arrows with length proportional
to u̇ at their center represent the flow.
The lower frame illustrates the development of
equally spaced initial states. They are collected
within the basins of attraction, which are indicated
by the different shades of yellow. Notice that the
minimum of V (u) is narrower at A2 than at A1 ,
hence the states are collected more rapidly.

A1

R1

A2

R2

u

u

t

Attractors These are stable fixpoints u0 – A1 and A2 in Figure 2.1 – for which a small
perturbation |ε| > 0 leads to a value of f (u0 + ε) whose sign is opposite to that of ε. With
this, u̇ pushes the state back to u0 .
While an attractor is approached arbitrarily closely, it is never reached, at least not
in a regular system, where f is analytic in an environment of u0 . This follows from the
development equation (2.7) and the property f (u0 ) = 0 of a fixpoint, which shows that, as
a trajectory approaches u0 , its velocity u̇ approaches 0. More formally, let u = u0 + ε, insert
this into (2.7), use that f is analytical around u0 , hence may be expanded into a Taylor
series, and obtain
df
ε̇ = aε + O(ε2 ) , a =
.
(2.8)
du u=u0
We want to study the development of the perturbation near the fixpoint and thus neglect
higher order terms. With the initial perturbation ε0 , this leads to
ε(t) = ε0 exp(at) .

(2.9)

Hence, a fixpoint u0 is stable if a = du f (u)|u=u0 < 0, which indeed is satisfied by the
points A in Figure 2.1.
A stable fixpoint, or attractor, is sometimes also called an equilibrium point, thereby
illuminating the concept from a more physical perspective.
Repellors
These are unstable fixpoints – R1 and R2 in Figure 2.1 –, for which a > 0 and
a small perturbation |ε| > 0 leads to the same sign for f (u0 + ε) and for ε, hence u̇ pushes
the state ever farther away from u0 . The analysis (2.8)–(2.9) apparently also applies to this
case and we recognize that any non-vanishing perturbation grows exponentially.
Notice that formally, attractors and repellors transform into each other by time reversal.
Hence, corresponding to a state never reaching an attractor, a state also never leaves a
repellor. This latter statement is rather academic, however, because an arbitrarily small
deviation would grow rapidly.

37

2.2 One-Dimensional Continuous System

Neutral Points
So far we considered a 6= 0. Invoking the geometric interpretation, we
recognize that the above results remain qualitatively true as long as the first non-vanishing
order of f (x0 ) is odd, i.e., a fixpoint remains either attracting or repelling. The only
difference is that the trajectories near x0 no more develop exponentially, but much slower.
The situation changes if the first non-vanishing order is even in which case the fixpoint is
an attractor towards one side and a repellor towards the other. Also in this case it remains
true that a fixpoint cannot be reached or left.
Hence, whatever the nature of a fixpoint, it separates the state space and a trajectory can
never cross from one part to another. An analogous results will also be found for systems
with higher dimensions.

2.2.2
Potential
We gain some further insight into the development described by (2.7) by invoking a mechanical analogon. Let u be the horizontal position of a unit mass that moves down a hilly
landscape with height
Z
V (u) = −

u

0

f (x) dx ,

(2.10)

where f is the development function (2.7), and let the friction law be linear with coefficient
ν. The function V (u) apparently represents the potential energy. The motion of the
mass is then described by ü = g sin(γ) − ν u̇, where g is the acceleration of gravity and
γ the slope’s angle relative to the horizontal. Then, let ν be so large that ü is negligible
and let γ be so small that sin(γ) may be approximated by −du V (u), where the sign
incorporates the common direction conventions. Finally rescale time such that g/ν = 1.
With this, the mass moves slowly with u̇ = −du V (u) = f (u), which is (2.7). Notice that
the different approximations are only relevant for constructing the mechanical analogon and
are immaterial for definition (2.10) of the potential for the mathematical problem.
The promised further insight comes from taking some development u(t) and asking for
the corresponding development of V (t). We find
 dV (2.10)
(2.7)
u̇ = −f (u)u̇ = −[u̇]2 ≤ 0 .
dt V u(t) =
du

(2.11)

Hence, the development of the system is such that its potential decreases monotonically with
time. This is also illustrated in Figure 2.1. Notice that a potential may or may not exist.

2.2.3
Existence and Uniqueness
The existence and uniqueness theorem ascertains that a unique solution for (2.7) in an
environment of some state u∗ exists if f (u) is locally Lipschitz continuous at u∗ , i.e., if
kf (u2 ) − f (u1 )k
<c<∞,
ku2 − u1 k

(2.12)

where k  k is an appropriate norm, in the simplest case |  |, c is some constant, and
u1 < u∗ < u2 . This condition is for instance satisfied for a continuous function f (u),
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u̇

B

Figure 2.2.
Graphical representation of dimensionless logistic function u̇ = u[1 −
u], the prototype model for population growth in a limited environment, together with some of its trajectories as given by (2.14). The
meaning of the graphical symbols is the same as in Figure 2.1.
Notice that f (u) = u[1 − u] is symmetric, hence both, the attractor
at u = 1 and the repellor at u = 0 are of equal strength. Also
observe the switch between attractor and repellor upon time-reversal.
Finally, in the context of a population model an initial value u > 1
is permissible and corresponds to overcrowding, i.e., a population
beyond the environment’s carrying capacity. An initial value u <
0 is obviously not permissible for such a model, even though the
underlying mathematical model would admit it.

A
1

u

u

τ := µt

whose derivative du f (u) is bounded in [u1 , u2 ]. It can also be satisfied for non-differentiable
functions, however, for instance for |u|. Lipschitz continuous in plain language means that
1
a function “does not change too rapidly”. As a counter-example, u 3 is continuous at u = 0,
but not Lipschitz continuous.
An important consequence of this theorem is that trajectories in systems where f is
Lipschitz continuous cannot intersect each other.
Example: Continuous Population Growth
The growth of some population in a setting with
a limited flow of resources is a key environmental process. Examples include plants that grow
with a certain mean flow of energy, water, and nutrients, or animals with a limited flow of food.
The simplest possible model is obtained by considering a single and uniform species feeding on
a constant supply of resources, which in particular is not affected by the feeding. For a low
population density N , growth is determined by inherent properties of the species, specifically by
the inherent growth rate µ. For a high population density, the resources become limiting with the
population stabilizing at the maximum carrying capacity C. The simplest possible formulation
with this asymptotic behavior is
u̇ = µu[1 − u] ,
(2.13)
where u := N
is the dimensionless number density of the population and where we have assumed
C
that growth is a continuous process. This so-called logistic equation is readily solved analytically
and produces
u0 exp(µt)

,
(2.14)
u(t) = 
u0 exp(µt) − 1 + 1

where u0 is the initial density of the population (Figure 2.2). Notice that there is no growth
from u0 = 0 – this is a growth model, not one for evolution! – and that the time to reach the
carrying capacity increases rapidly with u0 → 0.
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2.3
Multi-Dimensional Continuous System
With low-dimensional systems in mind, we extend the concepts introduced in the previous
Section. Most of the explicit results will be given for two-dimensional systems only. They
become too unhandy in higher dimensions. Furthermore, we continue to only look at smooth
continuous systems in Euclidian state space. However, the concepts, structural results, and
operational techniques are also applicable to higher-dimensional systems.
We consider an autonomous dynamical system on the manifold Ω ∈ R2 with state variables
(u1 , u2 ) ∈ Ω and development equation
u̇1 = f1 (u1 , u2 )

u̇2 = f2 (u1 , u2 ) ,

(2.15)

where f1 and f2 are possibly nonlinear functions. We may write (2.15) in the more concise
form
u̇ = f (u) ,
(2.16)
where appropriate initial and boundary conditions have to be supplied. This system is again
amenable to a geometric analysis in analogy to Section 2.2.

2.3.1
Flow and Trajectories
The temporal rate of change of the system’s state, u̇, represents its velocity in state space,
hence the notion of a flow introduced earlier.
Single State

The trajectory
u(t) = u0 +

Z

0

t


u̇ u(τ ) dτ

(2.17)

describes the development of a system that is in state u0 at time t = 0. For t > 0, it yields
the succession of states through which u0 will develop and for t < 0 from which it came from.
Depending on the nature of the dynamical system and of its forcing, trajectories may be
anything from continuous and smooth functions to discontinuous stochastic processes. We
will be mostly concerned with systems with continuous trajectories (Figure 2.3).
In general, the integration in (2.17) cannot be done analytically. A number of numerical
schemes with well-understood properties are available, however. Indeed, even if there is an
analytic solution, directly evaluating it is often less efficient and less accurate than running
a numerical solver. The most simple of these is the Euler forward scheme
u(tn ) ≈ u0 +

n
X
i=1


u̇ u(ti ) ∆t ,

ti = i∆t ,

(2.18)

which arises from approximating (2.17) by a Riemann sum. While this scheme is intuitive
and easy to implement, it is neither particularly robust nor accurate nor efficient. It is only
used for simple well-behaved systems. The workhorse for more serious simulations is the
Runge-Kutta scheme of order 4 or still better the Runge-Kutta Cash-Karp scheme (rk45),
which allows for an automatic time step control (see Section A.1.1 in the Appendix).
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Figure 2.3.
Flow and trajectories in the state space (u1 , u2 ) of the glycolysis model (2.22) with
parameters α = 0.2 and β = 0.5. The flow u̇ is illustrated by arrows that start at the nodes of
a regular grid (left). The trajectories start from equidistant points on the boundary (right). The
solid lines repesent the nullclines u̇i = fi (u) = 0. The intersection of the two nullclines is a fixpoint,
here an attractive one, given by (2.24).

Ensemble of States Instead of looking at the trajectory of a single state, it is often more
illuminating to consider the development of a region Ω ⊂ M. For systems that can be treated
analytically, the development of Ω may be calculated by integrating Ω̇(u) = du Ω(u)u̇, where
u̇ is given by the development equation and Ω(u) describes the chosen region, for instance
Ω(u) = [u − uc ] · [u − uc ] − r2 for a sphere with radius r located at uc .
Since analytic integration is hardly ever possible, the empirical approach is to sample Ω
sufficiently densely by a finite ensemble {ui } and to propagate each state with (2.17).
In Section 2.1.4, we introduced the notion of conservative and dissipative systems. They
are distinguished by the change of volume kΩk under the system’s development operator.
For a continuous systems with development equation (2.16) and a singly connected domain Ω
with smooth boundary ∂Ω, the rate of volume change may be calculated as
Z
Z
dt kΩk =
u̇ · dA =
∇ · u̇ dV ,
(2.19)
∂Ω

Ω

where dA is the outward pointing area element and Gauss’ theorem was used for the second
equality. Invoking the mean value theorem of integration and taking the limit of a vanishing
volume while keeping the domain compact finally yields
dt kΩk
= ∇ · u̇ .
kΩk→0 kΩk
lim

(2.20)

With this, and u̇ = f (u), a system in state u is conservative if ∇ · f (u) = 0 and dissipative
if ∇ · f (u) < 0. For ∇ · f (u) > 0 we call the system expansive. Notice that these are local
definitions and that the character of a system may be different in different regions of the
state space.
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2.3.2
Fixpoints and Nullclines
In one-dimensional systems, the states u0 with f (u0 ) = 0 have a special significance as they
correspond to fixpoints of the dynamics. Moving to multidimensional systems, the situation
becomes more diverse. Specifically, for a two-dimensional system nullclines occur in addition
to fixpoints. The nullcline of component i is the set of states for which fi (u) = 0,
u : u̇i = fi (u) = 0 ,

(2.21)

for which thus the i-component of the flow thus vanishes. Similar to fixpoints, nullclines
are very useful for the geometric analysis of ordinary differential equations. In the typical
case, for roots of order 1, the i-components of the flow vectors on different sides of the
i-nullcline point in opposite directions. Nullclines thus separate the state space into regions
that often exhibit distinctly different phenomenologies. Finally, intersections of nullclines in
two-dimensional systems are fixpoints with u̇ = f (u) = 0.
Example: The Glycolysis Model (I)
Cellular respiration cracks glucose, a simple sugar, to
produce ATP (adenosine triphosphate), the common “energy currency” of biochemical processes
within cells. The critical step thereby is Glycolysis, the metabolic cracking of glucose eventually
into pyruvate and a spread of further important metabolities. It proceeds through a complicated
chain of enzyme-catalyzed reactions that is regulated on multiple levels.
Strogatz [1994] introduced a very simple model for a rudimentary representation of the
dynamics of glycolysis, indeed of a much wider class of autocatalytic processes. Its dimensionless
form with parameters α > 0 and β > 0 is
u̇1 = −u1 + u2 [α + u21 ]
u̇2 = β − u2 [α + u21 ] .

(2.22)

An exemplary graphical representation of the flow and trajectories is shown in Figure 2.3.
Without addressing the specific and very complicated underlying processes, we just deduce
the characteristics of this model. Imagine a well-mixed compartment with interacting species 1
and 2. Species 2 is fed constantly with rate β and thus constitutes the driver of the system. It
decays spontaneously into species 1, with rate α, and is in addition decomposed by species 1 in
an autocatalytic processes with decay rate u21 . This combined decay and decomposition feeds
species 1, which in turn decays spontaneously with decay rate 1. The interesting dynamics of this
systems comes from the fact that a moderate feeding rate β in conjunction with a sufficiently
slow spontaneous decay rate α leads to the accumulation of species 2, until it causes a rapid
growth of 1, and a concomitant decay of 2, due to the u21 -dependence of the transfer rate. This
in fact rapidly empties the entire system, first species 2, then also species 1 because its high
density is no longer maintained by the transfer from species 2.
We will more quantitatively analyze the dynamics of this system later and for now just
obtained the nullclines from (2.22) as
u 21 =
with the single fixpoint

u1
α + u21

and

u 22 =



β
α + β2

(u01 , u02 ) = β,

β
α + u21

(2.23)



(2.24)

.
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2.3.3
Local Stability
The linear analysis in analogy to the one-dimensional case (Section 2.2.1) yields insight into
the local stability of a fixpoint u0 . To this end we decompose u in some neighborhood of
u0 into u = u0 + ε, where ε is a small perturbation, insert this into (2.16) and, assuming
that f is analytical at u0 , expand the result into a Taylor series. For the linear stability
analysis, all higher order terms O(kεk2 ) are then neglected and the development of ε under
the remaining linear dynamics is studied.
General Formulation
obtain

Apply the program outlined above to an n-dimensional system and


a11 · · · a1n

..  , a = ∂fi
..
,
(2.25)
ε̇ = aε , a =  ...
ij
.
. 
∂uj u=u0
an1 · · · ann

where a is the Jacobian matrix. The situation is more complicated than with (2.8) since ε
now is a vector and a a matrix.
We recall that any square matrix, like a, that is also diagonalizable can be written as
a = P D P−1 , where P is a matrix whose columns are the eigenvectors of a, and D is a
diagonal matrix with the corresponding eigenvalues, which are possibly complex. This is
the so-called eigen decomposition. Recall in passing that the eigenvectors are orthogonal if a
is symmetric. As a final comment, if a is not diagonalizable, a singular-value decomposition
leads to the separation into a diagonalizable part, for which P and D can then be found,
and into a part that is linearly dependent on the first one.
For the following analysis, the actual construction of the system of eigenvectors is not
necessary. It suffices to know that it exists and to obtain the corresponding eigenvalues. With
this, recall the definition of an eigenvector v with eigenvalue σ, which is av = σv, hence
[a − σI]v = 0, where I is the diagonal unit matrix. For this to be satisfied for a non-vanishing
vector v, which is a prerequisite for an eigenvector, we apparently need
det[a − σI] = 0 .

(2.26)

Expanding the determinant, it unfolds into a polynomial of order n, the so-called characteristic polynomial. The fundamental theorem of algebra states that any single-variable
polynomial of order n has n roots – counting them with their multiplicity and realizing that
some may come as conjugate complex pairs. Hence there are n eigenvalues {σ1 , . . . , σn }, not
necessarily all different and some possibly complex.
Finally, transform (2.25) into the eigenbasis {v1 , . . . , vn } of a, which decouples the system
into n independent linear differential equations
ε̇i = σi εi ,

(2.27)

where εi is the projection of ε onto eigenvector vi . With this, we are back to (2.8),
find
εi (t) = εi0 exp(σi t) ,
(2.28)
where εi0 is the initial perturbation in the direction of eigenvector i, and conclude that
the fixpoint u0 is stable if Re(σi ) < 0 for all i and that it is unstable if Re(σi ) > 0 for
any i. Notice that for σi complex, there is a conjugate complex eigenvalue and the two
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corresponding eigenvectors span a plane in which ε(t) rotates, either spinning in or out of
the fixpoint as determined by Re(σ).
A fixpoint with Re(σi ) 6= 0, ∀i, is called a hyperbolic point or, if at least one sign is
positive and one negative, hyperbolic saddle point [Teschl 2012]. An example for the latter
is shown in Figure 2.7 on page 48 below.
Finally, if Re(σi ) = 0 for some i, the stability of the fixpoint cannot be decided with
a linear analysis and higher-order terms need to be considered. Such a point is called
critical.
Lyapunov Exponents and Deterministic Time Horizon The eigensystem of a, the set
of eigenvectors together with their associated eigenvalues, provides more information than
just the overall stability of u0 . It specifies the stability in the direction of each of the
eigenvectors vi – indeed in any direction since we are considering a linear system – and it
quantifies, with (2.28), the growth- or decay rate of a perturbation. In this context, the
eigenvalue σi is called the Lyapunov
exponent in direction i. Specifically, decompose ε into
P
a sum of eigenvectors as ε = i εi vi and let ε0 be the initial perturbation. Then, within
the validity of the linear approximation,
ε(t) =

X

εi0 exp(σi t)vi .

(2.29)

i

A short consideration shows that (2.29) in analogy applies to the development of the small
separation ∆ε := uA − uB between two states uA and uB . Thus,
∆ε(t) =

X

∆εi0 exp(σi t)vi .

(2.30)

i

Neither needs to be a fixpoint, but of course the function f must be analytic in their
neighborhood.
An alternative way to express the instability of a system with positive Lyapunov exponents
is the deterministic time horizon
τdi =

1
,
σi

for σi > 0

(2.31)

that gives the time after which the initial perturbation in direction i has grown by the
factor e.
Notice in closing that the above holds as long as the linear approximation is valid, i.e., as
long as the linear term dominates the Taylor expansion. This neighborhood can be very
small. The approximation fails if the first order term vanishes or even more fundamentally
if f is not analytical within the neighborhood considered.
Linearization Theorem (Hartman-Grobman)
The behavior of a nonlinear dynamical
system at a saddle point u0 is qualitatively identical to that of its linearization at u0 .
More formally, in a neighborhood of u0 the two systems are topologically equivalent [Teschl
2012]. Hence, a stable eigenvector of the linear system corresponds to a stable manifold of
the nonlinear system and correspondingly for the unstable case. As before, nothing can be
said about the cases with Re(σi ) = 0.

44

2 Nonlinear Dynamical Systems

Figure 2.4.
Stability classification of the linearized development equation (2.16). As given by (2.34), the state u0 is stable,
i.e., Re(σ) < 0, if tr a < 0 and det a > 0 (blue) and it is
unstable if det a > 0 (red). The solid curve, det a = 14 [tr a]2 ,
separates states with a monotonic development, Im(σ) = 0,
from those that oscillate, Im(σ) 6= 0, i.e., spiral in or out.
For systems in the dark red region, the fix point is a saddle
point.

det a
spiral in spiral out
stable

unstable

tr a

saddle point

Two-Dimensional Systems In general, the coefficients of the characteristic polynomial
can be expressed in terms of determinants of matrices with entries tr ak , which leads to
quite complicated expressions as the dimension of the system increases. For dim(a) = 2 the
situation is still comfortable, however, and we find that (2.26) may be written as
det[a − σI] = σ 2 − [tr a]σ + det a = 0 ,

(2.32)

where
tr a = a11 + a22
det a = a11 a22 − a12 a21
are trace and determinant of the square
become
1
σ ± = tr a ±
2

matric a, respectively.
1p
[tr a]2 − 4 det a
2

(2.33)
The eigenvalues thus
(2.34)

With this, we classify the solutions of (2.25) and thus the stability of the fixpoint (Figure 2.4):
1. tr a < 0 and det a > 0: Re(σ) < 0 hence the fixpoint is stable. For 4 det a <
[tr a]2 , there are two real solutions, hence any perturbation decays monotonically. For
4 det a > [tr a]2 , Im(σ) 6= 0 and (2.28) shows that the development has an oscillating
part. Since Re(σ) is still negative, the perturbed state will spiral into the fix point.
2. tr a > 0 and det a > 0: Re(σ) > 0 hence the fixpoint is unstable. Any finite
perturbation will thus grow exponentially, depending on the relative size of 4 det a
and [tr a]2 either in a monotonic manner or spiraling out.
3. det a < 0: σ + > 0 and σ − < 0, hence the fixpoint is a saddle point, monotonically
growing along ε+ , the eigenvector with σ + , and monotonically decaying along ε− .
For any given system, this classification must be translated into its parameter space to
be operationally useful. This is a three-step process: (i) calculate the fixpoint u0 from
the development equation, e.g., (2.15), by setting u̇ = 0, (ii) calculate the Jacobian matrix
∂fi /∂uj and evaluate it at u0 to obtain a, (iii) calculate det a and tr a, which are now
expressed in terms of the system parameters, and identify in parameter space the regions
where det a ≷ 0 and tr a ≷ 0. This is illustrated in the following, building on the glycolysis
model introduced on page 41.
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Figure 2.5.
Stability classification for the glycolysis model (2.22) with separation curves given
by (2.38)–(2.39). The fixpoint is stable in the regions IIm and IIo (blue), where the subscripts
indicate monotonic (m) and oscillating (o) trajectories, the latter spiraling into the fixpoint. In
regions Im and Io (red), the fixpoint is unstable, in Io with trajectories that spiral out. The two
frames show an overview and a zoom-in.
Notice that this graph represents a mapping of the graph from Figure 2.4 into the parameter space
of the glycolysis model.
Example: The Glycolysis Model (II)
We study the linear stability of the fixpoint (2.24) as
a function of its parameters α and β, both of which are positive. First, calculate the Jacobian
matrix


−1 + 2u1 u2
α + u21
a=
(2.35)
−2u1 u2
−α − u21

and evaluate it at the fixpoint (2.24) to obtain

2

a|u=u0 =
From this calculate
det a = α + β 2 > 0

β
−1 + 2 α+β
2
2

β
−2 α+β
2

and

α + β2
−α − β 2

!

.

(2.36)

2α
α + β2

(2.37)

tr a = 1 − α − β 2 −

to arrive with (2.34) at somewhat unwieldy expressions for the eigenvalues σ ± that are not
explicitly spelled out here.
Next, we explore the stability regions and first notice that there is no saddle point because
det a > 0. Hence, tr a = 0 separates stable and unstable regions, with the dividing line given by
(Figure 2.5)
1
1p
α = − − β2 ±
1 + 8β 2 .
(2.38)
2
2
Next, we identify regions with monotonic and spiraling trajectories, respectively. As shown
by (2.34), these are separated by the curve [tr a]2 = 4 det a, which translates into
α=

h

√
1
1 ± 2β[ 2 + β] ±
2

q

√ i
1 ± 4 2β ,

(2.39)

where the sign in the first and the last instance of ± are identical, hence there are a total of just
4 solutions, not 8. In addition, α > 0 and β > 0 must be satisfied as these are premises of the
model.
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Figure 2.6.
Flow and trajectories of the glycolysis model (2.22) with α = 0.1 and β = 0.5,
in the unstable region of the parameter space. The behavior at a point in the stable region is
shown in Figure 2.3. Trajectories again start at the boundary of the imaged domain and spiral into
the orbital attractor (red). One trajectory starts near the fix point and spirals out, also into the
attractor.

We notice from Figure 2.5 that the fixpoint is monotonically stable if either α or β is sufficiently
large. It is instructive to interpret this on the original formulation (2.22) of the development
equation. Then, there is a range of β-values for which the trajectories spiral, either into the
fixpoint or out of it. This range decreases as α increases until, at α ≈ 2.2, this mode vanishes
entirely. Finally, instability only occurs for sufficiently small values of α.
We recall that this analysis only reflects the qualitative behavior of the system’s trajectories
near the fixpoint u0 . An instance of the full system (2.22) with parameters α = 0.2 and β = 0.5,
hence in the stable region with trajectories spiraling in, has already been shown in Figure 2.3.
Another instance, with α = 0.1 and β = 0.5 in the unstable region with trajectories spiraling out
is shown in Figure 2.6. Our linear analysis would indicate, with (2.28), that such a trajectory
would depart rapidly from the fixpoint and without bounds. This is apparently not the case in
this system. Instead, it approaches a stable orbit around the fix point. Indeed, all trajectories
asymptotically end up on the same orbit, which is an instance of an orbital attractor, or a limit
cycle.

Construction of Fixpoints It is sometimes useful to construct a dynamical system with a
particular type of fixpoints. This is readily accomplished using (i) the eigen decomposition
theorem and (ii) the linearization theorem. Specifically, the eigen decomposition theorem
ascertains that the Jacobian matrix at the fixpoint may be written as a = P D P−1 , where
P is a matrix composed of the desired eigenvectors and D is a diagonal matrix with the
associated eigenvalues. With this we create the linear approximation u̇ = au, for simplicity
at the origin.
The linearization theorem ascertains that an analytic nonlinear system and its linearization at some fixpoint are topologically equivalent. Hence, we just have to enhance the linear
part u̇ = au with the desired nonlinear part, which is most conveniently expressed in its
normal form, to obtain
u̇ = au + p2 (u) + p3 (u) + · · · ,

(2.40)
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where pj (u) are homogeneous polynomials of order j in u. As an example, the system
(2.44), which we study below, may be expressed in normal form as
 


 

u1
−u1 u2
u̇1
0 0
+
.
(2.41)
=
u2
u21 − 2u22
u̇2
0 −1
{z
}
|
{z
}
|
p2 (u)

a|(0,0)

Basin of Attraction and Global Stability The local stability analysis provides information
about a system’s dynamics near an attractor or repellor. As illustrated in Figure 2.1, this
already allows for the complete qualitative characterization of one-dimensional systems. For
higher dimensional systems, this is no more true, however. As an illustration, imagine a system with a two-dimensional state-space and three isolated attractive fixpoints. Qualitatively
characterizing this system would require that for each point u the fixpoint it approaches is
specified. This corresponds to the determination of the basin of attraction of attractor A,
i.e., of the set of states uA whose trajectory approaches attractor A asymptotically. This is
usually a very hard problem for which no general methods are available, short of brute force
numerical simulations. These basins indeed may exhibit exceedingly complicate shapes with
fractional dimensions.

2.3.4
Invariant Sets and Manifolds
We recall that Dt propagates a state u(0) along its trajectory by time t,
Z t
Dt (u(0)) := u(0) +
f (u(τ )) dτ = u(t) .

(2.42)

0

A set S is invariant if, for all u ∈ S, also Dt (u) ∈ S for all t. The simplest invariant set
is that of the fixpoints u0 , for which f (u0 ) = 0.
If the invariant set is continuous and locally Euclidian, which it is if f is Lipschitzcontinuous, than it is an invariant manifold. Every trajectory is an invariant manifold.
Every fixpoint u0 is associated with invariant manifolds that are defined by the eigensystem of the Jacobian matrix a u , with eigenvectors {vi } and corresponding eigenvalues {σi }.
0
This leads to three linear subspaces, at least one of which is not empty: (i) the stable
subspace with negative eigenvalues σ < 0, (ii) the unstable subspace with σ > 0, and (iii) the
center subspace with σ = 0. Accordingly, we distinguish the stable, unstable, and center
manifolds that are tangent to the corresponding linear subspaces at u0 . This association is
warranted by the linearization (Hartman-Grobman) theorem. These manifolds correspond
to trajectories that approach fixpoint u0 , for σ < 0, or that leave a small environment of u0 ,
for σ > 0.
Stable and Unstable Manifold As shown by (2.29), trajectories in the stable manifold
approach fixpoint u0 exponentially, while trajectories in the unstable manifold are repelled
exponentially. A fixpoint may possess a purely stable or a purely unstable manifold, hence all
negative or all positive eigenvalues. It may also be mixed, which then leads to a hyperbolic
saddle point. An example of the latter is the linear system
u̇1 = u1 − αu2
u̇2 = αu1 − u2 ,

which has a single fixpoint at (0, 0) with eigenvectors v =
and corresponding eigenvalues ±γ (Figure 2.7).

(2.43)
T
1
α [1±γ], 1 ,

where γ =

√

1 − α2 ,
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Figure 2.7.
Trajectories for the linear system (2.43) with α = 21 . The
fixpoint at (0, 0) is a saddle point with a stable (blue) and
an unstable (red) manifold.

1

u2

u1
0

−1

1

u2

0.1

0

0

−1

−1

u1
−1

0

1

−0.1

u1
−0.1

0

0.1

Figure 2.8.
Trajectories for the nonlinear system (2.44), which possesses two fixpoints, a repellor
at (0, − 21 ) and a mixed attractor-slow attractor at (0, 0). The latter gives rise to a stable manifold
(blue) and the slow center manifold u2 = u21 (yellow). The two frames show different zooms.

Center Manifold and Slaving Principle If at least one of the eigenvalues of a u0 vanishes, a
center manifold exists, whose character – attracting, repelling, mixed – cannot be determined
from the linear analysis and whose dynamics is much slower than exponential.
Example: Slow Dynamics
Following Coullet and Spiegel [1983] and Roberts [1985], we consider the nonlinear system (Figure 2.8)
u̇1 = −u1 u2

u̇2 = −u2 + u21 − 2u22 .

(2.44)

It has a fixpoint at (0, 0) with eigenvectors vs = (0, 1)T and vc = (1, 0)T . The corresponding
eigenvalues are σs = −1 and σc = 0. Hence, vs is tangent to the stable manifold. The linear
approximation at (0, 0),
u̇lin
= 0
1

u̇lin
= −u2 ,
2

(2.45)

illustrates how u1 remains approximately constant while u2 exponentially approaches a quasiattractor, which in the linear approximation is the line u2 = 0. A better approximation for the
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Figure 2.9.
Red: Trajectory (2.47) on the center manifold of the
nonlinear system (2.44) near the origin with initial state
u1 (0) = u0 = 2. Blue: Trajectory of (2.45)2 (thin) and
of a hypothetical linear system that has the same state
and slope at t = 0 as u1 , i.e., u0 exp(−u20 t).

quasi-attractor
is obtained by solving u̇2 = 0 in (2.44)2 , for u1 = const, which yields u2 (u1 ) =
p


1
2
1
+
8u
−1
+
1 . (There is a second solution that pertains to the system’s second fixpoint at
4
(0, − 21 ), which is completely repelling and thus not of interest, here.) Taylor expansion for small
values of u1 leads to the approximation u2 (u1 ) = u21 , which describes the center manifold near
the origin. Inserting this into (2.44)1 yields the development equation on the center manifold
near the origin as
u̇1 = −u31 .
(2.46)
Integrating with u1 (0) = u0 then produces

h

u1 (t) = 2t +

1
u20

i− 12

,

(2.47)

which demonstrates the very slow dynamics, compared to the linear part of the system (Figure
2.9). The center manifold is thus also referred to as the slow manifold. We notice that indeed
(2.47) has no time-scale as it follows a power law.

The behavior exhibited by the example is observed in all systems with a center manifold.
Indeed, the center manifold theorem states that for such systems, a neighborhood of the
fixpoint can be chosen such that all trajectories that remain within the neighborhood
approach the center manifold exponentially fast and then follow the slow dynamics on that
subspace. The fast variables just follow the slow ones, they are said to be enslaved. In the
above example, u2 is the fast variable that is enslaved by u1 .
The slaving principle makes for the fundamental significance of the center manifold as it
reduces the dynamics of the system to a typically low-dimensional subspace.
Critical Slowdown
Center manifolds play a key role for possibly high-dimensional systems
that undergo a transition during which they lose stability. In the process, some of the
negative eigenvalues approach 0, which leads to a so-called critical slowdown of the system’s
development along the corresponding eigenvectors and to the enslaving of the remaining state
variables. The number of eigenvectors that become critical, σ → 0, is typically small, hence
the dynamics of the system becomes focussed to just this small number of dimensions. The
central manifold theorem then allows to dramatically reduce the complexity of the problem
and to study the associated bifurcations in a low-dimensional space.
On the operational side, for the numerical simulation of such so-called stiff systems, it
is mandatory to employ methods that at the very least use an efficient time-step control
because simulating the system with the time step dictated by the fast modes is not feasible
for the slow modes and solving it with the time step appropriate for the slow modes is not
accurate for the fast modes.
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Manifolds between Fixpoints We always refer to the stable, unstable, or central manifold
of one particular fixpoint. Trajectories that emerge from the vicinity of one fixpoint are
very often absorbed by another one, and vice versa. Hence, the unstable manifold of one
fixpoint can be the stable manifold of another. An instance is illustrated in the left frame
of Figure 2.8.
There indeed are even situations where an unstable manifold of a fixpoint is identical to
the stable manifold of that same fixpoint. This is the case when a repelled trajectory loops
back to the fixpoint, an instance of which occurs with the homoclinic bifurcation shown in
Figure 2.26 on page 64 below.
Extended Attractors and Repellors
As we found before, for instance in Figure 2.6, closed
trajectories are rather special objects in that a system’s state orbits on them indefinitely.
As such they are apparently invariant manifolds. In complete analogy to fixpoints, these
higher-dimensional structures in general also possess stable, unstable, and center manifolds.
We will find several further examples in a later Sections, regular ones with integer dimensions
as well as so-called strange attractors with non-integer dimensions.

2.3.5
Topological Limitations
For a large class of systems the function f does not vary too rapidly in the sense that it is
locally Lipschitz continuous as formulated by (2.12). The existence and uniqueness theorem
(Section 2.2.3) then ascertains that trajectories exist and that they are unique, i.e., there is
only one of them passing through any given state u, hence trajectories cannot intersect each
other. The theorem may also be formulated for entire regions: If f (u) is Lipschitz-continuous
in a contiguous region Ω, then there exists a single and unique trajectory for every point
in Ω. Finally, we recognize that a function whose Jacobian ∂u f (u) is locally bounded is also
Lipschitz-continuous.
The uniqueness of solutions topological limitations for a system’s phenomenology. They
are particularly strong for low-dimensional systems.
One-Dimensional Systems For the solutions of a one-dimensional, autonomous dynamical system to be unique, its development must be monotonic. Hence, it cannot oscillate. If it
could, there would be states that are traversed from two different directions, in contradiction
to the assumption that solutions are unique.
With a physical background and recalling the potential (2.10), we of course expect this
monotonic development. However, what about the bead that slides down on a slightly
inclined string and that is pushed back up by some external force? With the external force
varying in time, this system is no longer autonomous. As shown in Section 2.1.4, including
time as a state variable turns the system autonomous, but it also turns it two-dimensional.
Then, what about the pendulum that clearly does oscillate in a one-dimensional motion?
Here, we recall that the dynamics is typically described by a second order differential
equation, as will be detailed in Section 4.1.1 below. Hence, again the associated dynamical
system is two-dimensional. These examples highlight the precise definition of “dynamical
system” and in particular that the manifold M, in which it operates, is in general different
from physical space.
Finally, looking at Figure 2.1, we notice that the fixpoints are special in that trajectories
either approach them or emanate from them along different directions, in seeming contradiction to the uniqueness requirement, which the underlying differential equation satisfies.
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Closer scrutiny of the trajectories – first graphically, then based on the linear stability
analysis – reveals, however, that the trajectories for an attractive fix point actually never
reach it, even though they come arbitrarily close to it. Similarly, a trajectory that starts
exactly at an unstable fixpoints remains there forever. If it is offset ever so slightly, this
offset will grow monotonically, as expected.
Two-Dimensional Systems (Poincaré-Bendixon Theorem)
In one-dimensional systems,
fixpoints have two important properties: (i) the flow u̇ vanishes and (ii) they separate the
state space into regions with trajectories unable to cross between them. Adding a second
dimension separates these properties into different and new structural elements – nullclines
and closed trajectories – which may be present in addition to fixpoints. Here, we focus on
closed trajectories and address them in two steps, first by looking at the consequences if
they are present, and then by asking under what conditions they do occur.
Consider a dynamical system with a flat, two-dimensional state space and a Lipschitzcontinuous development equation. Trajectories for this system thus exist and they are
unique. Let one of them be closed. In analogy to a fixpoint in one-dimensional systems,
this trajectory (i) separates the state space – now into an inside and an outside – with
trajectories being confined to the respective regions for all finite times, and (ii) it can be
approached arbitrarily closely, if it is attractive, but never be reached, and conversely for
the repelling case, which indeed is just the time-reversal of an attractive case. As a corollary
of the latter, a state that is located on the closed trajectory remains on it for all finite times,
whether it develops forward or backward in time. An example of a system with a closed
trajectory was already encountered in Figure 2.6.
Now to the existence of closed trajectories, which is ascertained by the Poincaré-Bendixon
theorem, a key result of dynamic systems theory. Prerequisites for the theorem are: (i) a
closed, bounded, and contiguous region Ω of the plane such that all trajectories γ that start
in Ω stay there for all times, (ii) f (u) in (2.16) is continuously differentiable in an open
region that contains Ω, and (iii) there are no fixpoints in Ω. Then, the theorem ascertains
that any trajectory γ ⊂ Ω is either closed itself or it spirals towards a closed one. In any
case, Ω then contains a close trajectory.
While the proof of this theorem is beyond our current scope, we may readily understand
the situation intuitively. Since Ω does not contain a fixpoint, the flow u̇ vanishes nowhere,
the trajectories hence continue to develop indefinitely. With Ω bounded and γ required
to remain in Ω for all times and without self-intersecting, it must be spiraling, eventually
asymptotically, towards some finite-sized closed orbit. Notice that trajectories of a Peanotype are excluded by the continuous differentiability of the flow.
The application of this theorem to the glycolysis model is illustrated in Figure 2.10.
Condition (ii) is readily ascertained by inspection of (2.22). Condition (iii) can be satisfied by
excluding a small environment of the fixpoint. To ascertain condition (i), we first recognize
that the (excluded) fixpoint is locally repelling. Hence no trajectories can leave Ω through its
inner boundary. Secondly, by inspection of (2.22), or by geometric considerations, one can
show that this model is globally attractive. Hence, Ω can be chosen such that all trajectories
that cross its outer boundary remain within for all times.
No Chaos in Two Dimensions
A corollary of the Poincaré-Bendixon theorem is that
bounded, two-dimensional, and flat dynamical systems with continuously differentiable flow
exhibit a very limited range of phenomena. Their trajectories asymptotically approach either
a fixpoint, whereupon the system becomes stationary, or a stable limit cycle, whereupon the
system transits into a clocklike periodicity. There is literally no room, more accurately
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u2
Figure 2.10.
Application of Poincaré-Bendixon theorem to the glycolysis model shown in Figure 2.6. Notice that the
region Ω has an outer boundary ∂Ω, across which the
flow u̇ either vanishes, the trajectory is parallel to it,
or points into Ω. Furthermore, there is a hole in Ω, an
ε-environment that excludes the fixpoint. It is greatly
enlarged here for better visibility. Formally, it is chosen
so small that the linear stability analysis of the fixpoint
is valid, which ascertains that all trajectories from the
small environment are expelled.
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no dimension, for such systems to behave in any more complicated manner. This is often
referred to as the topological limitation for dynamic systems.
Higher Dimensional Systems Going to three and more dimensions removes the restrictions imposed by the Poincaré-Bendixon theorem and allows for a much wider range of
phenomena, including the chaotic regime that was brought to a wider attention by Lorenz
[1963]. Attractors and repellors remain major structural elements also in higher dimensions,
but they too become more varied geometrically. An attractor then may be (i) a fixpoint
or a finite set of fixpoints, (ii) an up to d − 1-dimensional manifold in d-dimensional state
space, for instance the periodic orbit discussed for two-dimensional systems, or (iii) a set
with a fractal dimension, which is then referred to as a strange attractor. The corresponding
applies to repellors.
Whatever its dimension and strangeness, the nature of an attractor remains the same. It
is a set of system states with two related characterizations: (i) nearby states that are not
on the attractor develop towards it, without ever reaching it, and (ii) the attractor remains
invariant during the system’s development, i.e., a state that happens to be on it will stay
there for all times, and has been there for all times. The first property also defines the
attractor’s basin of attraction.
An invariant set of states in whose neighborhood the flow is away from it, is called a
repellor. In analogy to the basin of attraction, there is the notion of the basin of repulsion. As
noticed before, repellors and attractors transform into each other by a time-reversal.

2.4
Bifurcations
We shift the focus from the development of a system’s state u for fixed parameters p to the
change of a system’s structure with changing parameters p. For simplicity, we consider just
a single control parameter µ. In a real system, it may reflect a changing environment or the
aging of the system itself.
A dynamic system may be characterized through its invariant manifolds, specifically
through its attractors in state space and their properties. We thus first look at the attractors
– repellors, as attractors in reversed time, are included in this notion – to study the change
of a system’s structure with control parameter µ and thereby recognize four qualitatively

53

2.4 Bifurcations

µ = 4/e2

u̇
0.4

2/e2

0.2
−0.2

A2

R2
5

0

−0.4

u

Figure 2.11.
Function f (u) = µ − u2 exp(−|u|) with fixpoints of
dynamical system (2.7) for different values of control
parameter µ. Stable fixpoints are filled, unstable
ones are empty, and one-sided stable/unstable ones,
which lead to a center manifold, are crossed.

different developments: (i) For most regions in parameter space, a continuous change of µ
will smoothly translate and deform the attractors in state space. Hence, the system remains
topologically invariant. While such a change may have quite dramatic quantitative effects on
a system, it does not change anything qualitatively. (ii) At some points in parameter space
changing µ causes attractors to split up or merge in a continuous and reversible transition.
They thereby usually go through a critical phase that is associated with a center manifold
and change their quality. (iii) At some other points, an attractor may make a discontinuous
transition, a jump, in that it disappears at one location in state space and simultaneously
appears at another location. Such a transition is often locally irreversible, i.e., hysteretic.
(iv) Finally, an attractor can occur “out of the blue”, or conversely disappear “into the blue”.
Transitions (ii). . . (iv) are collectively called bifurcations.
In the following, we study some of the simpler bifurcations and specifically restrict
ourselves to regular and low-dimensional attractors. Systems with strange attractors exhibit
much more spectacular transitions even though they are structurally identical to what we
study here. Such appropriately called crises are a topic in Section 3.2.4.
While bifurcations appear as quite benign at the abstract level, we realize that any
such transition in a real system leads to major reorganizations of its structure and dynamics.

2.4.1
Bifurcations in One Dimension
Fixpoints, their number, stability, and ordering, are the interesting structures in onedimensional systems. A control parameter µ mostly just moves them around without
affecting any of their qualities. The exception are a few isolated values of µ, where fixpoints
“collide” and “interact”. Notice that this wording imagines µ to change continuously with
time, which is often the case for environmental systems.
For illustration, we look at the function f (u) = µ − u2 exp(−|u|), which we used before,
but now focus on the role of µ. For µ ∈ ]0, e42 [, there are always four fix points with different
stabilities (Figure 2.11, recalling the symmetry from Figure 2.1 on page 36). This changes
at the boundaries of the interval. For µ → 0, A2 and its mirror point R1 merge at u = 0
while R2 and its mirror point A1 diverge to +∞ and −∞, respectively. At the other end,
for µ → e42 , A2 merges with R2 at u = 2 and correspondingly their mirror points A1 and R1
at u = −2. Finally, for µ 6∈ [0, e42 ] there are no fixpoints. Then, all trajectories diverge to
+∞, for µ > e42 , and to −∞ for µ < 0.
The appearance, motion, and disappearance of fixpoints is apparently determined by the
curve u̇(u) touching, crossing, and leaving the line u̇ = 0, respectively. Following Strogatz
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Figure 2.12.
Development function for saddle node
bifurcation (2.48).
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[1994], we classify the different situations for a development function that is analytic in the
surroundings of the fixpoints, hence can be expanded into a Taylor series, and for a smooth
variation of the control parameter.
Saddle Node Bifurcation

The dynamical system
u̇ = µ − u2 ,

(2.48)

√
with control parameter µ, has two symmetric fixpoints u0 = ± µ for µ > 0, a stable one
and an unstable one (Figure 2.12). They degenerate into a single, critical one at u0 = 0 for
µ = 0, and there are no fixpoints for µ < 0.
Trajectories
First consider the trajectories near a fixpoint u0 for µ > 0 and introduce
√
η := u − u0 . Inserting into (2.48) then yields η̇ = µ − [η + u0 ]2 and, using u0 = ± µ,
√
η̇ = ∓2 µ η − η 2 .

(2.49)

For µ > 0 and η sufficiently small a linear approximation leads to the trajectories η(t) ≈
√
η0 exp(∓2 µ t), where η0 is the initial small deviation from the corresponding fixpoint. As
expected for a linear situation, this leads to an exponential approach to the fixpoint, or
√
departure from it, with characteristic time 1/[2 µ].
With µ → 0 the linear approximation breaks down and (2.49) approaches η̇ = −η 2 with
solution η(t) = η0 /[1 + η0 t], where η0 is again the initial small deviation. For η0 > 0 and
t  η0−1 we thus have η(t) ≈ 1/t, hence a slow approach to the fixpoint at u = 0. This
is referred to as a critical slowdown associated with the critical fixpoint, a situation we
encountered above when studying center manifolds. For the repelling side of the fixpoint,
η0 < 0, the reverse is observed, with an initial slow departure but eventually a divergence
in finite time, by t = η0−1 .
Bifurcation Diagram
In the next step, we focus on the development of the system’s
structure, with the imagination that the control parameter µ represents an external, possibly
temporally varying forcing of the system. Hence, for this imagination, µ(t) would be a
continuous function. Recalling the example on continuous growth described by (2.13), µ
could for instance be a fluctuating and shifting temperature or precipitation that represents
climate variability.
The perspective on the system structure and on its development is given by the bifurcation diagram that represents the fixpoints and their stability as a function of the control
parameter, hence u0 (µ), which is the solution of u̇ = 0. The diagram for the development
equation (2.48) is shown in Figure 2.13.
Understanding µ as a smooth variable, the bifurcation diagram describes the motion of
the fixpoints. For instance, starting out at µ > 0 with the single stable fixpoint u0 > 0,
decreasing µ leads to a concomitant decrease of u0 until, at µ = 0, the stable fixpoint meets
the unstable one and the two annihilate each other. Since the trajectories u(t) are either
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u0

µ
Figure 2.13.
Bifurcation diagram for development function (2.48). The solid line
corresponds to stable fixpoints u0 , the dashed line to unstable ones.
No fixpoints exist for µ < 0.

u̇

u̇

u̇
u

µ<0

µ=0

µ>0

Figure 2.14.
Development function (2.50) for
transcritical bifurcation.

u0

µ
Figure 2.15.
Bifurcation diagram for development function (2.50) with a transcritical bifurcation.

attracted or repelled by the fixpoints, the bifurcation curve u0 (µ) thus describes the “moving
targets” for the trajectories. The ratio between the respective time scales becomes a key
factor for a qualitative understanding of such a non-autonomous dynamical system.
We notice that the reverse transition, from negative values of µ to positive ones, leads to
the appearance of a critical fixpoint “out of the blue” at µ = 0. Trajectories already slow
down near u = 0 before it appears, cueing its emergence. As µ grows further, the single
fixpoint splits into two.
Transcritical Bifurcation

Another class of bifurcations results from
u̇ = u[µ − u] .

(2.50)

It is associated with the logistic curve (2.13) for the growth of some population in a resourcelimited environment. However, with the focus here on system transitions, µ represents the
environment’s capacity and not the growth rate. Development equation and bifurcation
diagram are shown in Figures 2.14–2.15. In contrast to the situation with a saddle node,
where two fixpoints annihilate each other and leave the system without an equilibrium state,
the number of fixpoints in transcritical systems remains constant, provided that multiplicities
are accounted for. With this, the system always possesses an equilibrium state, albeit a
critical one for µ = 0.
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u̇
µ<0

u̇
µ=0

u̇
µ>0
u

Figure 2.16.
Development function (2.51) that leads
to a supercritical pitchfork bifurcation
(upper) and (2.52) for the corresponding
subcritical type (lower).

u

supercritical

u0

u0

µ

Figure 2.17.
Pitchfork bifurcation diagram showing
stable (solid) and unstable (dashed)
fixpoints u0 .

subcritical

µ

Pitchfork Bifurcation
The systems considered so far had at most one stable fixpoint. The
prototype of a system that may contain two stable equilibrium states is
u̇ = u[µ − u2 ] .

(2.51)

u̇ = u[µ + u2 ] .

(2.52)

We notice the symmetry of this system. It always has a fixpoint at u = 0 and, for µ > 0,
√
two symmetric ones at u = ± µ. This is a typical formulation for physical systems with an
inherent symmetry, hence are quite common.
Pitchfork bifurcations come in two flavors, supercritical as in (2.51) and subcritical,

We notice that the nonlinear term in the supercritical formulation (2.51) is stabilizing as it
limits the maximum growth of u. Indeed, for u2  |µ|, the development equation becomes
u̇ ≈ −u3 , hence the system is attractive for states that are far away from the origin. In
contrast, the nonlinear term in the subcritical formulation (2.52) is destabilizing as u̇ ≈ u3 ,
hence the system is repulsive for far-away states. Development equations and bifurcation
diagrams are shown in Figures 2.16–2.17.
Example: A Thin Sheet
Physical representations of pitchfork bifurcations may for instance be
created with thin sheets of sufficiently stiff materials like paper or metals (Figure 2.18).
Supercritical
Consider a sheet that stands straight on a table and that is sufficiently stiff to not
cave in when held in position by lightly resting a finger on its upper edge. Choose the horizontal
dislocation at half height as state parameter u and define the control parameter µ = F − F0 ,
where F is the force on the upper edge of the sheet and F0 is the value at which the sheet
starts to bulge. For µ > 0, the sheet will bulge either left or right, which leads to the two stable
branches in the bifurcation diagram.
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µ

u
u
Figure 2.18.
Thin sheets of some stiff material as physical realizations
of pitchfork bifurcations.
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Figure 2.19.
Development function (left) and bifurcation diagram (right) for development
function (2.53) with a subcritical pitchfork bifurcation of the fixpoint u0 = 0 for µ = 0. The solid
lines correspond to stable fixpoints, the dashed line to unstable ones. The thin dashed lines indicate
discontinuous and hysteretic transitions between stable states.
Subcritical
Consider a long sheet that is slipped across the table’s edge and whose upper end
is free to move. Let the maximum horizontal dislocation be the state parameter, u, and define
the control parameter µ = h − h0 , where h0 is the height at which the sheet abruptly bends.
For µ > 0, the state u = 0 becomes unstable because any deviation to one side increases the
bending force from gravity. The resulting runaway is eventually captured by deformation forces
that balance gravity. Once a runaway has started, µ must be reduced to rather large negative
values before the sheet returns to the vertical stable position. Specifically, for u = umax stabilized
by some other processes, µ must be reduced such that |umax | < |u0 |, where u0 is the unstable
fixpoint (see lower left frame of Figure 2.16). This system is thus strongly hysteretic, which is
typical for a physical system with a subcritical pitchfork bifurcation.

A subcritical bifurcation for physical systems implies that beyond some finite range of
attraction, the system runs away, which is what |u| → ∞ means. While this does happen in
various systems, the more common cases is that the runaway process is captured by some
other processes. In the above example, these are the increasing forces required to deform the
sheet that eventually balance the gravitational force. In formal terms, this then again leads
to an overall attractive system. The sheet of paper sketched in Figure 2.18 is an instance of a
system with a subcritical bifurcation, which clearly continues to exist also for µ > 0.
The generic example of a system with a subcritical pitchfork bifurcation that remains
globally attractive is


u̇ = −u [u2 − 1]2 − µ − 1 ,
(2.53)
where the outer square is the stabilization (Figure 2.19). It also demonstrates the hysteresis
associated with this bifurcation.
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Im( )
Figure 2.20.
Transitions {1, 2} ↔ {10 , 20 } of eigenvalues σi of the
Jacobian at some fixpoint of a two-dimensional system
as it develops between stable and unstable states. The
characteristic polynomial is of order two, thus either
has two real-values solutions (blue) or two conjugate
complex ones (red).
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2.4.2
Local Bifurcations in Two Dimensions
Structuring elements for two-dimensional systems are fixpoints and line-like attractors. The
analogous continues for d-dimensional systems with attracting manifolds of dimensions less
than d. In the following, we use simple two-dimensional systems in a Euclidian state space
with Cartesian coordinates and with nullclines that are parallel to the axes.
Stability Transitions
First consider the possible developments of a single fixpoint u0 .
The stability of u0 is determined by the eigenvalues σ1 and σ2 of the system’s Jacobian
matrix a evaluated at u0 . In two dimensions, the characteristic polynomial of a is of order 2,
hence the eigenvalues are either both real, different or not, or they are complex conjugates
(Figure 2.20). As the system develops in response to some changing control parameter, the
eigenvalues will in general move in the complex plane. The most interesting of these moves
are across the imaginary axis, whereupon the fixpoint changes from stable to unstable or vice
versa. Such a change leads to a new topology of the flow. As an illustration, we construct
a minimal system that shows the stability transition for the case of real eigenvalues. We
choose for the Jacobian matrix a at the fixpoint the eigenvalues {σ1 , σ2 } = {µ, −1}, where
µ is the control parameter. Hence, in the corresponding eigenbasis,


µ 0
a=
, with det a = −µ , tr a = µ − 1 .
(2.54)
0 −1
Choosing the fixpoint (u1 , u2 ) = (0, 0) leads to
u̇1 = µu1
u̇2 = −u2 .

(2.55)

Incidentally, this is the skeleton of a two-species population model. To become operational,
it would in addition need some source term for u1 and an interaction term, like for instance
the glycolysis model (2.24).
We stick with the skeleton and focus on the stability transition of the fixpoint (Figure
2.21). Recalling the conditions for linear stability – i.e., det a > 0 and tr a < 0 –, the fixpoint
is apparently stable for µ < 0 and unstable for µ > 0. Furthermore, with σ2 < 0, the system
is always attractive in u2 -direction. Then, with µ passing from negative values through 0
to positive values, the system changes from attractive in u1 -direction through neutral to
repulsive.
The above analysis is a powerful tool to qualitatively understand the flow of a given system
and the associated separation of the state space. It is greatly facilitated by local linear
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Figure 2.21.
Phase diagram for a stability transition with real eigenvalues, corresponding to
the blue dots in Figure 2.20. The blue line represents the nullcline u̇2 = 0 and the red one u̇1 = 0.
For clarity, the starting points of the trajectories for µ = 0 are shifted relative to each other.

approximations that allow to represent the system in the eigenspace of the local Jacobian
matrix, which in turn decomposes the system into a sum of non-interacting processes.
Notice as a caveat, however, that such an approximation is in general restricted to some
neighborhood, which indeed may be very small. Beyond that neighborhood, the linear
approximation may differ qualitatively from the real system.
A stronger impact on a system’s topology than that from a stability shift comes from
the appearance or disappearance of fixpoints. We study this in the following, first for real
eigenvalues and in the next section for complex conjugate eigenvalues.
Bifurcations on a Line Consider a real-valued case and assume for simplicity that the
two eigenvalues are different with Re(σ2 ) < 0. The u2 -direction is thus attractive, which we
again formulate in the simplest possible way as u̇2 = −u2 , hence u2 (t) = u2 (0) exp(−t) with
all trajectories approaching the u1 -axis exponentially in time. This leaves a one-dimensional
subspace for bifurcations, which then follows the classification laid out in Section 2.4.1. Two
of these classes are chosen for illustration.
Saddle Node Bifurcation
Invoking the quadratic development equation (2.48) for u1 and
combining it with the simple attractor for u2 leads to
u̇1 = µ − u21

u̇2 = −u2 ,

(2.56)

√
with the corresponding nullclines u1 = ± µ and u2 = 0 (Figure 2.22). As we found before,
there is no fixpoint for µ < 0, hence all trajectories rapidly diverge towards (u1 , u2 ) =
(−∞, 0). Still, there is one nullcline, for u2 , which separates the state space into two
isolated parts. Notice that this is a special case that is due to the decoupling of the u1 and the u2 -direction. This makes the nullclines viable trajectories, which in turn cannot be
crossed.
At µ = 0, a semi-stable fixpoint appears, attractive for u1 > 0 and repulsive for u1 < 0.
Since u̇2 has no component in u1 -direction, the u1 -nullcline associated with this fixpoint
further separates the state space, which now consists of four isolated parts. Recall that the
fixpoint at µ = 0 is a critical one. Closer scrutiny of the attracted trajectories indeed reveals
that the u1 -axis is approached before the fixpoint is reached. We studied this in greater
detail above, with Figures 2.8–2.9.
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Figure 2.22.
Phase diagram for a saddle node bifurcation, i.e., the formation of a saddle node
at µ = 0 and its subsequent bifurcation for µ > 0. Compare this with Figure 2.12, which shows the
corresponding one-dimensional situation.
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Figure 2.23.
Phase diagram for supercritical pitchfork bifurcation. Compare this with the
upper row of Figure 2.16, which shows the corresponding one-dimensional situation.

Finally, with µ > 0, there are two separate fixpoints, a stable one and an unstable one.
Their related nullclines separate the state space further, now into six domains. Notice how
the approach of the trajectories to the attracting fixpoint differs from the critical case for
µ = 0.
Supercritical Pitchfork Bifurcation
the system

Combining (2.51) for u1 with the attractor for u2 yields
u̇1 = u1 [µ − u21 ]
u̇2 = −u2 ,

(2.57)

which has a fixpoint at (0, 0) that is stable for µ < 0, critical for µ = 0, and unstable for
µ > 0 (Figure 2.23). The different qualities of stability are again manifest in the approach
of the trajectories to the attracting fixpoint in that the angle with the horizontal is zero for
the critical fixpoint and different from zero otherwise. For µ > 0, the fixpoint at (0, 0) turns
unstable and gets flanked by two new stable ones. Notice that while the central fixpoint is
repelling in u1 -direction it is still attractive in u2 -direction.
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2.4.3
Hopf Bifurcation
Complex conjugate eigenvalues have no analogon in one-dimensional systems. The situation
is represented by the red dots in Figure 2.20. Complex conjugated eigenvalues are related
to circulations and lead to so-called Hopf bifurcations. Like the pitchfork bifurcation they
come in two varieties, supercritical (continuous) and subcritical (discontinuous). For both,
the prototype system is a nonlinear circulation where the radius is controlled by one of (2.51)–
(2.53) and the angular velocity is a constant, modified by some function of the radius.
Supercritical Hopf Bifurcation
radius r and angle ϕ as

We construct a nonlinear circulation system described by
ṙ = r[µ − r2 ]

ϕ̇ = ω[1 + βr2 ]

(2.58)

with system parameters µ, the linear amplification factor, ω, the base angular velocity, and
β, which parameterizes the change of the angular velocity with the radius. Apparently,
r = 0 is a fixpoint of such a system. We first study its stability and to this end introduce
Cartesian coordinates u1 = r cos(ϕ) and u2 = r sin(ϕ). For u̇1 this leads to
u̇1 = ṙ cos(ϕ) − r sin(ϕ)ϕ̇ = r cos(ϕ)[µ − r2 ] − r sin(ϕ) ω[1 + βr2 ]
| {z }
| {z }
u1

(2.59)

u2

and in analogy for u̇2 . Retaining the shorthand r2 = u21 + u22 , (2.58) becomes


u̇1 = µ − r2 u1 − ω[1 + βr2 ]u2


u̇2 = −ω[1 + βr2 ]u1 + µ − r2 u2 .

(2.60)

Linearizing this at (u1 , u2 ) = (0, 0) finally yields

u̇1 = µu1 − ωu2

u̇2 = ωu1 + µu2 .

The Jacobian matrix thus is
a=



µ
ω

−ω
µ



(2.61)
(2.62)

with det a = µ2 +ω 2 , tr a = 2µ, and eigenvalues µ±iω. With this, the fixpoint (0, 0) is stable
for µ < 0, critically stable for µ = 0, and unstable for µ > 0. For ω 6= 0, the trajectories are
spiraling into the fixpoint or out of it since then the eigenvalues are complex (see Figure 2.4
on page 44). The direction of the spiral is equal to the sign of ω.
The above linear analysis describes the flow in a neighborhood of the fixpoint. Beyond
it, the solutions are modified by the system’s nonlinearity and indeed become qualitatively
different for µ ≥ 0 (see Exercise 2.9). Some solutions of (2.60) for selected values of µ are
shown in Figure 2.24. The key to their understanding is the radial development equation
(2.58)1 and its fixpoints
√
r = 0 and r = µ ,
(2.63)
where the second solution pertains to µ ≥ 0. For µ < 0, with a single attractive fixpoint, the
phenomenology is qualitatively identical to that of the linear approximation: trajectories
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Figure 2.24.
Phase diagram for supercritical Hopf bifurcation (2.58) in the form (2.60) with
ω = 1 and β = 1. The state (0, 0) is a fixpoint, stable for µ < 0, critical for µ = 0. For µ > 0, (0, 0)
√
is stable and an attractive orbit with radius µ exists (red circle in rightmost frame).

that spiral into the fixpoint in counter-clockwise direction, for positive ω. For µ = 0, the
fixpoint becomes critical and the linear approximation predicts a constant rotation with
angular velocity ω, as is readily seen with (2.61). However, in the nonlinear regime the
trajectories spiral in according to ṙ = −r3 . The nonlinearity vanishes towards the origin,
hence the transition to the practically constant rotation. This is yet another manifestation
of a critical slowdown.
As µ grows beyond 0, the critical fixpoint at r = 0 decays into an unstable one, which
√
remains at r = 0, and a stable one, which moves to r = µ. The latter corresponds to
an attractive circular orbit. Trajectories from the outside continue to spiral in the same
direction, now towards the closed orbit instead of the fixpoint. Trajectories that start
within the closed orbit spiral outwards, repelled by the central fixpoint, and also approach
the attractive orbit.
Subcritical Hopf Bifurcation
As a prototype system with a realistic subcritical Hopf
bifurcation, we choose the corresponding pitchfork bifurcation (2.53) along the radius and
combine it with the angular velocity equation (2.58)2 to obtain
ṙ = r[µ + r2 − αr4 ]

ϕ̇ = ω[1 + βr2 ] .

(2.64)

It has an additional system parameter, α, that sets the range of the stabilizing process (r4 )
relative to that of the destabilizing one (∝ r2 ).
The linear analysis of the supercritical Hopf bifurcation also applies to the subcritical
case. Hence, (u1 , u2 ) = (0, 0) is stable for µ < 0, critical for µ = 0, and unstable for µ > 0,
with the trajectories correspondingly spiraling in or out rotating in the direction given by
the sign of ω.
Trajectories for the full, nonlinear system are shown in Figure 2.25 for some interesting
values of the control parameter µ. As before with the supercritical system, we focus on the
radial equation (2.64)1 to understand the qualitative phenomenology. The fixpoints of this
equation are obtained as solutions of ṙ = 0, which are
p
√
1 ± 1 + 4αµ
√
r = 0 and r =
,
(2.65)
2α
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Figure 2.25.
Phase diagram for subcritical Hopf bifurcation with parameters ω = 1, α = 41 , and
β = 1. The center is a fixpoint, stable for µ < 0 and unstable for µ > 0. The red circles represent
attractive, critical, or repelling limit cycles. The radial equation (2.64)1 for the different values of
µ is shown in the lower right frame. Notice the critical slowdown associated with a critical fixpoint
or limit cycle.

where r ≥ 0 was used. Notice that the fixpoint at r = 0 also leads to a fixpoint in state
space, whereas one at r > 0 leads to a limit cycle that has the same attributes as the fixpoint.
For 4αµ < −1, there is a single attractive fixpoint at (0, 0). At 4αµ = −1, a critical fixpoint
1
appears at r = [2α]− 2 , “out of the blue”, and gives rise to a closed orbit that is attracting for
its exterior and repelling for its interior. The most complicated regime of this system occurs
for −1 < 4αµ < 0, where two fixpoints exist, besides the stable one at r = 0. This leads to
a situation with an attractor at the center, followed by a circular repellor with r1 > 0 and a
circular attractor with r2 > r1 . As αµ → 0, the two limit cycles move symmetrically apart
until, at αµ = 0, the unstable cycle collides with the stable fixpoint at the center, thereby
creating a critical fixpoint. Finally, for 4αµ > 0, there just remains the unstable fixpoint at
the center and the attractive limit cycle whose radius for 4αµ  1 becomes approximately
1
[µ/α] 4 .

2.4.4
Homoclinic Bifurcations
So far we studied the appearance, collision, and disappearance of fixpoints on the one hand
and the appearance and disappearance of limit cycles on the other. They are called local
bifurcations because they can be studied by a linear stability analysis at a point, the fixpoint
or the origin of the limit cycle. The more complicated subcritical Hopf bifurcation chosen
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Phase diagram for system
(2.66), which shows a homoclinic
bifurcation for µ ≈ −0.8645. The
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with (2.64) is already beyond this class, although its simpler sibling, for which (2.64)1 is
replaced by ṙ = r[µ + r2 ], still is a local bifurcation.
More complicated situations, most prominently the collision of limit cycles with fixpoints
or with other limit cycles lead to global bifurcations. While there are several classes of
simple global bifurcations, we just look at one of them, the collision of a limit cycle with a
hyperbolic fixpoint, which destroys the limit cycle. Following Strogatz [1994], we consider
the system
u̇1 = µu1 + u2 − u22 + u1 u2

u̇2 = u1

(2.66)

with the single control parameter µ (Figure 2.26). Fixpoints are u0 = (0, 0) and u1 = (0, 1),
and the Jacobian matrix is


µ + u2 1 − 2u2 + u1
a=
.
(2.67)
1
0
Evaluating it at the fixpoints, calculating determinants and traces, and recalling the stability
conditions, reveals that u0 is always unstable and u1 is stable for µ < −1. The eigenvalues
at the two fixpoints are
i
i
p
p
1h
1h
(2.68)
σ0± = µ ± µ2 + 4 and σ1± = µ + 1 ± [µ2 + 1]2 − 4 .
2
2

Recall that Re(σ) determines the stability of the fixpoint in the direction of the corresponding
eigenvector, denote them as e± . With this recognize that u0 corresponds to a saddle-point
that is attractive in the direction of e0− and repulsive in the direction of e0+ . The nature of
fixpoint u1 is more variable. It is repulsive for −1 < µ < 1.47797 and hyperbolic otherwise,
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i.e., the two eigenvalues have different signs, oscillatory for −1 < µ < 1 and monotonic
otherwise.
With the above, we consider the development of the system as µ increases from large
negative values. It starts out with the saddle node u0 , which remains unchanged throughout,
and the stable fixpoint u1 . At µ = −1, the fixpoint u1 becomes critical and decays by a
supercritical Hopf bifurcation as µ is increased, leaving behind an unstable fixpoint. The
radius of the attractor at first grows proportional to µ + 1. The original circular orbit gets
deformed as it nears the saddle node at u0 . At µ ≈ −0.8645, the attractor touches u0 , which
leads to a so-called homoclinic orbit. This is a limit cycle that starts out from a saddle node
and connects back to it. Finally, with µ just growing marginally larger, and with it also the
radius, the limit cycle vanishes.

Exercises
2.1 Oscillation in One-Dimensional First-Order System
The autonomous dynamical system u̇ = f (u) with u ∈ Ω ⊂ R cannot show oscillations. Explain.
2.2 Pedestrian’s Solution of ODE System
Implement the explicit Euler scheme described in Appendix A.1.1 and demonstrate it by calculating
trajectories for the system
∂t u1 = u2 − [1.8u1 ]2 exp(−u1 )
∂t u2 = [0.7 + 0.5u1 ]−2 − u2

in the domain {u1 , u2 } ∈ [0, 2] × [0, 2]. Let the trajectories start on the boundary of the domain.
The key parameter in this scheme is the step-size ∆t, which controls stability and accuracy of the
solution and the required computational effort. Explore its influence on u(t).
If you use a high-level tool, do not employ its built-in ODE solver.
2.3 Glycolysis Model
Using an ODE-solver of your high-level tool or the Runge-Kutta Cash-Karp algorithm given in
Appendix A.1.2, implement the numerical solution of the glycolysis model (2.22) with system
parameters α and β, and explore its flow by plotting an appropriate set of parametric curves
(u1 (t), u2 (t)). In addition, plot some typical time series, u1 (t) and u2 (t).
Hint: This model is comprehensively discussed in the text. The aim of this exercise is to get better
acquainted with your tools of choice.
2.4 Saddle Node Bifurcation
Study the system described by (2.48) and illustrated in Figures 2.12–2.13.
1. Choose some interesting values of µ (< 0, 0, > 0) and initial states u(0) and, before running
a numerical solver, qualitatively draw the corresponding trajectories.
2. Verify your drawings by calculating the trajectories numerically.
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2.5 Supercritical Pitchfork Bifurcation
For the system (2.57) with µ = −1, consider the trajectory that starts at (u1 , u2 ) = (1, 1) and
calculate its slope as it approaches the fixpoint. The situation is represented in Figure 2.23.
2.6 Globally Stable Subcritical Pitchfork Bifurcation
Study the system u̇ = f (u; µ) as defined by (2.53) and illustrated in Figure 2.19.
1. Determine the fixpoints u0 of this system and their stability, both as functions of the system
parameter µ.
n
o
p
√
Hint: Use Mathematica or similar to find u0 ∈ 0, ± 1 ± 1 + µ . If you have no access
to such a tool, use the result as given here.

2. Choose some interesting values of µ and initial states u(0) and, before running a numerical
solver, qualitatively draw the corresponding trajectories.
3. Verify your drawings by calculating the trajectories numerically.
2.7 Globally Stable Subcritical Pitchfork Bifurcation – Perturbation I
Continue with system (2.53) and assume that u̇ = f (u; µ) is perturbed and becomes
u̇ = f (u; µ) + α sin(ωt)

with additional parameters α and ω. Notice that this turns the system non-autonomous. While it
could easily be formulated as a two-dimensional autonomous system, our intuition and all numerical
ODE solvers can handle also the non-autonomous formulation. Hence, we here go with it.
1. Choose some interesting values of µ, choose the perturbation {α, ω}, and for some initial
states u(0) qualitatively draw the corresponding trajectories, again before running a numerical
solver.
2. Verify your drawings by calculating the trajectories numerically.
2.8 Globally Stable Subcritical Pitchfork Bifurcation – Perturbation II
Continue with system (2.53) and Exercise 2.7, assume that u̇ = f (u; µ) is perturbed and now
becomes
u̇ = f (u; µ[1 + α sin(ωt)]) .
1. Choose some interesting values of µ, choose the perturbation {α, ω}, and for some initial
states u(0) qualitatively draw the corresponding trajectories, again before running a numerical
solver.
2. Verify your drawings by calculating the trajectories numerically.
2.9 Linearized Supercritical Hopf Bifurcation
We studied the stability of the fixpoint (0, 0) in the prototypical model for a supercritical Hopf
bifurcation by looking at the linearized system (2.61). Calculate the trajectories of this system and
compare them to those in the full nonlinear system as shown in Figure 2.24.
2.10 Out of the Blue – Subcritical Hopf Bifurcation
For the system described by (2.64), a critical limit cycle appears at 4αµ = −1 “out of the blue”. Is
this really true, i.e., are there no signs of the imminent appearance of such a cycle as 4αµ → −1
from below? [This question may be addressed conceptually, by considering (2.64)1 in that limit, or
by brute force simulation.]

Part II

Chaos

for ever the nere men touchen the trewth,
more war men behoveth to be of errour
The Cloud of the Unknowing [Anonymous 1390]

3
Discrete Chaotic Systems

Discrete dynamical systems are discrete in time but not necessarily in state space. These
are convenient models for situations that develop in finite steps, which typically result from
external or internal synchronization. And discrete is different. Already very simple onedimensional such systems can give rise to a highly irregular, eventually chaotic dynamics.
This was popularized by May [1974, 1976], which makes him a founder of the concept of
deterministic chaos, together with Lorenz [1963] who previously discovered the same for
continuous systems.
One-dimensional chaotic systems might appear to be at odds with the Poincaré-Bendixon
theorem. Realizing that trajectories in a discrete system are not continuous but sequences of
isolated states resolves the issue, however. Crossing of trajectories – the basis of the PoincaréBendixon theorem – is then no longer an issue since there need not be an intersection, a
common state, to allow crossing. However, it remains true also for discrete systems that
under deterministic, Lipschitz-continuous development, no two states must be identical, lest
the two trajectories are identical.
Discrete dynamical systems are not just some low-resolution representations of their
continuous kins. They are qualitatively different exactly because there is no continuity
in time. As an example, consider a single species with the simple continuous growth
model (2.13). In such a system, control on population growth is exercised instantaneously.
Hence, the system’s growth adjusts continuously to the current population density and
availability of resources, which leads to the smooth development illustrated in Figure 2.2.
This is no longer the case in systems with a discrete development. In such a case the
probability for becoming pregnant depends on the availability of resources during the short
mating phase. The later offspring may then exceed the environment’s carrying capacity, for
instance after a very cold summer for animals that breed in spring and give birth in autumn.
This can lead to possibly wild excursions, even to the point where a population collapses and
vanishes due to minor external interferences. This general situation, and the consequence of
a delayed response, was already understood and formulated by Hutchinson [1948], although
she did not formulate it in the mathematical rigor that came with May [1974].
Examples of synchronized environmental systems include forests whose growth is controlled externally by the seasons and predator-prey populations that develop self-organized
oscillations. A mechanism for internal oscillations was first proposed by Lotka [1920] in
his studies of two-species chemical reaction systems. It was soon applied also to biological
species and ecologists readily understood that oscillatory systems are in greater danger
of going extinct than stable ones [Hutchinson 1948]. A fascinating instance of internal
synchronization are cicada with their 13- and 17-year cycles. These prime-numbered cycles
are thought to prevent specific predators to develop in sufficient numbers to threaten the
cicada population [Sota et al. 2013; Berlocher 2013].
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Systems with a discrete effective dynamics indeed arise in many fields also beyond biological populations. In a technical context, these include distributed computer systems with
comparatively slow communication links or continent-scale power grids. In the economic
realm these are stock markets, which open between 8 and 10 local time every workday,
periodic investments in industrial infrastructure, or the delayed transfer of knowledge from
fundamental research into products. All these examples are further complicated by the
competitive environments they operate in. Finally, we may think of the development of
awareness for different public issues, which are threshold systems, and the various legislative
and political processes, all with their inherent delay times and all driven by developments
with their own characteristic times.

3.1
Iterated Functions
The development of a discrete dynamical system is described by the map
ui+1 = f (ui ) ,

(3.1)

where f is a Lipschitz-continuous function that maps the state space onto itself (Section
2.2.3). It is sometimes called the generator or generating function of the system.
Discrete dynamical systems are studied in the context of iterated functions. Indeed, the
discrete trajectory, which we call a sequence, is obtained by iterating f starting from the
initial state u0 ,
un = f (un−1 ) = f (f (un−2 )) = · · · = f (. . . (f (u0 ))) =: f n (u0 ) ,
{z
}
|

(3.2)

n iterations

where f n is introduced as shorthand for n iterations of function f (n is not a power). Timereversal for a discrete system corresponds to replacing f by its inverse f −1 , and by then
iterating this new function. The discrete trajectory then is the sequence of ordered states
{un : n ∈ N}.
Notice that for a discrete system, there is by definition no continuous path between ui and
ui+1 . The continuity of f just ascertains that a set Si is mapped continuously into set Si+1
in the sense that for sufficiently localized sets, the neighborhood relations are maintained.
For continuous systems, in contrast, such sets need not be localized because the time can
be shortened correspondingly.

3.1.1
Graphical Iteration
Calculating the trajectory of a discrete dynamical system through iteration (3.1) is very fast.
This is particularly intuitive for a one-dimensional system. It allows a graphical construction,
called a cobweb, that gives direct insight into the development of the trajectory.
To construct the cobweb, draw the function f (ui ) for the range Ω of permissible values,
notice that f (ui ) equals ui+1 , and also draw the diagonal line ui = ui+1 (Figure 3.1).
The intersections of f (u) with the diagonal are the system’s fixpoints. Next consider the
iteration. Start on the ui -axis, with ui = u0 , and move vertically up to the intersection
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ui+1

1.0

µ = 0.7

µ = 0.78

µ = 0.99

stable fix point

stable limit cycle

chaotic

0.5

0
0

ui

1.0

0

1.0

ui

0

ui

1.0

Figure 3.1.
Graphical iteration of one-dimensional function f (u) = µ sin(πu) (red) with different
values of control parameter µ. The initial value u0 = 0.9 is iterated 60 times (blue) with the last
cycle highlighted (yellow).

with f (ui ), thus gaining ui+1 . From this point move horizontally to the intersection with
the diagonal, thus transferring ui+1 → ui . This is the starting point for the next iteration
step, hence again move vertically to the next intersection with f (ui ).

3.1.2
Fixpoints, Linear Stability, and Periodic Points
A fixpoint u0 of (3.1) is defined in analogy to continuous systems as
f (u0 ) = u0

(3.3)

and also its linear stability is assessed in analogy. Specifically, let u0 + ε be a nearby state
and let f be analytic near u0 such that
f (u0 + ε) = f (u0 ) + aε + O(2 ) ,

with

aij =

∂fi
∂uj

u0

,

(3.4)

where a is the Jacobian matrix of f evaluated at u0 and O(2 ) is shorthand for higher order
terms. Next, with (3.3) and neglecting the higher order terms, iteration yields
f n (u0 + ε) = u0 + an ε ,

(3.5)

where an is the nth power of the matrix a. Hence, the fixpoint u0 is linearly stable if |σk | < 1
for all eigenvalues σk of a and it is linearly unstable if |σk | > 1 for any of them. Indeed,
representing a in its eigenspace leads to a diagonal matrix with entries σk , the corresponding
eigenvalues, and an ε vanishes as n → ∞ if |σk | < 1, ∀k.
Notice the difference to continuous systems, where linear stability requires Re(σk ) < 0.
This is understood readily by recalling the first order approximation ui+1 = ui + ∆t f (ui )
for the continuous system and comparing with ui+1 = f (ui ) for the discrete system.
A periodic point with period p ∈ N+ , a p-periodic point, is defined by
f p (up ) = up ,

(3.6)

with the premiss that up 6= f q (up ) for any q < p. A fixpoint is a 1-periodic point. Conversely,
a p-periodic point is a fixpoint of the function f p . With this, the stability of a periodic point
is assessed in analogy to that of a fixpoint by replacing f in (3.3)–(3.5) by f p . Incidentally,
a periodic point is the discrete analogon of a limit cycle in a continuous system.
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Example: Linear Stability of Iterated Sine-Function
Let f (u) = µ sin(πu) as illustrated in
Figure 3.1. There is always at least one fixpoint, u∗0 = 0. The Jacobi matrix a = ∂u f (u) at u∗0 is
a = πµ. The fixpoint is stable if |a| < 1, hence |µ| < π1 . With µ growing larger, a second fixpoint
u∗1 occurs through a transcritical bifurcation, with u∗0 turning unstable and u∗1 becoming stable.
Increasing µ beyond about 0.7198 also turns u∗1 unstable, hence both fixpoints are now repelling
and a stable period 2 limit cycle forms around u∗1 . As µ increases still further, the trajectory
proceeds through a sequence of period doublings eventually into the chaotic regime. Notice that
(i) some of these states are shown in Figure 3.1, or can be reproduced easily by hand-drawing,
and that (ii) the exact values of the transitions cannot be obtained because the corresponding
equations, most importantly (3.3) have no analytic solution yet.

3.2
Logistic Map
The sine function used above is hard to handle analytically. We thus choose for the following
a more benign system. As it will turn out, this is no restriction as our findings will be
universal for a large class of functions.
We return to the dynamics of a single species population in a limiting environment. For
the continuous case, i.e., with the species breeding continuously, this leads to the development equation (2.13), which has the smooth analytic solution (2.14) shown in Figure 2.2 on
page 38. How can we gain from this a formulation for the discrete development that is of
interest here? As a first approach we do a finite differences approximation and choose the
time step equal to 1 – the unit defined by the discretization of the process –, which leads to
ni+1 = ni + µni [1 − ni ].
May [1974] studied this formulation and noticed that, in contrast to the analytic solution
(2.14) of the continuous equation, the approximation exhibits a much richer spectrum of
solutions, ranging from a stable equilibrium point through a succession of 2n -periodic cycles
to chaotic behavior. For large values of µ, this model did have the disadvantage to diverge,
however, which cannot happen in a limited environment. The reason for this is that for
large values of µ, successive increments µni [1 − ni ] approach uncorrelated random variates
and the central limit theorem ascertains that their sum, ni+1 , grows without bounds. This
demonstrates that such a simple replacement of a differential equation with an iteration
rule can lead to qualitatively wrong results. Incidentally, the above rule yields useful results
for small values of µ and indeed is an exercise in numerical analysis. This is understood
from the equality µdisc = ∆tµcont for the values of the parameters in the discrete and in
the continuous case, respectively, and from the requirement ∆t → 0 for finite differences to
approximate a derivative.
To get rid of the divergence, May [1976] only considered the increments. These do
not diverge but still retain the system’s key features. This leads to the logistic difference
equation
ui+1 = µui [1 − ui ] , µ ∈ [0, 4] ,
(3.7)
which is also called the logistic map and is a member of the family of quadratic maps. The
limit for µ results from the requirement u ∈ [0, 1], which is where (3.7) has an interesting
dynamics. Outside of this interval, u diverges towards −∞ except for a Cantor dust, a set
of isolated points.
In the original context, the logistic map describes the development of a population with
non-overlapping breeding cycles. As we will find, this system has a sustainable carrying
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Figure 3.2.
Sequences of the logistic
map for different values
of the parameters µ.
Initial states for u0 are
0.9 (red) and 0.5 (blue),
except for µ = 3.96,
where u0 is 0.9 (red),
0.9 + 10−8 (blue), and
0.9 + 10−10 (yellow) to
highlight the sensitive
dependence on initial
conditions. Notice how
blue separates earlier
than red and yellow.
Lines between points
guide the eye and have
no further meaning in
this discrete system.

capacity of 23 , which it can overshoot up to its upper limit 1, however. As such it is a realistic
but still simplistic model for real single-species populations with discrete dynamics.
The logistic map is arguably the most simple model for studying a range of nonlinear
systems with the state variable u representing actual position, velocity, or system size like a
population or the price of some stock or product. Correspondingly, the control parameter µ
then represents an inverse relaxation rate or a growth rate. For instance, Frisch [1995,
Section 3.2] interprets u as velocity and proposes (3.7) as the most simple toy model for the
Navier-Stokes equation, with µ taking the role of the Reynolds number.

3.2.1
Attractor and Bifurcation Diagram
The logistic map can produce many of the phenomena found in chaotic systems, including
stable, periodic, and chaotic sequences (Figure 3.2). For an overview we look at the map’s
set of attractors for different values of the system parameter µ. For short, we refer to it as the
map’s attractor. It corresponds to the stable parts of the bifurcation diagram, sometimes
also called an orbit diagram, that was introduced in Section 2.4.1. There, the focus was
also on one-dimensional one-parameter systems, albeit on continuous ones. The bifurcation
diagram for the logistic map is quite a bit more complicated, however. It exhibits three
different regimes (Figure 3.3) – stationary (fixpoints), periodic (limit cycles), and chaotic –,
which we study in more detail in the following sections. Incidentally, recall that fixpoints
are the only attractors for a one-dimensional continuous dynamical system that is Lipschitz
continuous.
Operational Comments
We map the attractor by starting with some state within the
basin of attraction, let it descend to the attractor, and, once it is deemed to be sufficiently
near, record its further development as it traces the attractor. This is called shadowing because the attractor is never reached albeit arbitrarily closely followed. While this procedure
appears straightforward, there are a few operational stumbling blocks.
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Figure 3.3.
Empirical attractor u(µ) of the logistic map (3.7),
which also corresponds to the stable part of the map’s
bifurcation diagram. The line at µ∞
1 = 3.56995 marks
the end of the first period-doubling cascade and the
transition to the chaotic regime. To generate this
figure, for each value of µ the state is initialized,
here at u = 0.1, and f (u) is iterated 4’000 times to
approach the attractor. The subsequent 400 iterates,
which now illuminate the attractor, are marked with
a dot.

µ∞
1

µ
4

Basin of Attraction The basin’s extent is in general far from obvious. Actually, many
systems contain more than one attractor and their respective basins may be intricately
intertwined. A common way to resolve this is to start the system at different locations in
state space and to observe if they descend to the same attractor. For the logistic map the
situation is rather easy, though. The graphical solution using the cobweb already reveals
that there is just one attractor, at least for the non-chaotic parts of the parameter space.
Its basin of attraction is u ∈]0, 1], i.e., the full state space except for u = 0.

Convergence Determining the convergence of a state on its attractor is an easy task if it is
just a fixpoint. Linear stability analysis then ascertains that the final phase of the approach
is exponential, as long as the fixpoint is not a critical one. The situation becomes more
difficult with extended attractors on which the state continues to develop. An empirical
solution is to allow for a very long time for the descent to the attractor, knowing that
nothing can go wrong if the system has already been closely tracing the attractor for some
time before we start recording. We only lose computing time, which is not critical for the
type of simple systems we consider here. Still, we need to be on the alert for signals that
hint at remaining transients. A typical example are smeared out features that are produced
by the critical slowdown along center manifolds.

3.2.2
Stationary Regime
The iterated function of the logistic map (3.7) is
f (u) = µu[1 − u],

Solving f (u) = u yields the two fixpoints
u∗0 = 0

µ ∈ [0, 4] .

and u∗1 = 1 −

1
.
µ

(3.8)

(3.9)

To determine the linear stability, we first calculate the single element of the Jacobian matrix,
∂u f (u) = µ[1−2u], which also is the eigenvalue σ. Evaluating it at the fixpoints and recalling
the stability criterion, |σ| < 1, reveals that u∗0 is stable for µ ∈ [0, 1[, u∗1 is stable for µ ∈]1, 3[,
and there are no stable fixpoint for µ ∈ [3, 4].
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Figure 3.4.
Function (3.8) for logistic map (black) and its second iterate (red). Fixpoints are
stable (full), unstable (open), or critical (crossed) and correspond to period-2 orbits with the same
attributes. The transition at µ = 3 is a supercritical pitchfork bifurcation. Notice that the center
fixpoint of f 2 (u) also belongs to the first iterate f (u). The sequence for the stable period-2 orbit is
indicated by the thin blue line in the rightmost frame.

The bifurcation at µ = 1 is transcritical (Figure 2.14 on page 55) with u∗0 and u∗1 exchanging their roles as attractor and repellor. Specifically, all initial states decay exponentially
fast to u∗0 = 0 for µ < 1 and to u∗1 = 1 − µ1 < 32 for µ ∈]1, 3[. For µ = 1, they still decay
to 0, but much slower because the fixpoint is critical.

3.2.3
Periodic Regime
At µ = 3, the fixpoint u∗1 loses its stability as a = ∂u f (u)|u∗1 ↓ −1 and grows more negative
as µ increases further. Hence, there are no stable fixpoints. However, the map is bounded,
u ∈ [0, 1], and the state has to oscillate somehow. We thus look for stable periodic points of
increasing order.
Period-2 Orbit The second iterate f 2 (u) – recall this as shorthand for f (f (u)), not for
[f (u)]2 – is obtained from (3.8) as (Figure 3.4)


f 2 (u) = µ2 u[1 − u] 1 − µu[1 − u] .
(3.10)

Its fixpoints satisfy u = f 2 (u), which leads to a fourth order equation that produces four
fixpoints: u∗0 = 0 and u∗1 = 1 − µ1 – the origin and the “middle prong of the pitchfork” as
before, now both unstable – and two new ones,
p

1 
u 2± =
1 + µ ± [µ − 3][1 + µ] , µ > 3 .
(3.11)
2µ

The stability of u2± is determined in the same way as for regular fixpoints. After all, they
are regular fixpoints of the function f 2 (u). Hence, we calculate the derivative of (3.10) and
evaluate it at the periodic points u2± to find

= 4 + µ[2 − µ] .
(3.12)
σ = ∂u f f (u)
u2±

Notice that this value is the same for both points, hence they are both either stable, critical,
or unstable. The magnitude of (3.12) is less than 1 for
√
3 < µ < 1 + 6 ≈ 3.4495 .
(3.13)
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Figure 3.5.
Fourth iterate of (3.8) (red) together with the corresponding second and first
iterates (black). The fixpoints for the first and second iterate are again indicated together with
their stability. At µ = 3.4495 the ones of the second iterate turn critical and the four fixpoints of
the fourth iterate proper emerge and become stable. They are not highlighted to allow to recognize
their quantitative difference – look at their distance from their origin –, which is also manifest in
Figure 3.9. Notice that fixpoints of lower 2n -order also belong to the corresponding higher orders.

In this interval the fixpoints u2± of f 2 (u) are stable and with them also the associated period2 orbit. Notice that fixpoint u∗1 loses its stability, for both f and f 2 , at
 the pointwhere
u2± gain theirs. This is readily understood from the derivative du f f (u) = f 0 f (u) f 0 (u),
where f 0 (u) = du f (u). Evaluating this at a fixpoint u∗ = f (u∗ ) yields

2
du f 2 (u) u∗ = f 0 (u∗ ) .
(3.14)

Hence, as µ ↑ 3, f 0 (u∗1 ) ↓ −1 and du f 2 (u) u∗ ↑ +1, and they both lose their stability.
1
Concomitantly, u2± gain stability and emerge as µ grows larger than 3.
Now focus on the stability of u2± . The slope of f 2 at these fixpoints decreases from +1
√
to −1 as µ increases from 3 to 1 + 6. There, they both become unstable and decay in
a supercritical pitchfork bifurcation in complete analogy to u∗1 before. Each of them thus
gives rise to two new fixpoints, hence to a period-4 orbit (Figure 3.5). Notice that the first
iterate of f 2 is f 4 , not f 3 .

Stability of Periodic Points
We found with (3.12) that the slope of f 2 is the same for
both members of the emerging period-2 orbit. This indeed is a general property of periodic
fixpoints. To recognize this, consider the derivative of f p ,


∂u f p (u) = ∂u f f p−1 (u) = f 0 f p−1 (u) ∂u f p−1 (u)




= f 0 f p−1 (u) f 0 f p−2 (u) · · · f 0 f 2 (u) f 0 f 1 (u) f 0 (u) ,
(3.15)

where again f 0 (u) = du f (u). Now let u∗ be a p-periodic point and let u∗k = f k (u∗ ), k < p,
be the k iterate of this point. With this, (3.15) becomes
∂u f p (u)

u∗
1

= f 0 (u∗p−1 )f 0 (u∗p−2 ) · · · f 0 (u∗1 )f 0 (u∗ ) .

(3.16)

Thus, choosing any of the members of the set {u∗ , u∗1 , u∗2 , . . . , u∗p−1 } of periodic points to
which u∗ belongs, leads to a permutation of the terms, hence to the same value for the
derivative. With this, all periodic points loose their stability at the same point. Applying
(3.14) to f p furthermore demonstrates that as all the p-periodic points lose their stability,
the 2p-periodic points gain it.
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Figure 3.6.
Renormalization step for logistic map with µ = 3.4. Left: The joint fixpoint of f
and f 2 is u+ . Its adjoint point, actually its precursor, is u− . Right: u+ and u− define a square
that is rescaled to the unit square to recover a similar situation as for f . The red curve, which is
the rescaled part of f 2 from the left frame, is now referred to as the renormalized function f , Rf ,
defined by (3.18). Notice that in general Rf (u) 6= f (u) even though their character is the same.
Iterating the renormalization procedure unfolds the period-doubling cascade as it moves to ever
higher orders f 2n while zooming into the fixpoints ever more closely.

Period-Doubling Cascade Steps (3.10)–(3.13) could now be repeated for the period-4
orbit. Besides being a rather dull exercise, the practical obstacle is that the associated polynomial is of order 16, well beyond analytical capabilities. Instead, we follow Devaney [2003]
and directly look at the relation between fixpoints of f n and its first iterate f 2n .
We start out with the non-zero fixpoint u+ of f (u) and notice that if the slope of f at
u+ is negative then there is an adjoint point x− < x+ (Figure 3.6). This actually is the
precursor of u+ since u+ = f (u− ). By construction, the two points u+ and u− define a
square that contains the relevant part of f 2 in the qualitatively same way as the unit square
contains f . To take advantage of this, we define a renormalization operator that maps the
u+ u− -square to the unit square. As a first step, let g(u) be the scaling function that scales
and flips the interval [u− , u+ ] to [1, 0] and g −1 (u) its inverse, i.e.,
g(u) =

u+ − u
u+ − u−

and g −1 (u) = u+ − [u+ − u− ]u .

With this we define the renormalization operator as


R : Rf (u) := g f 2 g −1 (u) .

(3.17)

(3.18)

The renormalization procedure apparently can be iterated as long as there is a fixpoint u+
at which the slope of f is negative. Whether f is the original function (3.7) or some iteratively
renormalized version of it is immaterial. Since every fixpoint u+ of f that becomes unstable
decays into two fixpoints of f 2 , we recognize how a period-doubling cascade unfolds as the
system parameter grows beyond µ = 3 and pushes the instability to ever higher orders,
eventually to infinity.
Sequences for the first few steps of the period-doubling cascade are shown in Figure 3.7.
It illustrates that upon a step in the cascade, which occurs at rapidly decreasing increments
of µ, each level splits into two, with correspondingly decreasing separation distances. For
instance, the topmost “line” for the 24 -period (µ = 3.5655) actually consists of 4 just barely
separated levels. We further recognize that the sequence is indeed period-2n and does not,
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Figure 3.8.
Bifurcation diagram of logistic
map in interval 3 < µ < µ∞
1
(left) and crop of the red
rectangle (right), together with
quantities used for defining the
Feigenbaum constants. This is
an excerpt from Figure 3.3.
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Sequences {ui } on the
attractor of the logistic
map for the first few steps
of the period-doubling
cascade. Lines that
connect the states just
guide the eye through the
sequence, horizontal lines
mark the corresponding
values of u. Some levels
are hardly discernible
already for the 24 -period.
The states are shown after
an initial relaxation for
400 iterations.
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for instance, decay into two interlocked 2n−1 -sequences. (See Exercise 3.3 for an example
where such a decomposition occurs.)
The full cascade in the interval 3 < µ < µ∞
1 is shown in Figure 3.8. In addition to the
rapidly decreasing size of the branches in the cascade also notice that their shape changes
as they get compressed more in µ- than in u-direction.
Generalization So far, we only studied the logistic map. Looking at the figures and
arguments, there is nothing that depends on details of this map, however. Indeed, the
results are much more general. Metropolis et al. [1973] showed that almost all unimodal
maps with f (0) = f (1) = 0 lead to the same phenomenology of a period-doubling cascade.
This is true also for just piecewise-linear functions f and even if they have a flat top.
What is more astonishing, the sequence of how this cascade is traversed by a system is
the same for all these functions. Metropolis et al. [1973] in particular looked at solutions
of f p (umax ; µ) = umax , hence asked for values of µ that lead to a p-periodic point at the
maximum umax of the function f . Below, we will recognize the associated sequences as
supercycles. Such sequences can be characterized by patterns RLR2 , RL2 R, RL3 ,. . . with L
for smaller than umax and R for larger than umax . Metropolis et al. [1973] found that these
patterns, they call them U-sequences, are the same for the large class of functions mentioned
above.
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On a related route, we notice with Figure 3.6 that with each renormalization step, the
scale decreases and we zoom deeper into the function as with a microscope. To quantify this,
Feigenbaum [1978] used two quantities, µi at bifurcation i and di , the distance of the two
bifurcation-branches as one of them intersects umax , which for the logistic map is 12 (right
frame of Figure 3.8). He then defined the ratios
µi − µi−1
i→∞ µi+1 − µi

δ := lim

and

di
,
i→∞ di+1

α = − lim

(3.19)

where the minus sign signals that the branches flip with each step. He showed that asymptotically, successive steps indeed scale identically with δ = 4.6692016091029 and α =
−2.5029078750957. This corroborates that the successive deformations of the pitchfork
branches are asymmetric, which we already noticed empirically with Figure 3.8.
The values for δ and α are found to be the same for a large class of functions. With the
same sequence of states and the same scaling. The period-doubling cascade, which is one of
the routes to chaos, is thus a universal property for a large class of systems. Functions that
show this same behavior are said to belong to the same universality class. Feigenbaum [1983]
provides a most readable “semipopular account of the universal scaling theory”.
Incidentally, while the period-doubling cascade and its termination in µ∞
1 is universal for
a large class of functions, the value of µ∞
1 is not. This is an analogy to the critical point in
thermodynamics, whose characteristics are the same for large classes of substances while its
location in thermodynamic state space is not.

3.2.4
Chaotic Regime
The period-doubling cascade of supercritical pitchfork bifurcations converges rapidly to
µ∞
1 ≈ 3.56995. This is due to the large value of δ for the µ-scaling. Concomitantly,
the number of periodic points diverges such that upon convergence, period-2n points of
all orders n exist. As we know from their construction (Figure 3.4), for any fixed order n,
half of its fixpoints are unstable because the period-2n points lose their stability with the
emergence of those with period 2n+1 .
n
Increasing µ beyond µ∞
points unstable, hence they all become
1 turns all period-2
repelling. This changes the attractor qualitatively (Figure 3.9) and motivates to call µ∞
1
the onset of the chaotic regime. For small exceedances, the attractor’ appearance is not
∞
much different on both sides of µ∞
1 . The set {ui } of observed states for µ1 ± ε is similar
for small ε. What changes is the periodicity. Figure 3.10 illustrates how sequences that are
perfectly periodic for µ < µ∞
1 turn irregular in the chaotic regime. This is indicative of a
much deeper change, as we will find in the following.
Two Types of Attractors As a preliminary, we recall our earlier definitions that (i) an
attractor is the attracting set of states of a specific system, which in turn is determined
by its system parameters, here the value of µ, and (ii) a bifurcation diagram is the set of
attractors Aµ obtained by varying the system parameters. For instance, Figure 3.9 is a
representation of the bifurcation diagram with attractor Aµ represented by a slice at µ. We
call it empirical because it is obtained by shadowing, i.e., by following a regular state that
is attracted by and is sufficiently near to Aµ .
For µ < µ∞
1 , an attractor Aµ of the logistic map is a regular object that is attractive for
0 < u < 1. It consists of the stable 2n(µ) -periodic points, where the dependence of n on µ is
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Figure 3.9.
Empirical bifurcation diagram of logistic map in periodic and chaotic regime. The
tiny black rectangle in the left frame is enlarged in the right frame. Colors represent density of
states, hence strength of the attractor, from red (high) through the rainbow to violet (low) with
linear scaling. The dashed curve in the right frame represents an unstable orbit. Its collision with
the system’s attractor causes the blow-up of the chaotic regime because the unstable orbit “opens
an exit path for the bound orbits”. The rectangle in the right frame is enlarged in Figure 3.15.

written for emphasis. Any initial state 0 < u < 1 will relax to Aµ and eventually traverse
the finite number of 2n(µ) states in the ever same sequence. The density is thus the same
for all states, namely 2−n(µ) .
For µ > µ∞
1 , the bifurcation diagram exhibits a few remarkable features. Specifically, it
consists of largely continuous domains that appear to be traversed by smooth lines. These
domains are separated by “windows” that contain just a discrete set of states. This indicates
that the attractors in the chaotic regime come in two types, (i) discrete sets Adµ as before
and (ii) apparently continuous sets Acµ in which the density of states, i.e., the strength of
the attractor, varies continuously and in addition jumps at some states.
Strange Attractors
Ruelle and Takens [1971] coined the term strange attractor for the
continuous sets Acµ . Such an object consists of periodic points that are all unstable. More
formally, a strange attractor is the closure of a countably infinite set of unstable periodic
sequences [Ruelle 1980; Eckmann and Ruelle 1985]. It operates such that far-away states are
attracted and follow Acµ ever more closely while being tossed around between the unstable
periodic points, thereby exploring the object. Indeed, one can show that the sequence {ui }
visits every state in Acµ arbitrarily closely, with the return time inversely proportional to the
density of Acµ [Li and Yorke 1975]. Below, we will explore the shape and inner structure of
such strange attractors by means of so-called supertracks.
Periodic Windows Also the discrete attractors Adµ in the chaotic regime hold some surprises as is illustrated in Figure 3.9. The windows to which they belong apparently contain
complete yet smaller copies of the period-doubling cascade and of the ensuing chaotic regime
(right frame). Matryoshka-like, these again contain windows with yet smaller complete
copies, with windows, and so on ad infinitum. This is another manifestation of the system’s
self-similarity that already allowed the renormalization employed above to understand the
period-doubling cascade.
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Figure 3.10.
Sequences {ui } of the logistic
map for different regimes:
period-2n (upper), chaotic,
just a bit beyond the transition
at µ∞
1 = 3.56995 (middle), and
“deep chaotic” (lower). The
upper two frames illustrate that
the transition from periodic to
chaotic has a marginal effect on
the values of ui but that their
sequence changes from periodic
to aperiodic. In contrast, the
deep chaotic regime covers a
contiguous domain, albeit with
a strongly varying density.
The red lines in the lower two
frames mark the supertracks
introduced in (3.21).
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Figure 3.11.
Graphical iteration to reveal the external bounds for the strange
attractor Aµ of the logistic map for µ = 3.8. Mapping the initial
state u = umax = 21 produces the upper bound uupper , mapping
uupper then leads to ulower . Notice that this iteration also produces
the sequence that is called a supertrack.

A further surprise comes when we recognize that the copies of the period-doubling-chaos
structures come in numbers that are not powers of 2. For instance, the largest window near
µ = 3.83 contains 3 copies of the period-doubling cascade, the next largest window near a
smaller value of µ, 3.74, contains 5 copies, the next 7, and so on. Moving to still smaller
values, we find 2 × 3 = 6, then 2 × 5 = 10, and so on copies. Apparently, there is some
strange structure in these windows with infinities both within the sequence of windows,
which appear to get ever closer together and to become thinner, and with the nesting.
Below, we will gain two universal insights, namely that the windows are determined by the
emergence of periodic supertracks, so-called supercycles, and that there indeed is a regular
ordering of periodicities in the chaotic regime.
Supertracks and Supercycles We focus on the shape and inner structure of Aµ as it
is determined by the iterated function f (u; µ). First notice that after some transitional
phase, the accessible state space is bounded by the images of umax , the state where
 f is
maximal. Specifically, all of Aµ is contained in the interval f 2 (umax ; µ), f (umax ; µ) . This
is readily understood from the graphical iteration of the map (Figure 3.11) by noticing that
(i) no state larger than uupper = f (umax ; µ) can be attained, (ii) this maximum state will
be mapped to a state ulower < umax , (iii) since u = 0 is repelling and there is no further
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s1
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sp (µ)

Figure 3.12.
Supertrack functions s0 , s1 ,. . . ,s5 , and s8 for
logistic map. Blue: Fixpoints on period-doubling
cascade with u = umax = 21 , i.e., intersections
of s2 , s4 , and s8 with s0 . Notice that (i) these
are not the bifurcation points and (ii) 2k -order
intersections also contain those from lower orders. Yellow: 3-star point µ∗3 , i.e., intersection
of all sk , k ≥ 3. Red: Near the emergence of
the stable period-3 point. Green: Transition to
chaotic regime, µ∞
1 . Values of µ for some features
are given at the upper boundary.
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fixpoint below u = umax , ulower is indeed the minimum and will be mapped into the interval
umin < u < uupper . This general behavior is universal for one-dimensional discrete systems
in the chaotic regime provided that f (u) is unimodal. It is instructive to explore more
complicated situations like multi-modal functions.
Supertrack Functions
The maximum of f (u) focusses and folds the map. Indeed, at the
maximum the second order approximation of the image of ui is
ui+1 = f (ui ) = f (umax ) + 12 f 00 (umax )∆u2i ,

(3.20)

with ∆ui = ui − umax . With f maximal at umax , f 0 (umax ) = 0 and f 00 (umax ) < 0.
This indicates that attractors that pass through this region, i.e., sequences f k (umax ), are
particularly strong, and one-sided. Oblow [1988] called them supertracks and also introduced
the supertrack functions (Figure 3.12)
sk (µ) = f k (umax ; µ) ,

(3.21)

where the dependence of f (u) on µ is written explicitly for clarity.
Supertrack functions are easy to spot in bifurcation diagrams because the density of states
is discontinuous across them. This is due to their one-sidedness, which results from umax ± ε
being mapped to the same point. They are most useful for identifying features of Aµ like
its external boundaries, internal structures, and points of collapse of the chaotic regime
(Figure 3.13).
Supertrack functions can be calculated iteratively through the system’s development
function f (u) since, by construction (3.21),

(3.22)
sk+1 (µ) = f sk (µ); µ , with s0 (µ) = umax ,
where s0 implies no iteration and just returns the argument of f , and umax is the state for
which f is maximal. Specifically for the logistic map


(3.23)
sk+1 (µ) = µsk (µ) 1 − sk (µ) , with s0 (µ) = 21 .

83

3.2 Logistic Map

1.0

u

0.965

0.8

u

0.960

0.6
0.955

0.4

0.950

0.2
0
3

µ∞
1

µ

0.945

4

µ
3.83

3.84

3.85

3.86

Figure 3.13.
Supertrack functions up to order 8 (left) and 16 (right) superimposed on the
attractor shown in Figure 3.9. The dashed curve on the left marks the unstable fixpoint of the first
pitchfork bifurcation. The dash-dotted line on the right indicates the location of the 3-supercycle.
The small rectangle in the right frame is enlarged in Figure 3.15.

Special points arise, so-called k-star points, at the intersection of supertrack functions.
Let sk+1 (µ∗ ) = sk (µ∗) for some value k, which is the case for some particular values of µ.
Then, the iteration relation (3.22) ascertains that all supertrack functions sn with n > k
intersect at that point. Recognize that sk (µ∗) is a fixpoint of f (u; µ∗ ), e.g., by defining
u∗ := sk (µ∗) and inserting it into (3.22).
The same argument can also be used on the intersection of supertrack functions that are
farther apart. Specifically, sk+p (µ∗ ) = sk (µ∗) for some values k and p leads to intersections
of all sk+np with n > 0. In analogy, we recognize sk (µ∗) as a p-periodic point of f (u; µ∗ )
or, correspondingly, as a fixpoint of f p (u; µ∗ ).
As an example, for the logistic map, the intersection of s3 and s4 at µ∗3 = 3.67857 leads
to the most prominent start point, the 3-star (Figure 3.12). The lower orders, the 1-star at
µ = 0 and the 2-star at µ = 2 are not so interesting. Higher orders like the 4-star point
µ∗4 = 3.92774 are already hard to see. They stand out more prominently in Figure 3.13,
although they are not labelled there. As a higher order example, locate the intersection of
s2 and s5 at µ3 = 3.83187 in Figure 3.12, and recognize that this also is an intersection with
s8 , hence this is a fixpoint of f 3 (u; µ3 ).
Supercycles A special case are periodic supertracks with f p ( 21 ; µ) = 12 , hence sp (µp ) = s0 .
These are called supercycles. Such period-p points with u = 21 in their sequence and they
only exist for specific values µ = µp . These values are found graphically in Figure 3.12 as
intersections of sp and s0 . The periodic points are stable as can be guessed graphically and
as can also be shown [Feigenbaum 1983]. Recalling (3.20), we recognize that they indeed
are particularly stable, hence they are also called superstable cycles. Some such sequences
are shown in Figure 3.14.
Supercycles relate supertracks to each other. Specifically,
sp+q (µp ) = sq (µp ) ,

(3.24)

which results from inserting the premise sp (µp ) = s0 into the definition (3.21) and iterating
q times. For instance, s3 (µ3 ) = s0 at µ3 ≈ 3.83187. Hence s3+1 (µ3 ) = s1 (µ3 ).
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Figure 3.14.
Graphical iteration of supercycles s4 , s8 , and s3 . Notice, by considering an initial
1
state u = 2 ± ε, that these periodic points are stable. They are attractive for all 0 < u < 1.

Windows A strange attractor Acµ consists of all-unstable points. Increasing the value of
µ such that a supercycle is reached, which is stable, collapses Acµ . This is the origin of the
“windows” that appear in the chaotic regime, i.e., of regions with stable periodic sequences.
n
Their period must contain at least one odd factor because beyond µ∞
1 all 2 -periodic fixpoints
are unstable.
We start with the most pronounced window at µ3 ≈ 3.83187, call it a 3-window as this is
the period of its lowest cycle. To find µ3 , we solve s3 (µ) = 12 , hence, using (3.22),
µ i 3h
µ i 2i 1
1h
1h
1−
µ 1− 1−
µ = .
4
4
4
4
2

(3.25)

This is a polynomial of order 7 and cannot be solved analytically. The numerical solution
yields just one value larger than µ∞
1 , µ3 = 3.83187.
Looking at the right frame of Figure 3.13, the dash-dotted line, we notice that the
supertracks that intersect there indeed do so in a single point they share with the 3-supercycle
and that also their slopes are the same. Without doing the actual calculations, we take it
from (3.20) that µ3 is the most stable point within the window. Notice that Acµ collapsed
already for µ < µ3 . This indeed happens with the first emergence of the stable period-3
point, which is not superstable, however, hence does not include u = 21 , even though it is
near to it. Figure 3.16 illustrates the situation for the period-5 window.
Moving to higher periodicities quickly yields complicated expressions. The next interesting one, the 5-window found with s5 (µ) = 21 , already leads to a polynomial of order 31.
Its solutions in the relevant interval [µ∞
1 , 4] are 3.73891, 3.90571, and 3.99027, each of them
thus corresponding to a period-5 supercycle. Apparently, the lowest of these values is smaller
than µ3 . The corresponding window is readily spotted in Figure 3.12. Further calculations,
which are not shown here, reveal that for all 2n + 1-supercycles, their first occurrence is
at ever smaller values of µ as n increases. Below, we will recognize Sharkovskii’s theorem
behind this remarkable ordering.
Crises
As we found above, the strange attractor Acµ is a dense set of unstable periodic
points. A shadowing state thus wanders on Acµ in a sequence that appears erratic over long
distances and that is highly dependent on details. Without having shown this, there is a
characteristic recurrence time for each point in state space covered by Acµ . By construction,
the expectation value for this time is proportional to the inverse of the densities shown in
Figure 3.9 and its kins.
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Figure 3.15.
Detail of the set of attractors from Figures 3.9 and
3.13 focussing on structures in the chaotic regime
and on the abrupt collapse of the strange attractor
into a regular period-3 attractor. Notice that this
crop just shows one of the three periodic points.
Besides the stable period-3 orbit, there is also an
unstable one (dashed curve), which cannot be realized by the simulation, however. The black lines
mark supertracks of orders up to 23.

Changing µ smoothly typically also leads to a smooth change of the attractor’s domain
and of the stability of the set of its points. However, at some values of µ, which are typically
isolated, something qualitatively different happens upon crossing them (Figure 3.15): (i) Acµ
touches the boundary of its basin of attraction, (ii) one or more of the interior points turn
stable, or (iii) Acµ enters the basin of some other attractor, a regular or a strange one. Upon
such a transit, Acµ often collapses or at least undergoes a major reorganization. This has
been referred to as a crisis, specifically a boundary-, interior-, or symmetry-crisis, depending
on the dominating aspect [Grebogi et al. 1982, 1986, 1987a]. Sometimes it is also imagined
as a “collision” between Acµ and one of the other objects.
Recall that an attractor is defined such that a trajectory that approaches it sufficiently
closely remains on it for all times. Hence, upon a crisis at µcrit , the attractor in the strict
sense vanishes instantaneously and only its ghost remains. What this means is that the
states on the vanished attractor wander across the landscape of still existing unstable points
until they eventually approach the “exit point” at the basin boundary, at an emerged stable
attractor, or at a newly contacted basin. They thus leave the domain of the previously
existing closed set Acµ on a time-scale τ that depends on µ − µcrit . Furthermore, states
from within the previous basin of attraction will often continue to be attracted towards the
ghost of Acµ . Such trajectories that leave the ghost or approach and pass it are called chaotic
transients. They may be rather long-lived with a power-law distribution of lifetimes. Indeed,
Grebogi et al. [1986] show that, at least for two-dimensional systems, τ ∼ |µ − µcrit |ν , where
ν < 0 is a critical exponent.
So far, we imagined Acµ to disappear as µ crosses some value. Of course, µ can also change
in the opposite direction and then lead to the corresponding emergence of Acµ .
In the following we look at the three types of crises, with emphasis on the interior crises,
which is the dominant type for the logistic map.
Interior Crisis – Period-5 Point
We consider the emergence of the stable period-5 point
with the associated 5-window at µ = 3.738172, which we denote by µ∗5 for easier reference
(Figure 3.16). It is just a tad smaller than µ5 = 3.73891, where the 5-supercycle exists (Figure 3.12), but well above the end of the period-doubling cascade at µ∞
1 = 3.56995.
We recall that the attractor of the logistic map is the set of all periodic points f p (u) = u
of all iterates p ∈ N+ – imagine a narrow rectangle cut along the diagonal in Figure 3.16 –
and that fixpoint f p (u0 ) is stable if ∂u f p (u)|u0 < 1. Notice that all the iterates are within
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Figure 3.16.
Iterates of f (u; µ∗5 ), i.e., for µ such that the period5 point is critically stable. Green: f 5 with 5 critically stable fixpoints. Blue: f 3 with no fixpoint
yet (solid), except for the trivial ones and those are
unstable, and f 7 with all fixpoints again unstable
(dashed). Yellow: rough representation of f 32 , a
polynomial whose order is about 4.3 · 109 (232 − 1).
All of its non-trivial fixpoints are unstable. The
black dashed line marks the first two iterations of
1
and illustrates that all iterates are within these
2
bounds, except near the interval boundaries.
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the bounds [f 2 ( 12 ), f ( 12 )], except for small regions near u = 0 and u = 1, both of which are
repelling, however. This illustrates the global attraction – despite the fact that all fixpoints
are local repellors – and the notion of a strange attractor.
At µ∗5 , the attractor actually collapses because f 5 (u) just touches the diagonal, hence has
fixpoints with marginal stability. With this, the object shown on the diagonal of Figure 3.16
just turns into the ghost of Acµ . We further project from the figure that all other fixpoints
are unstable because the slopes at the intersections are too large. Specifically, this is true
for all fixpoints of f 2n as the period-doubling cascade ended at much smaller values of µ.
It is also true for f 7 , as illustrated in the figure. In contrast, f 3 has not yet reached the
diagonal, except for the trivial point at 1 − µ1 , which is unstable, however. Notice as an
aside that, due the symmetry of f (u), the neighborhood of 21 is always among the points at
which the diagonal is touched first. Observe in the left frame of Figure 3.13 that indeed, all
the windows in the chaotic regime show a periodic point at 12 .
The above discussion can be repeated for other 2n + 1-points. We may anticipate to
thereby find the ordering µ∗3 > µ∗5 > µ∗7 > . . . that is also apparent in the left frame of
Figure 3.13. Notice that a detail of the collapse of Acµ into a period-3 point is shown in
Figure 3.15.
Interior Crisis – Cascade and Collision with Unstable Point We consider the 3-window,
part of which is shown in the right frame of Figure 3.13, but now look at its upper end.
We first notice that each of the members of the emerging period-3 sequence decays into a
period-doubling cascade in complete analogy to the original situation at µ = 3. This leads
to period-3·2n orbits and they again converge, now at µ∞
2 near 3.8495, where a new instance
of the strange attractor Acµ emerges. As µ increases, the domain of Acµ grows, as was the
case at level 1.
An interesting situation arises near µ = 3.8568. As µ approaches this value from below,
the expanding attractor touches an unstable period-3 orbit, which is indicated by the dashed
line in Figure 3.13. While this may appear as yet another unstable point in the infinity of
already existing unstable points that constitute Acµ , this new point opens an exit to all
other states that are accessible within [f 2 ( 21 ), f ( 12 )] ≈ [0.14, 0.9645]. Hence, Acµ expands
discontinuously from its previous local domains, [0.9525, 0.9645] and its two separated other
parts. Notice the lower density of states outside of the domain covered by the pre-crisis
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Figure 3.17.
Bifurcation diagram for second iterate f 2 of logistic map. This system has two independent perioddoubling cascades and emerging strange attractor that
merge at the 3-star point at µ∗3 = 3.67857 and at its
analogs in the windows. The left frame of Figure 3.9
shows the corresponding diagram for f .

attractor. This reflects the bottleneck of the exit point through which all leaving trajectories
have to pass.
Boundary Crisis The prototype example for this type of crisis is the logistic map as µ ↑ 4.
For µ < 4, the basin of attraction is ]0, 1[, as can be readily deduced from the graphical
iteration. At µ = 4, it touches both boundaries simultaneously. Since u = 0 is an unstable
fixpoint, nothing strange happens here. However, with µ just marginally larger than 4, the
two exit points at 0 and 1 open with both u < 0 and u > 1 rapidly diverging to −∞. As
mentioned above, the reverse happens for µ ↓ 4, where the attractor emerges “out of the
blue”. Notice that the boundary crisis at µ = 4 is structurally identical to the interior crises
due to the collision at µ = 3.8568 discussed above.
Symmetry Crisis
Finally, a system may permit two or more symmetric but independent
attractors. As an example, consider the second iterate f 2 of the logistic map f as the
development function. For µ < 3, f 2 has a single stable fixpoint, which undergoes a
symmetry bifurcation at µ = 3 that produces two stable fixpoints (Figure 3.4). Notice
the difference to f , for which the single fixpoint looses stability at µ = 3 and gives rise
to the period-doubling cascade. For f 2 , this happens only with the next bifurcation, at
µ = 3.4495 (Figure 3.5), where its two fixpoints loose stability, each giving rise to a perioddoubling cascade, that eventually, at µ∞
1 transits into chaos. Both, the cascades and the
emerging strange attractors are independent of each other because they originate in different
points. As µ increases, the two strange attractors expand – bounded by supertrack functions
of f , specifically by [s2 , s4 ] and by [s3 , s1 ] (Figure 3.12) in analogy to [s2 , s1 ] bounding
the attractors of f –, until they collide and merge with each other at the 3-star point
µ∗3 = 3.67857, instantaneously making the full width [s2 , s1 ] accessible to the f 2 -system
(Figure 3.17).
The above approach can also be applied to higher 2n -iterates of f , to f 4 , f 8 ,. . . to
recognize that their first n bifurcations are symmetry bifurcations with each of the branches
leading to independent period-doubling cascades and emerging strange attractors, which
then collide in respective higher order star points (Figure 3.9). This is indeed an intuitive
explanation for the following important theorem by Sharkovskii.
Sharkovskii’s Theorem
The bifurcations and periodic windows of the logistic map apparently follow some order. The underlying theorem was first published by Sharkovskii [1964]
and independently by Li and Yorke [1975]. Since then it has been revisited several times,
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for instance by Du [2004] and Burns and Hasselblatt [2011], the latter including a short
history.
Theorem Let f be a continuous mapping of line I ⊂ R onto itself. Then, there is a
universal ordering of the natural numbers N+ such that if f has a periodic point of order m,
i.e., f m (u) = u, then it also has all periods n that succeed m, i.e., for which m ≺ n. This
ordering is
3
2·3
22 · 3
23 · 3
..
.
...

≺
5
≺ 2·5
≺ 22 · 5
≺ 23 · 5
..
.

≺
7
≺ 2·7
≺ 22 · 7
≺ 23 · 7
..
.

≺
9
≺ 2·9
≺ 22 · 9
≺ 23 · 9
..
.

≺
≺
≺
≺

≺

≺

≺

≺

23

22

2

...
...
...
...

(3.26)

...
1.

Hence, it starts with 3, followed by all larger odd numbers in order, continues with the
previous sequence multiplied by 2, then by 22 , and so on, until finally the pure powers of 2
appear, now in decreasing order down to 1.
Before looking at the theorem’s consequences, we reconsider its prerequisites: (i) It only
demands f to be continuous, hence is quite widely applicable and includes piecewise linear
functions as well as multimodal ones. (ii) It only pertains to the mapping of a line, not even
to a circle, and it cannot be extended to higher dimensions even though some aspects can.
(iii) It states what periodic points exist but is mute on their stability. Hence, they may be
stable, i.e., visible in a bifurcation diagram, or unstable and invisible.
Two consequences of this theorem are: (i) If the number of periodic points is finite, they
are all period-2n . (ii) If there is a period-3 orbit, then periods of all orders n ∈ N+ exist.
The latter is one aspect of the “Period three implies chaos” by Li and Yorke [1975]. They
furthermore show that period-3 implies the existence of an uncountable set of points that
are not even asymptotically periodic, which we may thus see as truly chaotic points.
Logistic Map in the Light of Sharkovskii’s Theorem
The theorem applies to (3.7) for
a fixed value of µ. Increasing µ from 0 to 4 thus generates a set of sequences with ever
more complicated phenomenologies (Figures 3.3 and 3.9). They follow the ordering given
by (3.26), starting with sequences with just a single stable period-1 fixpoint, u = 0. At
µ = 1, a second such period-1 point appears with the first one remaining, now as unstable
point.
The bifurcation at µ = 3 produces a period-2 point, and again leaves the previous period-1
point unstable. The next bifurcation leads to a period-22 point and so on up the powers
of 2 until µ = µ∞
1 , each bifurcation leaving the previous points unstable. The following
infinitesimal increase of µ turns all 2n -points unstable and leads to a new realm, for which,
looking at (3.26), we cannot even name the periodicity of the periodic point.
Finally, near µ = 3.83, a window with a pronounced attractive period-3 orbit opens.
Sharkovskii’s theorem ascertains that this system, and those in its environment, have periodic orbits of all orders, and Li and Yorke [1975] second that there is even an infinity of
non-periodic points. Except for the period-3 orbit, none of them shows up in Figure 3.9,
however, because they are all unstable. For an illustration of the situation look at f 5 , f 7 ,
and f 3 shown in Figure 3.16 for the 5-window.
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stretch/compress

fold

iterate

Figure 3.18.
Iteration step for horseshoe map in a physical model (upper) and the mathematical
abstraction (lower) together with the first few iterates of the latter. A deformable but incompressible
medium is stretched/compressed and folded back. For the mathematical abstraction the medium
is cut before folding. The colored parts are for orientation and also indicate the deformation and
the emerging nesting.

Horseshoe Map – Strange Attractor Revisited
The horseshoe map consists of a stretchfold operation on an incompressible domain (Figure 3.18). For the mapping of two nearby
points, stretching leads to the reduction of their distance in the stable (compressed) direction and a corresponding increase in the unstable (stretched) direction. Folding back
separates some points by a large distance in the stable direction. Upon iteration it produces
nesting.
The horseshoe map was first proposed by Smale [1967] as a model to study hyperbolic
attractors. These emerge with homoclinic points, for which the unstable manifold of the
fixpoint folds back onto the same point, now as its stable manifold (Figure 2.26 on page 64).
Such attractors are the key element of a large class of chaotic systems [Eckmann and Ruelle
1985; Ruelle 2006]. The horseshoe map nicely shows the essence of such systems, namely
that two states with some finite distance will first be separated exponentially fast until their
separation reaches the size of the system’s domain. This leads to the deterministic time
horizon for chaotic systems. For much longer times, the state space mixes thoroughly such
that any two states will get arbitrarily close to each other within a finite time.
Incidentally, a physical stretch-fold mechanism also underlies fluid turbulence with stretching due to shear in velocity gradients and folding due to vortices. Indeed, Ruelle and Takens
[1971] coined the term “strange attractor” to describe those physical phenomena.
Incomplete Horseshoe Map to Model Logistic Map
We aim for a more qualitative understanding of the logistic map, which is then also applicable to similar other maps. To this
end, we simplify the operator to a linear map, i.e., a uniform stretch and possible flip,
supplemented with a folding that represents the interior maximum of function f .
We look at the iteration of the interval I = [f 2 ( 12 ; µ), f ( 12 ; µ)], which contains the attractor
c
Aµ as we already found with Figure 3.11. To define the linear map, we choose two relevant
points – considering the symmetry these are 12 and f ( 21 ) –, define their images by the actual
nonlinear map f , and interpolate all other images linearly (Figure 3.19). The logistic map
stretches their distance such that they just span I. Under the so-defined linear map the
interval [f 2 ( 12 ), 12 ] gets mapped beyond the maximum of I. This part is then folded back,
as it is also done by the logistic map itself.
The above simple model is essentially a horseshoe map. It is incomplete because the
interval folded back is typically smaller than the original interval. This is ameliorated, to a
degree that depends on the value of µ, through the flipping of the interval that ascertains
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Figure 3.19.
Incomplete horseshoe map mimicking the logistic map in
the chaotic regime. The attractor Aµ is contained in the
interval I = [f 2 ( 21 ; µ), f ( 12 ; µ)]. Instead of performing
the true iteration (3.7) on I, we mimic it with a twostep procedure: (i) A linear operation defined by the true
mapping of  = f ( 12 ; µ) and
= 21 flips and stretches the
interval into –4 with part of it ending up outside of I.
(ii) The part –4 is then folded back in. The second step
is nonlinear and mimics the characteristic of (3.7) to map
1
± ε to the same point. This stretch and fold is the key
2
operation of many chaotic systems, for instance of fluid
turbulence, and makes the horseshoe map a handy tool.

1.0

µ = 3.5699

ui

ui+1

J

ui

flip-stretch
fold
µ = 3.86

ui

0.8
0.6
0.4
0.2
0

i
0

5

10

15

i
0

5

10

15

Figure 3.20.
Iterated mapping of interval I = [f 2 ( 12 ; µ), f ( 12 ; µ)] illustrated by an ensemble
of 200 initially uniformly distributed states. The values of µ are chosen such that one system
(left) operates towards the end of the period-doubling cascade and the other one (right) within the
chaotic regime. The corresponding sequences are shown in Figure 3.10. The ensemble members are
color- and size-coded to facilitate their tracking. The flip-stretch-fold operation and its link to the
horseshoe map is particularly clear from the first few iterations. Also notice how the ensemble in
the periodic regime becomes sorted, or layered, while it gets mixed in the chaotic regime.

the alternating folding of the two ends. With this we recognize that the logistic map, and
all similar ones, behaves qualitatively similar to the horseshoe map and in particular can
produce strange attractors with identical structures.
Iterated Interval in True Logistic Map The only difference between the logistic map and its
horseshoe model is that the stretching in the true map is not uniform. This only affects the
quantitative shape, its metric, not its qualitative structure, its topology. This is illustrated in
Figure 3.20, which shows the first few iterates of the interval I = [f 2 ( 12 ; µ), f ( 12 ; µ)] already
considered above.
What is Chaos?
We stick with locally deterministic systems whose development is predictable with useful precision to some non-zero time horizon. With a focus on physical
systems, we furthermore presume that they are bounded, hence do not diverge to infinity.
For a corresponding autonomous dynamical system this implies that it shows some sort
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of recurrence, which may or may not be periodic. With the understanding gained in this
section, we then find some deeper answers to the question: What is chaos?
Our characterization of a chaotic system so far rested on its sensitive dependence on initial
conditions and with it on computational precision. With the converging period-doubling
cascade (Figure 3.9) on the one hand and Sharkovskii’s theorem (3.26) on the other, we
can be more quantitative and actually bracket chaotic dynamics. To this end, recall that
µ∞
1 , the end of the first period-doubling cascade, is smaller than µ3 , where the supercycle
of period-3 exists. Hence, a chaotic system consists of at least the infinite set of 2n -periodic
points, with all of them being unstable. This corresponds to the “lower end” of Sharkovskii’s
theorem, up to the first infinity. Correspondingly, the upper bracket is set by requiring again
that all points are unstable and that in addition a period-3 periodic point exists. With this,
all periodic points exist and also an infinity of non-periodic points. We may call this “deep
chaos”. Notice that the notion of “lower” and “upper” with reference to µ applies to the
logistic map and to similar systems but that it is by no means universal.
Closing Comments
For environmental systems, the logistic map is an important process
in its own right. However, the real beauty of the subject began to unfold when Feigenbaum [1978] demonstrated that a large class of discrete dynamic systems exhibit the same
qualitative phenomenology and that their route to chaos is quantitatively identical.
The fact that systems share the qualitatively same phenomenology means that as some
control parameter µ increases, the system’s asymptotic state, i.e., its attractor, develops
(i) from u = 0, or some other constant value, (ii) through a single stable state u∗ (µ),
(iii) decays through a period-doubling cascade of supercritical pitchfork bifurcations, and
(iv) enters the chaotic regime, with its dense set of unstable periodic and nonperiodic orbits,
that is interrupted by periodic windows that again lead to period-doubling cascades, all
nested in an infinite hierarchy.
That systems share the quantitatively same route to chaos refers to the period-doubling
cascade. Feigenbaum [1978] demonstrated that for a large class of systems, the constants
α and δ defined by (3.19) are the same. He conjectured that this class includes all onedimensional discrete systems whose generating function f (u) has a single locally quadratic
maximum. Besides the logistic map, this class contains the sine-map used above, Poincaré
maps of the L63 system to be studied in the next chapter, and truncated representations
of the Navier-Stokes equation. Renormalization theory offers a powerful way for digging
deeper with Strogatz [1994] and Devaney [2003] providing good starting points.
Universality carries important messages for the study of environmental systems. The
obvious, and comforting one, is that after appropriate scaling we can expect to find the same
phenomenology in rather diverse systems, that it will be even quantitatively the same. A less
comforting message is that deducing underlying processes from an observed phenomenology
may not be straightforward, in some cases even impossible. We come back to this general
theme in later chapters on pattern forming systems.

3.3
Multi-Dimensional Discrete Systems
Discrete dynamical systems of course also exist in more than one dimension. As we already
realized with the logistic map, however, sequences of discrete systems can get very complicated even though the underlying generators, the development equations, may be simple.
Increasing the system’s dimension exacerbates the situation.
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We first look at the importance of chaotic systems by estimating their fraction in general
classes of systems. Next, we look at two instances, the two-dimensional quadratic map and
a mapping on a torus, with the latter employed to illuminate some basic concepts.

3.3.1
How Common is Chaos?
Once the existence of chaotic systems was firmly established and a few of them had been
studied to some depth, the question arose: How common are they? One approach to an
answer, pioneered by Sprott [1993b], is to take some system, or entire classes of systems,
and determine the fraction of parameters that lead to a chaotic dynamics. Chaos is thereby
identified if (i) the sequence of states remains bounded for all times and (ii) the maximum
Lyapunov exponent along the sequence is on average positive. An empirical approach to
determine the average maximal Lyapunov exponent is obtained by rearranging the onedimensional formulation (2.29) for the discrete case as
σ=

ε 
1
k
log
k
ε0

(3.27)

where ε0 is the initial small separation between two states, u0 and u0 + ε0 , and εk =
|f k (u0 +ε0 )−f k (u0 )| is the separation after k iterations. The correct value of σ is approached
as ε0 and k increases such that εk still remains local. The situation becomes somewhat
more complicated for multi-dimensional systems because then the direction of ε0 matters.
Operationally, this is readily resolved by simulating a small ensemble with each direction of
the state space covered by at least one pair of members.
The empirical setup can be improved by (i) determining the Jacobian matrix ∂ui fj at
u0 , (ii) calculating its eigendecomposition, (iii) choosing ε0i for ensemble member i in the
direction of eigenvector i with a magnitude that is informed by the value of the eigenvector σi ,
and (iv) propagating the ensemble in time. This improvement actually hints at another,
less empirical but more expensive approach to calculate the average maximal Lyapunov
exponent. Instead of using an ensemble of states, (i) propagate u0 , (ii) for each iterate f k (u0 )
determine the Jacobian matrix and its largest eigenvalue, and (iii) average them.
Following the empirical line, Sprott [1993b] found that for the logistic map (3.7), which
as a mathematical problem has bounded solutions for µ ∈ [−2, 4], some 13% of these are
chaotic. For a range of further discrete systems with dimensions 1. . . 4 and orders 2. . . 5,
he reported chaotic fractions ranging between 27% and 2%, decreasing strongly with the
system’s dimension and weakly with its order. Incidentally, Sprott [1993b] also studied
some continuous systems – ODEs (ordinary differential equations) of dimensions 3 and 4
with orders 2 and 3 – and found a much lower fraction of chaotic trajectories, 0.4% to 0.7%.
However, in contrast to the discrete systems, the fraction now increases with dimension
and order. Indeed, Ispolatov et al. [2015] report that the probability of obtaining a chaotic
trajectory in a system of d coupled ODEs with quadratic and cubic terms increases from
about 10−4 for d = 3 to practically 1 for P
d about 50.P For their study they generated
coupled systems of ODEs of the form u̇i = j αij uj + j,k βijk uj uk − u3i with randomly
chosen parameters αij and βijk and random initial values. The term −u3i guarantees global
attraction. Cubic systems are formulated in analogy.
Some comments: (i) The findings support our earlier conjecture that low-dimensional
discrete dynamical systems are more conducive to chaos than corresponding continuous
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systems. (ii) Partial differential equations (PDEs), which are often used to describe the
dynamics of environmental systems are equivalent to large sets of ODEs, one ODE per grid
cell. Their parameters are not random, however, as neighboring grid cells are typically in
comparable states. But over sufficiently large distances, the parameters do get independent
and thus, with respect to a possible chaotic dynamics, indeed do approach large systems
of ODEs. An instance is the Navier-Stokes equation for fluid dynamics with its turbulent
regime for sufficiently large domains, as encountered inn Section 1.2.1. (iii) Interaction
networks like food webs or social networks also lead to large sets of coupled and nonlinear
ODEs. Chaotic dynamics is thus almost inevitable, if the corresponding parameters are
random. (iv) The previous comment emphasizes that the studies cited above provide but
a mathematical systematics with uniformly distributed parameters. This is just one aspect
of the actual occurrence of chaotic regimes in natural environments. Other aspects include
forcing, control, and selection of systems and regimes through their embedding. While this
may actually increase the chaos, the externally forced pendulum is an example, it seems
to more often suppress it, at least over time spans that are crucial for the functioning of
the embedding system. Interaction networks for instance are almost never random but are
typically structured rather sophisticatedly, often scale-free. This is a consequence of their
emergence from evolution and coevolution. Random networks just do not function well and
thus do not survive very long.

3.3.2
Quadratic Map
The logistic map studied in Section 3.2 may be written in the form of a one-dimensional
quadratic map as ui+1 = µui − µu2i . In two dimensions, the map’s general form is
xi+1 = a1 + a2 xi + a3 x2i + a4 xi yi + a5 yi + a6 yi2

yi+1 = b1 + b2 xi + b3 x2i + b4 xi yi + b5 yi + b6 yi2 ,

(3.28)

where a1 , . . . , a6 , b1 , . . . , b6 are parameters. A few instances of such sequences are shown
in Figures 3.21–3.22. Sprott [1993a] used this system to estimate the fraction of chaotic
sequences in discrete dynamical systems and to illustrate the diversity of strange attractors.
Incidentally, he also explored the visual appeal of the resulting unusual geometric figures as
a function of Lyapunov exponent and fractal dimension, the latter a concept that will be
introduced in Section 5.2.
We first notice that (3.28) contains 12 parameters. The logistic map had one parameter
and we could afford to resolve it into 5’000 tiny steps to create the bifurcation diagram
shown by Figure 3.9. To explore the high-dimensional parameter space of (3.28), Sprott
[1993a] discretized it, from −1.2 to +1.2 in steps of 0.1, just 25 values for each of the
parameters. This still leads to 2512 ≈ 6 · 1016 systems. Most of these, some 86% turn out
to be unbounded and just some 11.1% of the bounded ones are estimated to be chaotic.
These are still some 1015 cases, many of them with completely different shapes of their
attractors as testified by the minute selection shown in Figure 3.21. These filigree structures
are robust through millions of iterations. Actually, they only emerge by them, in the ever
same shape. In contrast, the structures are delicate with respect to the system parameters.
Changing them just slightly, reducing them all by 0.6%, may lead to attractors that are still
recognized as being related, to thin line-like structures, to periodic points, some of low order,
others of quite high order, and it may even lead to the disappearance of the entire system
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Figure 3.21.
Instances of the quadratic map (3.28) from Sprott [1993a]. The letters A. . . Y
encode the values of the parameters a1 , . . . , a6 , b1 , . . . , b6 from −1.2 to 1.2 in steps of 0.1. The
initial state, (0, 0), was relaxed for 2 · 105 iterations. The following 5 · 106 iterations were recorded
with their index color-coded from violet to red through the rainbow. Finally, the states were scaled
to fit into the unit square. [Zoom into the graphic to see some of the intricate structure of these
attractors.]
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Figure 3.22.
Same as Figure 3.21 except that parameters a1 , . . . , a6 , b1 , . . . , b6 were multiplied
by factor 0.994. Attractors that collapsed to periodic points of order less than 512 are represented
by large symbols.
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(Figure 3.22). The latter does not happen with the systems shown here. However, increasing
the parameters in the same manner by 0.5% does destroy three of the systems.

3.3.3
Mapping on Torus
We consider the maps on a torus in three-dimensional space employed by Grebogi et al. [1985,
1987b]. We refer to them as the GOY system in order to acknowledge the creators, Grebogi,
Ott, and Yorke. This system was chosen for its sheer beauty. Many other systems would
do as well, all with similar properties, albeit with quite different specific features.
The GOY system parameterizes the location on the torus by the angles ψ and θ and
employs the iteration
ψn+1 = [ψn + ω1 + εP1 (ψn , θn )] mod 1
θn+1 = [θn + ω2 + εP2 (ψn , θn )] mod 1

(3.29)

where P1 and P2 are functions with period 1, {ω1 , ω2 , ε} are system parameters, and the
modulus operator implements the periodicity of the torus. The functions Pi are superpositions of the form
Pi (ψ, θ) = αi,0 sin(2π[ψ + βi,0 ])
+αi,1 sin(2π[θ + βi,1 ])
+αi,2 sin(2π[ψ + θ + βi,2 ])
+αi,3 sin(2π[ψ − θ + βi,3 ])
where αi,j and βi,j are parameters, which in the following will be kept fixed. Of course,
other functions will do as well, as long as they are period 1.
For different values of the parameters {ω1 , ω2 , ε} the GOY system produces a wide range
of trajectories and structures (Figure 3.23).
Ergodicity
We consider two qualitatively different instances of the GOY system and look
at a single trajectory for each of them (Figure 3.24). They both start at (0, 0) and, after a
spinup of just one iteration, 106 consecutive states are recorded. Incidentally, one can show
that every other initial state would do as well with just details of the trajectories changing,
in particular the phase.
One of the trajectories (left frame) is a period 1 orbit, which apparently only explores
a minute part of the state space. To cover the state space representatively, an entire
ensemble of trajectories would be required. These can be obtained by choosing different
initial states.
The other trajectory (middle frame) apparently covers the state space complete and
practically uniformly. This is visually testified by the uniform gray appearance of the frame,
which is the result of uniformly distributed colored dots, each of which representing the
system state at a particular time. This indeed is a rather sensitive test of spatial uniformity
for all times, since already slight fluctuations would be perceived as large-scale colored
structures. Zooming into the frame with a factor of 50 (right frame) makes the small-scale
structures visible.
A system, whose trajectories completely and uniformly cover the entire state space, is
called ergodic. Studying a single one of its trajectories apparently teaches everything about
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Figure 3.23.
Single trajectory for three instances of the GOY system with parameters
{ω1 , ω2 , ε} identical to those of Grebogi et al. [1987b] – except for ε, which here is divided by 2π – as {0.54657, 0.36736, 0.75/[2π]} (left), {0.45922, 0.53968, 0.5/[2π]} (middle), and
{0.415, 0.735, 0.6/[2π]} (right). Each trajectory was initialized at (0, 0) and then propagated by
107 (left frame) or 108 iterations (middle and right frame). In all three cases, the states for the then
following 107 iterations were recorded with the iterations color-coded from blue to red through the
rainbow. The squares’ side length is 1, spatial resolution is 1/3’000.

Figure 3.24.
Trajectories of the GOY system (3.29) for {ω1 , ω2 , ε} {0.45922, 0.53968, [10π]−1 }
(left) and {0.54657, 0.36736, [20π]−1 } (middle). The small square at the lower left in the middle
frame is enlarged to expose the small-scale structure (right). Dots in the left frame are enlarged by
a factor of 8 for better visibility. Iterations are again rainbow color-coded from blue to red.

the system itself. In particular, if some property g(u) is defined on state space M, evaluating
its time average on any of the system’s trajectories ui , i ∈ N, yields the same value as the
spatial average over the state space, the so-called ensemble average, such that g(ui ) = hg(u)i
or, spelled out,
n
1X
lim
g(ui ) = hg(u)iu∈M .
(3.30)
n→∞ n
i=1
Continuity Discrete systems are by definition not continuous in time. While some of the
structures in Figures 3.23–3.24 may be mistaken as continuous paths, they are not, indeed
they are typically far from it. This may already be gathered by looking at the right frame
of Figure 3.24.
Discrete systems with Lipschitz-continuous development function f (u) are continuous
in state space. Hence, two nearby points remain so for some time during the system’s
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Figure 3.25.
Development of localized ensemble
of states (small square at center) by
GOY system with parameters from
Figure 3.24. The first 100 iterations
are shown, i.e., the translation and
deformation of the original square,
color-coded from light to dark.

Figure 3.26.
Development of an initially uniformly distributed ensemble of 104 states through
400 iterations in the GOY system. The configurations are plotted every 20 iterations, color-coded
from light to dark. The initial uniform distribution thus leads to the faint yellow background.
System parameters are the same as for the corresponding frames in Figure 3.23, which, however,
shows 107 consecutive states from a single sequence.

development. This has already been used in (3.4) to assess the stability of a fixpoint. As may
be gathered from (3.29), the GOY system is continuous in state space. Figure 3.25 illustrates
the situation for the two systems already shown in Figure 3.24 through the development of
an ensemble of 212 states that are initially distributed uniformly within the small square at
the center. We first notice that the ensemble retains its proximity and remains identifiably
as an object throughout these iterations, i.e., we recognize 100 objects in each of the frames.
As indicated by the color-coding, these objects are translated by quite large distances in
a single iteration, testifying to the system’s discontinuity in time. The main difference
between the two systems is that the period 1 system (left frame) undergoes a strong shear
transformation, besides some initial expansion of the volume, while for the ergodic system
the deformation is moderate and the volume appears to be conserved.
Basin of Attraction
The configurations shown in Figure 3.23 are the sequences of a single
state through 107 iterations. They apparently shadow attractors. Here we want to know if
these attractors are global, i.e., reached from any point of the state space, or if there are
several attractors with the state space decaying into several basins of attraction. Lacking
theoretical methods for answering this question, we address it experimentally by considering
a large ensemble of states as it develops in state space with (3.29). Let the ensemble consist of
104 states that are initially uniformly distributed. Inspection of the graphical representation,
Figure 3.26, reveals that the ensemble reaches the attractor reasonably quickly. Hence, these
are all global attractors.

99

3.3 Multi-Dimensional Discrete Systems

A comment concerning the size of the ensemble is in order. It is conceivable that some
highly localized structures are hiding between the points of the ensemble’s initial location and
that these would lead to another attractor. For our current system, however, the continuity
and smoothness of (3.29) prevents this. Hence, the above ascertion is valid.
Scrutinizing the middle and in particular the right frame of Figure 3.23 reveals that only
some of the structures are shown in bright red, which indicates locations in recent times.
Others show more greenish hues. This does not indicate a slow convergence. It results from
parts of the attractor that are only visited with a very low probability. Hence, the recurrence
time is long and the chance that an earlier visit is hidden by a later one is low. For both
frames, the initial state had actually been iterated 108 times before 107 consecutive states
were recorded. Incidentally, running the spinup for just 107 iterations produces a graphically
indistinguishable representation.

Exercises
Practical Hint: Depending on the approaches used, some of the following exercises can lead to huge
graphics files. This is in particular the case for bifurcation diagrams that encompass chaotic regimes
or for two-dimensional iterated maps. Such files are inconvenient to handle and they are certainly
useless to include as illustrations into some text.
A versatile approach is to setup an n × m-array of integers, or of some more complicated
structures, that discretizes the domain of interest. For a bifurcation diagram, this would for instance
be [µ0 , µ1 ] × [u0 , u1 ] and it would allow to also count the number of hits in each of the cells. This
may then be drawn as a color bitmap. For instance, Figure 3.9 was produced in this way using
a 50 000 × 50 000 array with a spinup of Nspinup = 40 000 for each value of µ and the subsequent
recording of Nmark = 800 000 iterates. The latter number is so large to allow a reasonable colorresolution.
3.1 One-Dimensional Quadratic Map
The logistic map (3.7), with its limitations u ∈ [0, 1] and µ ∈ [0, 4] is an instance of the quadratic
map
ui+1 = µui − µu2i ,

where the limitations have been dropped. Discuss the possible sequences for this map.

3.2 Transient Regime of Logistic Map
The bifurcation diagrams shown in Figures 3.3, 3.9, and 3.15 are all calculated with a spin-up phase
that excludes transients from being recorded. Produce and explain at least Figure 3.9 with the
spin-up phase turned off. Specifically
1. Implement the logistic map (3.7) for a fixed value of µ and initial value u0 and iterate it for
N = 400 steps, marking each of its states.
2. Integrate the map into a stepper that starts at µ0 and sweeps to µ1 in Nµ steps, say with
Nµ = 10 000, again plotting all states.
3.3 Second Iterate Logistic Map
The second iterate of the logistic map (3.7) is given by (3.10) as







f 2 (u) = f f (u) = µ2 u[1 − u] 1 − µu[1 − u] .

Define a new map as ui+1 = f 2 (ui ).
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1. Without implementing and running the iteration: What sequences do you expect? How does
the attracting set look like, actually: will there be a single attractor? How does this set
develop into the chaotic regime?
2. Implement the model and reflect your expectations.
3. Extend to higher iterates, both conceptually and by numerical simulation.
3.4 Spectrum of Logistic Map
Study the power spectrum of the sequence u(u0 ) = {ui , i = 1, . . . m} of the logistic map (3.7),
i.e., |Fu|, where F is the discrete Fourier transform (DFT).

1. Focus on asymptotic regimes by first spinning-up, i.e., iterating the function m times, say
m = 100 000, discarding the values, and generate u from the last state.
(a) For µ ∈ {3.3, 3.5, 3.56, 3.57, 3.826, 3.83, 3.8494} identify the corresponding regimes in
Figures 3.3 and 3.9, and generate u with m = 212 , i.e., 4’096 states.
(b) Calculate the spectra |Fu|, plot them (collecting different cases as appropriate), and
discuss them. Decide on linear or logarithmic scaling of the axes depending on your
focus.)

2. Focus on transient regimes and choose µ and u0 such that you expect a long transition phase,
e.g., µ = 3. Notice that these sequences by construction will be non-periodic, at least contain
an initial non-periodic phase. Whether this is significant, hence the interpretation of the
power spectrum is more difficult, depends on the fraction of states in the transient regime.
Hints: (i) The DFT is most efficient for m = 2n , gets a little bit slower for products of small primes
like m = 3 ∗ 2n , and it can get very slow for arbitrary m. Keep in mind, however, DFT assumes the
data u to be periodic. If this is not the case, the jump from the last to the first element leads to
high-frequency contributions to the spectrum that do not belong to the signal proper. This happens
for instance for µ in the 3-window. A simple way to resolve this issue is to choose m accordingly,
here m = 3∗2n . Apparently, this is not generic. A still simple alternative for sufficiently long signals
is to subtract a linear trend such that the two end members match. Beyond this, more advanced
methods of signal processing are required that go under the term “windowing”. (ii) Increase m to
get more distinct peaks that are better separated from noise.
3.5 My Own Discrete Dynamical System
Construct and explore a discrete dynamical system of your choice.
1. Choose a generating function for an interesting discrete dynamical system (be creative).
What properties are required besides f : Ω 7→ Ω, where Ω is the domain of generator f ?
Possible aspects: smooth? symmetric? maximum in the interior of Ω? multiple maxima?
Suggested choice: smooth function on [0, 1] with f (0) = f (1) = 0, maxu f (u) = 1, and a
single, strongly non-symmetric maximum.
To be very specific (and not very elegant):
f (u) =

µ
[1 − u]2 sin(πu) ,
0.399743

u ∈ [0, 1] ,

µ ∈ [0, 1] .

2. Draw a cobweb diagram, analogous to Figure 3.1. Do not spend much time on coding, may
do this by hand to just get an intuition for the system and for its regimes.
3. Calculate and draw the bifurcation diagram by
(a) choosing a discretization of µ ∈ [0, 1] (1’000 points and more are ok, Figure 3.9 is done
with 5’000) and then for each value of µ

3.3 Multi-Dimensional Discrete Systems
(b) setting u0 = 0.5, iterate for n0 steps, plot a dot at (µ, ui ) for the next n1 steps of the
iteration (for Figure 3.9 n0 = 40 000, n1 = 400; you will have to increase n0 if your choice
of f (u) leads to a slow approach to the attractor)
The suggested numbers are from experience. Think about their impact on the final figure.
4. Zoom into some interesting regions. Qualitatively compare your finding with those for the
logistic map shown in this Chapter.
5. Plot some exemplary higher iterates to understand the windows and transitions (check the
periodicity in the bifurcation diagram to know which ones).
3.6 Transition Plot
For some sufficiently large values of µ, the logistic map (3.8) produces a series of apparently random
numbers. It indeed was used as one of the early random-number generators. Produce two sets
of such random series with range [0, 1] with, say, 1’000 members each by (i) using the random
number generator of your system – in C/C++ this could be u1[i]=(float)rand()/RAND_MAX; and
(ii) iterating (3.8) with µ = 4, starting from an arbitrary initial value.
1. Plot the two series as ordered sequences. Do you notice any differences?
2. Do the “transfer plots” ui+1 (ui ) and ui+2 (ui ). Explain.
Comments:
1. Random number generators provided by the system are typically optimized for speed and
have rather mediocre statistical properties. More accurate, but much slower alternatives are
for instance ran2 (more accurate) and ran3 (faster).
2. Transfer plots are a first tool to detect structures in seemingly random noise and to determine
the dimension of the generating system.
3.7 Lyapunov Exponent I
For the attractor of the logistic map (3.7), calculate and plot the average Lyapunov exponent as a
function of µ
1. theoretically, using the iterated function (3.8), and
2. experimentally, using (3.27) with your choice of k.
Hints: (i) Keep in mind that for both approaches the system must have relaxed from its initial state
and be near the attractor before starting the actual calculation. (ii) The theoretical approach can be
extended arbitrarily by continuing the iteration and thereby improving the precision of the average.
Why would you want to run the iteration anyway, and not just average ∂u f ? Think ergodicity.
(iii) The experimental approach depends crucially on the choice of k. If it is too small, artifacts
from the initial choice of the deviation, ε0 , may dominate since u0 + ε0 need not be sufficiently
near to the attractor. If k is too large, the two states sample the Lyapunov exponents of different
regions. One solution is to choose k > 2, to stop once the two states are separated by a certain
distance, say 10% of the width of the system’s attractor (which is readily obtained from iterating
1
), and to average a large number of such segments.
2
3.8† Quadratic Maps for the Playful
Far from an exhaustive study, play with two-dimensional quadratic maps as given by (3.28) with
indications for parameters from Figures 3.21–3.22 and with their three-dimensional kins [Sprott
1993c]
xi+1 = a1 + a2 xi + a3 x2i + a4 xi yi + a5 xi zi + a6 yi + a7 yi2 + a8 yi zi + a9 zi + a10 zi2
yi+1 = b1 + b2 xi + b3 x2i + b4 xi yi + b5 xi zi + b6 yi + b7 yi2 + b8 yi zi + b9 zi + b10 zi2
zi+1 = c1 + c2 xi + c3 x2i + c4 xi yi + c5 xi zi + c6 yi + c7 yi2 + c8 yi zi + c9 zi + c10 zi2 .
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1. Two-dimensional systems: For a set of parameters a1 , . . . , a6 , b1 , . . . , b6 explore the bifurcation
diagram. Notice that in contrast to the logistic map the attractor now is embedded in a twodimensional state space M and the parameter space P is 12-dimensional. The bifurcation
diagram, which represents the attractor as it changes with the parameters, thus is embedded
in a 14-dimensional space. Choice is mandatory! One class of choices: Take a one-dimensional
subspace of P by (i) choosing a single parameter a varying it, (ii) vary a common multiplier
for all parameters, or (iii) specify some parametric curve. The subspace is then translated
into time by producing a movie of the respective attractors. Pushing the idea, several frames
for different subspaces may be displayed simultaneously, as is done in Figures 3.21–3.22.
2. Three-dimensional systems: Apparently, M now has 3 dimensions, P 30. Following Sprott
[1993a], the third dimension can be neglected, essentially drawing the attractor’s shadow, or
it can be color-coded. Further possibilities include a movie of the rotating object, projections
to be used with colored glasses, or, if you happen to have access to one, calculating input for a
VR system. Suggestions for parameters, taken from Sprott [1993c] and using the convention
introduced in Section 3.3.2, are
• GNXQDPRVJPMBASUKJCRDRWVTDRQTTD
• IPPSGTMPCELDIPWPUPJCNQNFOBCYCK
• NWJRPOXYLDYOHNEBHCQQAVNFQWJTDP
• PGPJYPMITFPTBEEDRWRTUGSXCJFTWE
3.9 Chaotic?
Is the map underlying the left frames of Figures 3.24–3.25 chaotic?
3.10 Lyapunov Exponent II
Choose one of the two- or three-dimensional quadratic maps given by (3.28) or Problem 3.8 and
do Problem 3.7 with this system. For the theoretical approach, this leads to the determination of
the largest eigenvalue of the Jacobian matrix a at each state of the iteration sequence. For the
experimental approach, it may be useful to do an eigendecomposition of a at the initial state in
order to choose the deviation ε0 in the optimal way.

4
Continuous Chaotic Systems

Environmental systems are spatially distributed, hence high-dimensional. However, some of
them operate regularly in regimes where they can be characterized by just a few degrees
of freedom. Formally, this situation is akin to that of the center manifold discussed in
Section 2.3.4. Physically, it encompasses systems for which equilibration in space is fast on
the time scale of the phenomena of interest. It then suffices to consider only the largest
spatial modes. Examples include large-scale circulation in atmosphere and ocean, where the
underlying Navier-Stokes equation links spatial and temporal scales such that large spatial
modes have a long lifetime. This gives rise to the abstractions of geostrophic flow in high- and
low-pressure systems, of the vertical Hadley circulation in the tropics and the corresponding
polar circulation, or of the much smaller orographically determined convection systems like
the mountain-valley winds.
In this chapter, we study such low-dimensional continuous systems, first the driven
pendulum then the L63-system introduced by Lorenz [1963]. The motivation for these
abstractions comes from physical reality. We will introduce it briefly. The focus will be on
the properties of the abstract systems. This then facilitates the transfer of some of their
aspects to other systems, physical ones and others.

4.1
Driven Damped Pendulum
A pendulum is the physical prototype for an oscillating system that periodically transfers
energy between two independent forms, here mechanical energy between potential and
kinetic form. There exist many systems that are structurally identical to the pendulum albeit
their mechanisms are different. Examples include electrical and electromagnetic oscillators
as well as oscillations in atmosphere and ocean.
The viscously damped and periodically driven pendulum is the most simple physical
system with a potentially chaotic dynamics. It is also a prototype model for various environmental processes that are subject to the ubiquitous periodic perturbations experienced
by and within System Earth.
We first look at the physics of the pendulum and formulate it as a dynamical system.
Then, we pursue two goals: (i) to understand some general features of continuous chaotic
systems and to link them back to discrete systems, and (ii) to develop methods for the
graphical representation and analysis of low-dimensional dynamical systems.
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Figure 4.1.
A mass m suspended from a pivot by a massless rigid rod of length ` forms
a pendulum. It may be driven externally by either applying some angular
acceleration or by accelerating the pivot, both typically periodically. The
motion of the mass is parameterized by the angle θ from the vertical. The
friction is assumed to be proportional to the velocity `θ̇ of the mass.
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4.1.1
Physics of the Pendulum
The idealized pendulum belongs to the most simple physical systems. Nevertheless, it rapidly
leads to the limits of our mathematical capabilities through its inherent nonlinearity, and it
continues straight into the realm of chaotic systems if it is driven externally.
Consider mass m suspended from a pivot by a rod of length ` (Figure 4.1). The rod shall
be massless and allow full circular motion in a plane. Everything shall be frictionless. We
parameterize the position of the mass by the angle θ from the vertical, the latter given by
the gravitational field with acceleration g.
For the equation of motion Newton’s law yields
m`θ̈ = −mg sin(θ) ,

(4.1)

where θ̈ is the second derivative with respect to time. While this nonlinear ordinary
differential equation can be solved analytically, the solution is of limited use because it
involves a little known special function, the incomplete elliptic integral of the first kind,
− 1
R ϕ
F (ϕ, m) := 0 1 − m2 sin2 (ϑ) 2 dϑ. A readily understood solution is obtained in the
small-angle approximation, where sin(θ) ≈ θ. Then, initial conditions θ(0) = θ0 and θ̇(t) = 0
lead to
g
θ(t) = θ0 cos(Ω0 t) , Ω20 = .
(4.2)
`
We refer to Ω0 as the natural frequency of this system. Short of actually looking at large
angle solutions, we comment that they remain periodic, but that the nonlinearity widens
the spectral line – θ(t) is no longer a pure trigonometric function – and shifts its peak to
lower frequencies Ω < Ω0 .
A real physical pendulum is subject to a range of forcings, as are its analogs. Three types
are to be considered: (i) friction, in the pivot or as the pendulums moves through a fluid like
air or water, (ii) external forcing of the state, think of the kid on a swing to which you give
a small push whenever it returns, and (iii) external forcing of the system parameters, ` or
g, again thinking of the kid on the swing, realizing that she can start and continue swinging
on her own by rhythmically shifting her center of gravity. The latter brings up the question
if it is safe to leave a kid alone on a swing. Apparently, the general answer is “no”, since we
may return after some time to find her merrily going around in full circles.
Friction For simplicity, we assume slow motion with friction proportional to the velocity `θ̇
of the pendulum’s mass. The frictional force thus becomes c`θ̇ with viscous damping coefficient c > 0. Enhancing (4.1) accordingly and rearranging the terms then leads to
m`θ̈ + c`θ̇ + mg sin(θ) = 0 .

(4.3)
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We use the pendulum’s natural frequency to introduce the dimensionless time
τ := Ω0 t

(4.4)

and with this transform (4.3) into
θ̈ + 2γ θ̇ + sin(θ) = 0 ,

γ=

c
.
2Ω0 m

(4.5)

The time derivatives are now with respect to τ and the dimensionless natural frequency
is ω0 = 1. Again using the small-angle approximation sin(θ) ≈ θ and the initial conditions
θ(0) = θ0 and θ̇(t) = 0 yields
i
p
h
γ
θ(τ ) = θ0 exp −γτ cos(Γτ ) + sin(Γτ ) , Γ := 1 − γ 2 .
(4.6)
Γ
For weak damping with γ  1, hence Γ ≈ 1 − 21 γ 2 , this may be approximated by
 


θ(τ ) = θ0 exp −γτ cos 1 − 12 γ 2 τ .

(4.7)

The pendulum thus oscillates at frequency 1 − 12 γ 2 < ω0 and the amplitude of the oscillation
decreases exponentially with rate parameter γ. For strong damping, γ > 1, the oscillatory
motion is lost and only a relaxation remains. It is then convenient to write (4.6) using
cos(ix) = cosh(−x) and sin(ix) = sinh(−x).
Forcing of the First Kind (State or Additive Forcing)
We consider an external force
acting on the pendulum’s mass and for simplicity assume it to be periodic with angular
frequency Ω. We directly start out from the dimensionless formulation (4.5) and enhance
the equation for the internal dynamics with the external forcing as
θ̈ + 2γ θ̇ + sin(θ) = µ sin(ωτ ) ,

ω :=

Ω
,
Ω0

(4.8)

where the control parameter µ corresponds to the maximum external angular acceleration
in dimensionless units of time.
Asymptotic Small-Angle States

Again, only the small-angle approximation
θ̈ + 2γ θ̇ + θ = µ sin(ωτ )

(4.9)

is amenable to an analytic solution. This would most conveniently be obtained through
a Laplace transform, in particular if also the transition from the initial condition to the
asymptotic state is of interest. Since mathematical sophistication is not our current goal,
however, we deduce the structure of the asymptotic state through physical reasoning. First,
we notice that the small-angle approximation is a linear ordinary differential equation for
which the principle of superposition is applicable. Then, we recognize the two components
of the motion: (i) the relaxation from the initial condition, which occurs on time scale γ −1 ,
and (ii) the forced periodic motion with frequency ω. Focussing on the asymptotic state and
assuming that γ > 0, the motion will thus be of the form θ(τ ) = α exp(iωτ ), with α ∈ C,
and we take the imaginary part of the final result as the physically relevant part. Inserting
this form into the small-angle approximation, where the term sin(ωτ ) is inflated to exp(iωτ )
then yields for the amplitude
µ
,
(4.10)
α=
1 + 2iγω − ω 2
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Figure 4.2.
Complex amplitude α given by (4.11) for
pendulum forced with µ = 0.1, together
with input energy flux je . The factor
of viscous dissipation is γ = 0.1. The
system’s natural frequency is ω0 = 1. The
phase is expressed in radians.
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with absolute value |α| and argument arg(α) given as
µ
|α| = 
1 ,
[1 − ω 2 ]2 + 4γ 2 ω 2 2

arg(α) = − arctan

 2γω 
,
1 − ω2

2

arg(α)

|α|

0.4

−3

(4.11)

which is valid for γ > 0 (Figure 4.2). This is the resonance curve of the forced pendulum in
the small-angle approximation.
Next, we go for a qualitative understanding of the resonance curve from the perspective
of energy fluxes. The external forcing inputs a certain energy per unit mass and unit time.
We denote it by je and notice that it is proportional to [force density]·[pathlength]/[time],
i.e., proportional to µ|α|ω. This energy flux is either stored as kinetic and potential energy
of the pendulum or it is dissipated by the viscous friction (2γω). The amplitude |α| adjusts
such that this balance is satisfied. Away from the natural frequency, most of the work goes
into accelerating and decelerating the pendulum. In contrast, at the natural frequency,
the pendulum keeps accelerating since there is no frequency mismatch that could lead to a
deceleration. Hence the pendulum accelerates at an initially constant rate until the velocity
is so high that viscous friction becomes dominant and eventually transfers all the incoming
power into heat. Concerning this apparent runaway from forcing at the natural frequency
warrants three comments: (i) The small-angle approximation soon loses its validity. Indeed,
beyond |θ| > π the pendulum rotates in full circles. (ii) The smaller γ, the higher the
maximum amplitude, but also the longer the time required to reach it, since the external
energy flux is constant. (iii) With decreasing γ, the time required for components of the
natural frequency to decay also increases.
Large-Angle Dynamics Systems with weak external forcing that in addition are either
strongly damped or driven far away from their natural frequency are well-represented by
the small-angle approximation (4.9). With any of these premisses failing, the full nonlinear
equation (4.8) must be solved. This in general calls for a numerical solution, which invariably
leads to the study of individual cases.
We choose an exemplary system with a rather small dissipation coefficient, γ = 0.01,
and a correspondingly sharp resonance curve. In contrast, the external forcing is strong
with angular frequency ω = 0.8, recall ω0 = 1, and amplitude µ = 0.5. In the small-angle
approximation this would lead to the amplitude |α| ≈ 1.39 for the asymptotic periodic state.
As initial condition, we let the pendulum be at rest in its static equilibrium, at θ = 0.
For the chosen setup, the pendulum is rapidly driven into a highly irregular motion,
which includes frequent full circles around its pivot (Figure 4.3). This results from three

107

4.1 Driven Damped Pendulum

3

θ

transient chaotic regime

periodic regime

2
1
0

τ
500

−1

1000

1500

−2
−3
3

θ

2
1
0
−1
−2
−3

τ
500

1000

1500

Figure 4.3.
Development of forced
pendulum described by (4.8)
for parameters γ = 0.01, µ =
0.5, and ω = 0.8. Initial
conditions are θ = θ̇ = 0,
i.e., the pendulum at rest in
its static equilibrium position.
Notice that θ is a cyclical
variable with domain [−π, π].
The lines hitting the upper
and the lower boundary thus
correspond to full circular
motion. The solution was
obtained using the explicit
Runge-Kutta Cash-Karp
algorithm (Appendix A.1.2)
with local error ε = 10−10
(upper) and ε = 1.1 · 10−10
(lower), respectively. Closer
scrutiny reveals that the two
trajectories are practically
indistinguishable for τ < 50.
These short times are not
clearly visible, however.

aspects: (i) the initial state is far from the asymptotic periodic state, (ii) the forcing is
strong and able to accelerate the pendulum into full circles in a short time, and (iii) the
damping is weak and only becomes significant on a time scale of γ −1 = 100. As we will
find with (4.14) below, the pendulum may be described as a dynamical system and this
possesses a periodic attractor for the parameters chosen. The nearer the system is to this
attractor, the slower its development. This is because, by definition, the action of the
external forcing on the system’s development vanishes on the attractor. Hence, once the
system happens to come close enough to the attractor during its irregular motion, such that
the characteristic time becomes comparable to that of viscous damping, it will finally relax
towards the attractor. Once relaxation sets in, it proceeds on time scale γ −1 . As may be
gathered from Figure 4.3, for the particular simulation shown there, the system happens to
get near the attractor by time τ = 10 200 and then relaxes on a time scale of about 100, the
latter as expected. The period of the asymptotic state is determined by the external forcing,
with 2π/ω ≈ 7.85, and the amplitude is about 2.4, significantly higher than predicted by
the small-angle approximation, again as expected.
We anticipate that the time when the transition to the asymptotic periodic regime occurs
will depend sensitively on the system’s trajectory, which in turn depends on minute details
both in reality as well as in the simulation. These details include the initial state as well
as noise along the path. The effect of just slight changing the noise, here due to the finite
precision of the numerical simulation, is illustrated in the lower frame of Figure 4.3. It shows
that changing the numerical error by just 10% yields a completely different time at which
the transition to the asymptotic periodic regime occurs. To be sure, these simulations do
not involve any random element and are perfectly repeatable. Notice that while the time
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of transition is highly sensitive, as are the details of the trajectory before that time, neither
the general phenomenology is affected nor the statistics of the trajectory before. The latter
may be guessed from the figures but would have to be shown.
The above numerical simulation demonstrates some important facts: (i) A forced pendulum is capable of highly irregular motions including full circles. (ii) With a small dissipation
coefficient, the transition from an arbitrary initial state to the asymptotic periodic state
may take a very long time. This transition time depends only indirectly on the dissipation
time γ −1 , namely through the latter’s determination of the capture zone of the embedded
attractor. (iii) The details of the system’s development are sensitive to the starting point,
hence also to accuracy and precision of the numerical simulation. Indeed, the forced
pendulum is an example for a deterministic chaotic system, whose details cannot be predicted
even though its general phenomenology can. This is an instance of the “unknowable”
mentioned in Section 1.3.4.
Forcing of the Second Kind (Parameter or Multiplicative Forcing) A second possibility
for forcing is to modulate the pivot in vertical direction, which in turn leads to a modulation
of the effective acceleration by gravity. Retaining the previously introduced representation
of friction and again assuming a harmonic modulation then leads to


m`θ̈ + c`θ̇ + m g − af sin(Ωt) sin(θ) = 0 ,
(4.12)
where af is the maximum acceleration of the pivot. Casting this into dimensionless form as
above, we arrive at


θ̈ + 2γ θ̇ + 1 − µ sin(ωt) sin(θ) = 0
(4.13)

with µ = af /g. Again, this is a nonlinear ordinary differential equation that
 is cumbersome

to solve analytically. Indeed, even the small-angle approximation θ̈ +2γ θ̇ + 1+µ sin(ωt) θ =
0 leads to a sum of different Mathieu functions, which is too unhandy to reproduce here.
The reason for this mathematical intractability comes from the fact that with this forcing
the coefficients of the equation are no longer constant. Physically, this means that the
system properties change in time. We thus turn directly to the numerical solution of the
full problem (4.13).
We study an exemplary system with a small dissipation coefficient, γ = 0.1. The pivot is
driven rather strongly, with µ = 1.15 at ω = 0.8, just a bit stronger than by gravity, which in
scaled units is 1. Starting the pendulum at its static equilibrium position as in the previous
case does not lead to any angular motion. Indeed, vertically vibrating the pivot with the
pendulum hanging straight below it cannot affect the angular position. Already a minute
deviation as it occurs in any experimental or natural setting changes the situation completely,
however. We thus choose a slightly offset initial position, θ = 10−5 , while still leaving θ̇ = 0.
This leads to a very long phase during which the amplitude builds up until, around τ = 600,
the first burst develops, which eventually sends the pendulum into a few full circles around
the pivot (Figure 4.4). This burst apparently develops such that the pendulum falls out of
phase with the forcing. After all the natural frequency is quite far from that of the forcing.
Consequently, the amplitude decays rapidly until the forcing takes over again and leads to
the next acceleration and resulting burst. For the parameters chosen here, this sequence
continues for a very long time, possibly indefinitely. This particular system indeed was set up
at the limit of a chaotic regime. Minute changes of the parameters, of the initial condition,
and even of the computational precision leads to quite different developments. For instance,
decreasing the forcing from µ = 1.15 to 1.10 stops the motion of the pendulum completely.
In contrast, and at first sight counter-intuitively, increasing the forcing considerably beyond
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Figure 4.4.
Motion of a pendulum
forced by modulating its
length as described by
(4.13). Parameters are
γ = 0.02, µ = 1.15, and
ω = 0.8. Initial conditions
are θ = 10−5 and θ̇ = 0,
i.e., the pendulum starts at
rest, just a tiny bit offset
from its static equilibrium
position.

1.15 may asymptotical lead to perfectly harmonic motions that are very similar to those
encountered with the state-forced pendulum above.

4.1.2
Pendulum as Dynamical System and its Regimes
In order to transform the traditional formulation into that of an autonomous dynamical
system, we introduce the state variables u1 := θ, u2 := θ̇, and u3 = t. Thus, u3 represents
time for the external forcing, which allows to formally distinguish between time as it occurs
in u̇, i.e., the directed space T in which the system develops, and time as a component of the
system state u ∈ M on which the now internal forcing depends. The development equation
for the state-forced pendulum (4.8) thus becomes
u̇1 = u2
u̇2 = −2γu2 − sin(u1 ) + µ sin(ωu3 )

u̇3 = 1 ,

(4.14)

where γ is the friction coefficient and µ is the amplitude of the harmonic external forcing
with angular frequency ω. With forcing of the second kind, described by (4.13), the second
equation would be replaced by


u̇2 = −2γu2 − 1 − µ sin(ωu3 ) sin(u1 ) .
(4.15)
We notice that the introduction of u3 corresponds to the incorporation of the originally
external forcing into the dynamical system.

The forced pendulum has three regimes that depend on the amplitude µ of the perturbation (Figure 4.5): (i) basic oscillations, for small values of µ and with the same period
as the forcing, that become deformed as µ increases, (ii) higher order periodic orbits that
typically also include full circles, and (iii) non-periodic chaotic motions.
We look into these regimes more closely after introducing a first tool.
Tool: Phase Diagrams
The study of mechanical systems led to the notion of a phase
space that is spanned by position x and velocity ẋ of some particle or of some system’s
center of gravity. In analogy, plotting any of the state variables of a dynamical system
against another is referred to as a phase diagram.
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Figure 4.5.
Trajectories of damped state-forced pendulum (4.14) projected into the u1 -u3 plane
that represents angle and time. Parameters
are γ = 0.1 and ω = 0.8. The pendulum’s
natural frequency is 1. At τ = 0, it is in static
equilibrium, i.e., (u1 , u2 ) = (0, 0). Horizontal
lines in the topmost frame indicate the
amplitude calculated from the small-angle
approximation (4.11). Notice that u1 ∈
[−π, π] is a cyclic variable. Lines that reach
the upper and lower boundary thus represent
full circles of the pendulum.
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Plotting u2 against u1 for the forced pendulum produces phase diagrams in the physical sense as (u1 , u2 ) corresponds to (θ, θ̇). As examples, Figure 4.6 shows the phase
diagrams corresponding
to Figure 4.5. Each trajectory starts from static equilibrium,

hence u1 (0), u2 (0) = (0, 0).

Basic Oscillations
For sufficiently weak sinusoidal perturbations, the pendulum performs
an equally sinusoidal motion. The phase diagram, appropriately scaled, is a circle. With the
ratio µ/γ between forcing and dissipation sufficiently small, this asymptotic state is reached
quickly, within the first period. Increasing the perturbation amplitude, e.g., to µ = 0.84,
the motion becomes nonlinear and the phase diagram deviates considerably from a circle
(Figure 4.6, left frame). Notice that the angle reaches up to about 2.3, much higher than
horizontal, which is π2 .
The pendulum apparently executes a complicated motion before it settles for the basic
oscillation. Closer scrutiny of the trajectory reveals how it picks up momentum during this
phase – the amplitude of u2 = θ̇ increases – until it reaches a state where the momentum
gained from the external forcing during a period 2π
ω equals the momentum dissipated during
this same time. We look into the physics of this particular system in some more detail
because it is representative also for other, more complicated systems. To this end, we
express (4.14) in physical term as
θ̈
|{z}

momentum change

= − sin(θ) +µ sin(ωt) −2γ θ̇
| {z } | {z } | {z }
gravity

.

(4.16)

perturbation dissipation

Notice on the formal side, that the denotations of the individual terms are brief, since we
focus on the structural essentials. For instance, θ̈ is the specific angular force, per unit mass,
which results from Newton’s second law that the temporal rate of change of momentum
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Figure 4.6.
Phase diagrams corresponding to Figure 4.5. The coordinate u1 corresponds to
the angle θ, hence is cyclic, while u2 corresponds to θ̇ and is unbounded. Notice that these are
projections of the three-dimensional trajectories, (u1 , u2 , u3 ) 7→ (u1 , u2 ), hence may intersect even
if the trajectories do not. The thick red lines represents periodic attractors, i.e., limit cycles. For
µ = 1.15, no such attractor exists. Time is color-coded into the trajectories, from blue through
the spectrum to red, with more recent states overprinting earlier ones. For the chaotic motion, an
additional dimming is applied, linearly decreasing with time.

equals the corresponding force. Similarly for the other terms, which all may be read either
as specific forces or as specific momentum fluxes.
In the absence of any perturbation, gravity leads to a force in z-direction, of which only the
angular component sin(θ) contributes to the motion, however. This force, which typically
remains from the initial condition, is reduced exponentially by dissipation, such that the
system quickly settles in its static equilibrium state, which is θ = 0 and θ̇ = 0.
Next, look at the perturbation µ sin(ωt), which acts in two ways: (i) it forces the
pendulum directly and (ii) it changes the coupling to gravity, the other external force.
Again, dissipation removes momentum proportional to the angular velocity θ̇. The interplay
between perturbation and gravity gives rise to complicated motions because the time-scales
of the two are independent of each other. With this, the actual momentum input depends on
the system state relative to the phase of the perturbation. The two driving forces gravity and
perturbation may thus either compensate or amplify each other and this changes during
p the
course of the system’s development. The internal time-scale of the pendulum is Ω−1
=
`/g,
0
given by (4.2), while the external time-scale is that of the perturbation, Ω−1 . For the
simulations, we chose ω := Ω/Ω0 = 0.8.
For the pendulum to settle in some periodic motion, which we might call a dynamic
equilibrium, the net force integrated over the motion’s period T must vanish. Hence,
RT
!
θ̈(t) dt = 0 or, expressed in terms of state variables,
0
Z

0

T

u̇2 (t) dt = 0 .

For the basic oscillation considered here, T =
periodic orbits but will remain a multiple of

2π
ω .
2π
ω .

(4.17)

It will be much longer for more complicated

Higher Order Periodic Orbits
A stronger forcing demands a higher momentum dissiRT
pation rate, hence a higher mean velocity θ̇ = T1 0 θ̇(t) dt. Beyond some threshold, this
cannot be accomplished by basic oscillations anymore and the system transits into full orbital
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motions, possibly through rather violent phases. Such a transition is typically rather delicate
with a stable orbit taking a long time before it is established. We encountered this already
in Figure 4.3 and will find extended intervals with such chaotic transients in Figure 4.15
below. There appear to be exceptions to this, however, for instance, in an interval around
µ = 0.91 where the trajectory rapidly approaches a period-3 limit cycle (Figure 4.6, middle
frame). This cycle indeed is reached in a very short time, in about one orbit, which is much
faster than what is required to establish the periodic oscillation with µ = 0.84.
We notice that the limit cycle for µ = 0.91 is not symmetric, even though the underlying
system is. Hence, there must be a second limit cycle, the symmetry twin of the one shown,
and there may be even more. Questions then concern the stability of these cycles and their
basin of attraction, but also efficient methods to nudge a system from one limit cycle to
another one. This is the starting point of stochastic control.
Non-Periodic Orbits
Increasing the perturbation still further finally leads to a completely
irregular motion with the system no more reaching any periodic state, even after a very long
time (Figure 4.6, right frame). Expressing this in terms of (4.17), the net momentum
during such motions fluctuates on many time-scales, accumulates during one phase and gets
depleted during another, without ever settling on some fixed interval T , which would turn
the motion periodic. While such trajectories are highly irregular, they are not random at
all and they in fact exhibit a rather strict organization on several scales. We will explore
this in some detail below.

4.1.3
Attractors
In dissipative systems, the divergence of the flow is negative, ∇u ·f (u) < 0, hence the volume
kΩk of some small region Ω of the state space contracts under the flow, i.e., ∂t kΩk < 0. For
systems that are not tractable analytically, this may be studied by following the development
of an ensemble of states that sample Ω uniformly at some initial time. Once in the basin
of attraction, a dissipative system thus approaches its attractor asymptotically. Recall that
an attractor is a set of states that is invariant under the system’s development and that it
is the set, not the individual state, that is invariant. For dissipative systems, studying the
attractors is appealing because its dimension is lower than that of the state space, hence it
offers a more compact representation than trajectories and phase diagrams.
Exemplary simple attractors are shown in the left two frames of Figure 4.6. Apparently,
since they are periodic, we may condense their representation considerably by monitoring the
state of a system on such an attractor at finite time intervals only, preferably some fraction
of the period. This comes in particularly handy if the focus is more on the characterization
of a system and on its transitions than on details of its trajectories. We first look at two
useful tools to accomplish this.
Tool: Stroboscope A physical stroboscope periodically emits short pulses of light and
thereby optically freezes periodic motions in place. We apply this idea to dynamical systems by recording the state at a constant frequency ωs to produce the time-series
un := u(τn ) ,

τn =

2nπ
,
ωs

n∈Z.

(4.18)

This is useful if ωs is related to the periodicity of the observed system. We will in the
following use the frequency of the system’s external forcing to trigger the stroboscope,
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ui+1

u(⌧ )
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Figure 4.7.
Poincaré section (set of red dots) of trajectory u(τ ) obtained as
directed intersection of u(τ ) and plane M0 with normal vector
n
b. The sequence {ui } defines the corresponding Poincaré map.
The blue dots are not considered because there the plane is
transversed in the opposite direction.

hence ωs = ω. In other situations, some internal, self-synchronizing frequency may be
used instead or we may even use the instrument for analyzing an unknown system by
sweeping ωs through some interval. The latter is akin to what a Fourier transform is
doing.
Tool: Poincaré Section and Map
Let u(τ ) be a trajectory obtained from some threeb intersect it. Mark
dimensional dynamical system and let some plane with normal vector n
b
those points on the plane where the trajectory intersects and leaves in the direction of n
(Figure 4.7). This is the most simple instance of a Poincaré section.
More formally, a Poincaré section is the set of points {ui } that are at the intersection
b ) > 0, where (., .) is the
between the trajectory and the plane, and for which (u̇(ui (τi )), n
scalar product and τi is the time the intersection occurs. For a state space where time is
cyclic, the stroboscope is a special Poincaré section, provided the frequency ωs is chosen
appropriately, where the fact that time is directed guarantees that the trajectories always
traverse in the same direction.
In a more general definition, a Poincaré section is a directed intersection between the
flow u̇ of a dynamical system in d-dimensional state space M and a lower-dimensional
manifold M0 ⊂ M.
Given a Poincaré section, a discrete dynamical system may be defined with (i) manifold
M0 , (ii) discrete time T = {. . . , τi , τi+1 , . . . }, and (iii) development equation D : ui 7→
ui+1 , where ui ∈ M0 is the starting point of a trajectory and ui+1 its next intersection with
M0 , with the trajectory passing in the same direction as it left. Such a discrete dynamical
system is called a Poincaré map. It is studied instead of the original continuous system
because it inherits many of the original statistical properties and it is simpler due to its
lower dimension. Apparently, a Poincaré map is a discrete dynamical system.
Recall that successive states ui and ui+1 of discrete dynamical systems in general are
not neighboring. This is illustrated by the left frame of Figure 4.9 below, where the large
dots represent successive states of the Poincaré map. However, for Lipschitz-continuous
development equations, nearby states u and u + ε remain nearby for some time.
Regular Periodic Attractors
u̇ = f (u) is defined by

A periodic orbit with period τp of some autonomous flow
u(τ ) = u(τ + τp ) .

(4.19)

Such an orbit Γ is called a limit cycle if it is the α- or the ω-limit for some trajectory that
starts away from the orbit at u0 6∈ Γ. The ω-limit is the set of states that is approached
as τ → ∞. Correspondingly, the α-limit is approached for τ → −∞. Notice that Γ is
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u2
Figure 4.8.
Stroboscope applied to
regular regimes of perturbed
pendulum shown in Figure 4.6.
Large symbols represent
the attractors, a period-1
and a period-3 limit cycle,
respectively. Tiny dots stem
from transients.
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analogous to a stable, attractive, fixpoint if it is the ω-limit. It is thus called a regular
attractor. Conversely for the α-limit where it becomes a repellor.
To analyze the stability of a periodic orbit Γ, consider a Poincaré section orthogonal to
the orbit. Let uk+1 = f (uk ) be the corresponding Poincaré map. An intersection of Γ with
the plane is a periodic fixpoint of f . Choose one and denote it with u0 . Finally, let a be the
Jacobian matrix at u0 , and let σi be its eigenvalues. Then, as detailed in Section 3.1.2, Γ
is stable at u0 if |σi | < 1 ∀i. It is unstable if |σi | > 1 for any i, repulsive in the direction
of the eigenvectors with |σi | > 1 and stable in direction of the eigenvectors with |σi | < 1, if
there are any. Again, we have the neutral points with their associated critical slowdown for
|σi | = 1. Notice that each of the points uk in the periodic sequence has its own eigensystem
and each may be stable, neutral, or unstable independent of the other ones. The stability
of the entire sequence then results from the products of Jacobian matrices evaluated at
the members of the sequence. This is in analogy to the one-dimensional case (3.16) with
f 0 (u∗p−k ) replaced by a|u∗p−k , where a is the Jacobian matrix of f .
Finally, as already observed for the logistic map, periodic orbits undergo bifurcations in
much the same way as fixpoints do.
Pendulum
For sufficiently weak forcing, the pendulum approaches a periodic limit cycle,
which may still be complicated, though (Figure 4.6). Whatever the complications of this
attractor may be, applying the stroboscope with ωs equal to the forcing frequency ω yields
its periodicity, and eventually also its more detailed structure (Figure 4.8).
For µ = 0.84, the pendulum performs a basic oscillation. With the stroboscope, this
leads to one major point that is revisited indefinitely and to a number of minor points
that originate from the initial transients. The latter are typically visited just once. The
single major point represents the system’s period-1 limit cycle. Its exact location on this
cycle depends on the phase of the stroboscope relative to that of the system’s perturbation.
Sweeping this phase would allow to explore the cycle’s structure in detail, which is not very
interesting in this case but will be used later.
At µ = 0.91, three major points occur and represent the period-3 limit cycle, i.e., one
period of the system state takes 3 forcing cycles. Applying a stroboscope with the frequency
of the forcing to an arbitrary trajectory of a system that possesses a period-p limit cycle as
attractor indeed produces p major points that are revisited indefinitely. In addition, there
typically appear a number of minor points from transients. Their number may actually be
large but they are mostly visited just once.
Strange Attractors First recall the difference between a phase diagram, which is the
projection of the entire state space to some chosen subspace, and a Poincaré section or a
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Figure 4.9.
Stroboscope applied to the chaotic trajectory of the forced pendulum with µ = 1.15
shown in Figure 4.6. (left) The stroboscope frequency ωs is chosen equal to that of the external
forcing. Each of the tiny dots corresponds to a state of the system at one of the discrete times τn
and the environment of each of them is visited indefinitely. In contrast to Figure 4.8, transients
have been excluded by a spinup of 400 forcing cycles before starting to record states for some
106 cycles. Six successive states at τn , τn+1 ,. . . , τn+5 are identified by symbols with successively
increasing radius to illustrate that successive intersections are generally not nearby in (u1 , u2 ).
(right) Cross-sectional planes are located more closely by choosing ωs = 6ω. Successive slices are
drawn in ever lighter color.

stroboscope view, which are both sections of the state space. Images of trajectories may
thus intersect in a phase diagram while two identical points in a section belong to a periodic
orbit. Further recall that the points that make up a section are not continuous unless part
of the trajectory happens to lie in the section.
Cyclic Dimension of State Space
The state variable u3 , which we introduced as time,
indeed is a cyclic variable. We needed it in order to incorporate the time-dependent
perturbation into the autonomous formulation (4.14) and chose it as a linear variable,
mainly in order to retain physical intuition. Another choice, u3 := sin(ωt), which essentially
replaces time by the phase of the sinusoidal perturbation, would transform (4.14)2 into
u̇2 = −2γu2 − sin(u1 ) + µu3 . This would have worked equally well, at the cost of further
introducing u̇3 = ωu4 and u̇4 = −ωu3 , however. While admittedly clumsy, this formulation
demonstrates that the nature of the u3 -direction is indeed cyclic and that a stroboscope
with ωs = ω produces a single section, which coincides with the corresponding Poincaré
section.
Shape of Attractor
The power of sections shows with chaotic trajectories. While already
the phase diagram reveals that there is no obvious periodicity (right frame of Figure 4.6),
we cannot learn much about a possible more complicated underlying structure from it. In
contrast, the stroboscope reveals that the motion indeed is highly structured and bound to
an intricately shaped manifold (Figure 4.9).
We first stick to observations and recall that the dots in Figure 4.9 mark the intersection
of the trajectory with the corresponding Poincaré plane. They are isolated because the
underlying equations are continuously differentiable, hence the system’s solutions are unique.
Coinciding points would thus imply a periodic orbit, which does not exist in this regime,
however.
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Figure 4.10.
Real part of essential eigenvalues (4.21) of the Jacobian matrix
(4.20) with γ = 0.1 (red) and γ = 0.5 (blue). The gray areas
indicate hyperbolic points. For γ 2 −cos(u1 ) < 0, the eigenvalues
are complex with Re(σ) = −γ, hence the local dynamics is
attractive oscillatory.
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The set of individual dots is organized into complicated, nested and contorted very thin
sheets that wind along the u3 -direction while they are twisted further (right frame of Figure
4.9). The intricate structure becomes most astonishing once we realize that successive
intersections are not near each other, as illustrated by the large dots in the left frame. This
reveals the nature of the chaotic state, namely that a trajectory will return to an arbitrarily
narrow neighborhood of any of its previous states, albeit after a possibly very long time.
Only with such a reliable and accurate return can a filigran graph as shown here emerge
from a large number of widely separated transits that are calculated with a rather modest
numerical precision. That recurrence times may be very long is manifest in the few widely
isolated dots, whose neighborhood apparently has not been revisited within the 106 transits
recorded for the figure.
The object outlined by the trajectory and sliced by the Poincaré sections is an attractor.
Notice that even though Figure 4.9 may suggest dynamics, this is actually a static object,
albeit not a regular geometric one. The trajectories deduced from the Poincaré section hint
at (i) chaotic dynamics, i.e., a rapid divergence of two nearby states and the dense exploration
of the accessible state space, and (ii) a fractal geometry, i.e., a fractional dimension. Property
(i) earns this set the name strange attractor with (ii) as a common companion.
Flow on the Attractor Inspired by the discussion in Section 3.2.4, we envisage this strange
attractor as a set of unstable periodic orbits (UPOs). More figurative, imagine a dense and
intricately intertwined bundle of “spaghettis”, each of which is attractive in at least one
direction and repelling in another. To corroborate this, we do a linear stability analysis of
the pendulum’s dynamics given by (4.14). Hence, calculate the Jacobian matrix,


0
1
0
a =  − cos(u1 ) −2γ µω cos(ωu3 )  ,
(4.20)
0
0
0
which is singular because time (u3 ) just progresses constantly. Its essential eigenvalues, for
the u1 u2 -plane, are
p
σ± = −γ ± γ 2 − cos(u1 ) .
(4.21)

These depend only on the friction coefficient γ and on the angle u1 (Figure 4.10). For
|u1 | > π2 , all states are hyperbolic with a positive and a negative real eigenvalue, irrespective
of the value of γ. The general shape of trajectories near such a point have already been shown
in Figure 2.7 on page 48. Their attractive direction with the negative eigenvalue, the stable
manifold, is responsible for the formation of the attractor in the first place. The antagonist
is the repelling, unstable manifold that prevents an approaching trajectory from ever settling
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and keeps it wandering across the attractor’s surface. We recall from Section 3.2.4 that such
a “wandering” trajectory extracts more information from the strange attractor than just the
locations of its “veins”. Its residence time near an unstable periodic orbit indeed reflects
the local Lyapunov exponents, the eigenvalues (4.21), hence the magnitudes of stability and
instability of that particular orbit.
For the domain with γ 2 < cos(u1 ), the eigenvalues turn complex with constant real
part −γ. The local dynamics thus is attractive and oscillatory.
In the context of chaotic dynamics, the domain |u1 | > π2 apparently is of special interest.
Notice that physically, this is the domain where the pendulum is above the horizontal plane
through its pivot.
Finally, for later reference, we also obtain the eigenvectors belonging to (4.21),
p


−γ ∓ γ 2 − cos(u1 )
,
(4.22)
e± =
cos(u1 )
with examples for the monotonic region shown in Figure 4.16 (page 125).
Deterministic Time Horizon The intricate structure of the observed trajectories raises
a question: How does this fit together with (i) our understanding that the state of a
chaotic system cannot be predicted beyond its deterministic time horizon and (ii) the fact
that the numerical simulation was done for 106 forcing cycles but with a rather moderate
computational precision?
The riddle is solved by first recognizing that the structure represented in Figure 4.9 indeed
is an attractor and by recalling that in a dissipative system an attractor is approached
exponentially fast. Secondly, while the asymptotic motion is predictably restricted to the
attractor – once transients have vanished, which may take some time –, the actual location
on the attractor is subject to deterministic chaos, hence unpredictable beyond the system’s
time horizon. To be more precise, the simulated trajectory is restricted to some small
neighborhood of the attractor. The extent of this neighborhood depends on the precision
of the numerical calculations and on the attractor’s local stability, which may be expressed
in terms of Lyapunov exponents. The precision of the numerical simulation thus does not
appreciably affect the imaging of the attractor, i.e., the shadowing of its shape. However, it
does strongly affect the trajectory on the attractor, e.g., the sequence of states highlighted
in Figure 4.9.
Temporal Analysis Poincaré sections and their kins focus on the structure of a system’s
attractor in state space. An alternative that is interesting for many experiments is to look
at the temporal development of a state as it propagates on the attractor. The Poincaré map
provides a first glimpse. It is not well-resolved in time, however, and often hard to interpret.
Other instruments produce better representations of both the explicit temporal structure of
a trajectory and of its statistics. Incidentally, they also provide tools to identify and extract
UPOs, as first demonstrated by Auerbach et al. [1987].
Tool: Distance Function
Let u(t − ∆t) and u(t) be two states on the same trajectory
and define the distance function as
d∆ (t, ∆t) := ku(t) − u(t − ∆t)k2 ,

(4.23)

P 2  21
where k  k2 :=
is the L2 -norm [Boghosian et al. 2011]. The L2 -norm is often
i i
appropriate for physical systems, but any other norm would do as well. In particular,
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Figure 4.11.
Sections of the trajectories – u1 (u3 ) corresponding to θ(t) – of the sinusoidally
forced pendulum (upper) and corresponding distance functions (4.23) (lower) for two different
perturbation amplitudes µ, both cases with γ = 0.1. Recording of the trajectories started after
a spinup time that got rid of transients. The angle θ is shown both as cyclic variable (blue) and
unfolded to get rid of the 2π-jumps (red). The distance function (4.23) was applied to the unfolded
trajectories. The folded case looks very different. The gray line in the lower frames separates
information that stems from the time interval shown in the upper frame (below gray line) and from
earlier times (above gray line).

one may want to balance the scales in the different directions such that average distances
between them are comparable.
Instead of the asymmetric formulation (4.23) it is often convenient to use the symmetric
version of the distance function,
d(t0 , t1 ) := ku(t0 ) − u(t1 )k2 .

(4.24)

It is particularly useful for analyzing non-periodic systems that contain periodic patches.
As we will see, graphical representations based on (4.24) are rotated and sheared versions
of those obtained with (4.23).
Periodic Motion For a perfectly periodic orbit, (4.23) is the natural choice for the analysis
(Figure 4.11, left frame). For these orbits, distance d∆ first increases with ∆t up to some
maximum value and then drops back to zero as ∆t approaches the orbit’s period tp . This
behavior is independent of time t, hence a graph of d∆ (t, ∆t) is rather boring, just a set
of parallel lines at ∆t = ktp with k ∈ N. With the period-3 limit cycle that prevails for
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Figure 4.12.
Distance function (4.24) in analogy to the left frames
of Figure 4.11. The contour levels are chosen such
that the distance function graphically resembles the
corresponding recurrence map introduced in (4.25).

µ = 0.93, tp = 6π
ω ≈ 23.6. The trajectory’s smaller peaks lead to additional structures in
the distance map with t0p = 13 tp ≈ 7.86.

Non-Periodic Chaotic Motion Trajectories on strange attractors often include some quasiperiodic parts but are overall non-periodic. The later originate from UPOs that are just
weakly unstable and able to retain a nearby state for several periods. As illustrated by the
right frame of Figure 4.11 and by Figure 4.12, this situation is more easily recognized with
(4.24). To understand the two figures, we first notice that by definition, d∆ (t, 0) = 0 and
d∆ (t, ∆t) ≥ 0 for all t and ∆t, similarly for d(t0 , t1 ). As for the periodic case, increasing
∆t from 0 always leads to an initial increase of d∆ . Then, if the orbit returns to some
neighborhood of where it set out, d∆ will decrease again, ideally to 0 for a closed orbit.
Hence, a periodic or quasi-periodic orbit with periodicity tp manifests itself by a small value
of d∆ (t, tp ). Since all orbits on a strange attractor are unstable – if one of them was stable,
the entire attractor would condense on it – this will only be the case for t in some limited
time interval, which we call the orbit’s lifetime τ . For τ  tp , there occur multiple passages
along the UPO and a corresponding bundle of parallel lines occurs, locally equal to the
periodic motion.
Instances of periodic intervals appear for t ∈ [400, 440] with a period-1 orbit and for
t ∈ [540, 590] with a period-3 orbit. They are imaged on the t-axis in Figure 4.11 and on
the diagonal in Figure 4.12. Evidently, they are more easily detected in the latter.
We furthermore recognize that periodic orbits recur irregularly and after very long times,
for instance the period-1 orbit around t = 250 and t = 500 or the period-3 orbit around t =
550 with just a single cycle at t = 225. In Figure 4.12, they lead to corresponding localized
packs on the diagonal and off-diagonal. The corresponding features are also apparent in the
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Figure 4.13.
Unfolded angle θ = u1 of sinusoidally
perturbed pendulum with µ = 1.15 as in
Figure 4.12, but here for much longer times.
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unfolded trajectory. They represent orbits that are captured by a weakly unstable periodic
orbit, eventually escape from it, and are recaptured later by the same UPO or by another
weakly unstable one with the same periodicity.
Finally, we look at the almost perfect rectangle around t = 140 in Figure 4.12. It results
from the near-perfect zigzag-trajectory between t = 70 and 210. The other nearly straight
parts of the trajectory lead to the further geometric features of the distance function.
The distance function thus reveals a rich spectrum of structures in the temporal development of this deterministic chaotic system, structures that occur on several time-scales.
Interestingly, on very long time-scales the unfolded angle θ appears as a random walk
(Figure 4.13). Incidentally, this can be readily understood as a consequence of the Central
Limit Theorem.
Tool: Recurrence Map
map

A digital variant of the distance function is the recurrence

R(ti , tj ) := H ε − d(ti , tj ) ,

(4.25)

where H is the Heaviside step function and ε is an appropriately chosen small number
[Marwan et al. 2007]. The function R(ti , tj ) is 1 if the state at tj is within ε of the state
at time ti , thence the name recurrence.

4.1.4
Transitions
Dissipative systems are typically described by their attractors. This is because any initial
volume of state space contracts during the system’s development and eventually settles on
some attractor. In order to understand the general phenomenology of such a system it
thus suffices to study its attractors as they change with the system parameters. For the
pendulum, these are the dissipation coefficient γ together with frequency ω and amplitude µ
of the sinusoidal perturbation.
While attractors yield a wealth of information, we recall as caveats that (i) an attractor
by definition represents the asymptotic behavior of a system and contains little information
on short time scales and (ii) different perturbations of the “same system”, for instance the
superposition of two sinusoidal perturbations instead of one, may lead to quite different
quantitative behavior.
Low-Dissipation Regime
We look into the role of the dissipation parameter γ and in
particular glimpse at the dynamics of low-dissipation systems. We thus reduce the value
of γ used so far by an order of magnitude, to 0.01, and look at the resulting stroboscope
views (Figure 4.14).
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Figure 4.14.
Stroboscope view of the same system as shown in Figures 4.8–4.9 except for the
damping that is an order of magnitude smaller, γ = 0.01. For the right frame, µ = 1.1 was chosen
since for µ = 1.15 the system already collapsed to a period-1 attractor. The large red dots in the
rightmost frame again indicate eight successive states at times τn , τn+1 ,. . . , τn+7 .

As expected, less dissipation leads to much longer transition times. Indeed, (4.14) shows
1
that the system state relaxes exponentially with characteristic time 2γ
. Hence, for the
regular regimes, the left two frames of Figure 4.14, contain many more transient states
than the more dissipative systems displayed in Figure 4.8. Correspondingly, the attractor
in the chaotic regime is much “fatter” although fluid-like structures persist. These are just
some indicative examples, however, and the general behavior upon changing µ or γ is more
complicated. For instance, choosing µ = 1.15 like for Figure 4.9, the system would exhibit a
regular period-1 attractor, even though it does take a long time to descend to it. As another
example, increasing γ to 0.02 would not reduce the transients as might be expected but
actually increases them and brings out a structure that is analogous to the right frame of
Figure 4.9, although the stable period-3 orbit eventually prevails.
Ergodicity As introduced in Section 3.3.3, a system is ergodic if the average of some
quantity g(u) is the same whether calculated along a trajectory or over the system’s state
space M. This is formulated by (3.30). A sufficient condition for ergodicity thus is a
uniform coverage of M by the trajectory u(t). The perturbed pendulum with γ = 0.1 is
apparently non-ergodic, even in the chaotic regime (Figure 4.9). We do recall Poincaré’s
recurrence theorem though, which ascertains that trajectories on the strange attractor of
the chaotic regime do revisit an arbitrary open neighborhood of every state on the attractor.
The coverage is not uniform, however, as is for instance illustrated by the distance function
shown in Figure 4.12.
Reducing the damping to γ = 0.01 (Figure 4.14) apparently brings the trajectory much
nearer towards a uniform coverage of M, hence towards ergodicity. Going the whole way
γ → 0 leads to the realm of volume-conserving dynamic systems, which are indeed ergodic
in appropriate sub-domains. The dynamics of such systems is quite different from that of
the dissipative systems considered here, however. We do not explore them any further as
they are not of much relevance for environmental systems.
Impact of External Forcing’s Amplitude
The attractor of a perturbed pendulum is more
complicated than that of the logistic map in Section 3.2.4. For a compact overview, we
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map the return points u∗1 as a function of µ. Formally, this corresponds to the Poincaré
section (u1 , u3 ) at u2 = 0, subsequently projected onto the u1 -axis. For illustration, we
choose the parameters γ = 0.1, ω = 0.8, and µ ∈ [0, 1.3], and integrate (4.14) using the
Runge-Kutta Cash-Karp algorithm (Appendix A.1.2) with a computational precision of
ε = 10−6 (Figure 4.15). Notice that while this image shares some features with that for the
attractor of the logistic map (Figure 3.3), it does not actually show the attractor. Even for
just the single parameter µ, this would be a three-dimensional object that consists of the set
of attracting orbits. Exemplary trajectories are shown in Figure 4.5 with phase diagrams in
Figure 4.6.
The attracting set apparently possesses all the elements encountered for the logistic
map before: continuous and smooth developments of single states – which now represent
continuous period-1 orbits –, period-doubling cascades, and chaotic regimes with densitydiscontinuities and nested windows. The arrangement of these elements is more complicated,
however. Some of them are disconnected, for instance in the interval 0.68 < µ < 0.74, and
some even appear to overlap although they are disconnected, as near (µ, u∗1 ) = (0.93, 2.35).
While we readily recognize the latter as a result of the projection, the former indicates
that several attractors coexist in certain regions of the parameter space. Apparently,
different initial states end up on different attractors. We may anticipate that there are
transitions between attractors and that these may be induced either by control, i.e., a
deliberate modification of the state, or by noise that stems from the numerical precision
in the simulation or from the environment in a physical setting. The probability for such
transitions depends on the structure of the different basins of attraction. It is particularly
high near corresponding contact lines. We will glimpse at this below.
Operational Comments – Gaining an Overview
Representing the full attracting set of a
dynamical system is computationally expensive and non-trivial. Reasons are that it is not
a priori obvious what resolution of what part of the state space is sufficient, what part of
the parameter space is interesting, how many attracting sets coexist, what their basins of
attraction are, what computational precision is sufficient for exploring all this, and what
spin-up times are required for the initial state to descend to the attractor. These issues
become more pressing for systems that are more expensive to evaluate and for increasing
dimensions of the parameter and of the state space, the latter because different attractors
may exist, with correspondingly separated basins of attraction. They are already relevant
for a simple system like the pendulum we consider here, however.
The first step invariably consists of a coarse and uniform sampling of selected subspaces
of the parameter space and of the state space. The latter is important for detecting possible
coexisting attractors, which will be reached from different initial states. The minimal
computational precision may be estimated from simulations of single trajectories. The initial
coarse and not very precise exploration is refined and possibly focussed in subsequent steps,
which must also include a convergence study with respect to numerical precision.
For illustration, Figure 4.15 has been obtained by selecting a one-dimensional subspace
(µ) of the parameter space, with ω and γ both kept constant, and by similarly selecting
a one-dimensional subspace (u1 ) of the state space for initial states. While the parameter
space was resolved well, sampled at 4’000 points, a coarse resolution of the state space was
deemed sufficient, sampled with just 32 initial states. Computational precision was chosen
at the lower end, 10−6 . These choices demanded some 4 · 1011 Runge-Kutta Cash-Karp
steps. Increasing the precision by two orders of magnitude increases the number of time
steps by one order of magnitude. A subsequent convergence analysis indicated that the
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Figure 4.15.
Representation of attracting set for damped pendulum with sinusoidal perturbation of state. For each value of µ, an ensemble
of 32 states was initialized, with u1 uniformly distributed in [0, π] (color symbols on u1 -axis) and u2 = u3 = 0. It was propagated for 20’000
time units, some 2’546 periods, with the positive return points u∗1 then being recorded for 2’000 time units, coded with the color of the ensemble
member and plotted with increasing size from red to violet to allow distinction. The dominating reddish color in the chaotic regions is an artifact
due to plotting from violet to red. Zoom into this figure to reveal some more details. The line at u1 = π2 indicates the pendulum’s horizontal
position, the short dotted line the small-angle approximation (4.11). The computational precision was moderate, ε = 10−6 . Compared to more
precise computations this leads to small shifts of features, particularly in fragile regions. For instance, the bifurcation that here is at µ = 0.9091
occurs at µ = 0.9147 and 0.9148 with ε = 10−8 and 10−10 , respectively. The solid rectangle is enlarged in Figure 4.20.
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gained representation of the attracting set was qualitatively correct but that a computational
precision of 10−8 would be required to be also quantitatively sufficient.
This example demonstrates that already the full exploration of a simple system challenges
our current capabilities. While this is no real difficulty for the pendulum – we understand
the system sufficiently well to deduce its full operation from a few limited explorations
– it becomes a major challenge for the more complicated and less understood systems
encountered in our environment.
Operational Comments – Selecting an Attractor A representation of the attracting set
reveals interesting domains of the parameter space, for instance bifurcations. It tells little
about the nature of these features, however, and the characteristics of the corresponding
attractors. To learn more, we need to study specific trajectories.
If the attracting set was computed with a precision different from what is going to be
used for the trajectories, a small window on the set around the desired feature must be
recalculated with that new, typically higher precision. This allows to correctly choose the
parameters.
In the next step, we select the attractor to be studied. A simple approach is to read
the desired u∗1 from the plot of the attracting set, or preferably from the underlying data
file, and to initialize the state with {u1 , u2 , u3 } = {u∗1 , 0, 0}. An alternative, and more
comprehensive approach is to use a sufficiently large ensemble of initial states {u1 , u2 , 0} to
find all attractors.
Period-1 Regime
For µ . 0.2, the small-angle approximation (4.11) yields u∗1 ∝ µ.
Beyond the linear range, the amplitude increases ever more strongly with µ until it reaches
a singularity at µ = 0.30.1 Here, an infinitesimal change of µ leads to a jump of u∗1 .
Scrutinizing the transition reveals two aspects: (i) The transition is hysteretic, as indeed
we suspect with any jump. (ii) The succession of tiny dots within the jumps, each of which
represents one reversal, demonstrates how the respective states lose their stability as µ
crosses the threshold and the departure of the state with a rapidly increasing velocity. For
µ > 0.3, u∗1 continues to increase smoothly up to µ = 0.9065, where a supercritical pitchfork
bifurcation occurs.
Fragile Regimes
We call a system fragile if it can access different coexisting attractors,
depending on its initial state and prevailing noise. Resolving such a situation, i.e., understanding what type of attracting sets coexist, how they operate, and what their basins of
attractions are, is typically difficult and computationally expensive. Several intervals with
fragile regimes are apparent in Figure 4.15.
Perturbed Initial State As an example for the delicate situation with coexisting attractors,
we choose µ = 0.87 and look at precise simulations of three fine-tuned and nearby initial
states. We choose the base state u0 = (2.6, 0) and two perturbations, u0 + εes and u0 + εeu ,
where es and eu are the unit eigenvectors in the stable and unstable direction, respectively.
The developments for ε = 0.01 are shown in the left frame of Figure 4.16. The trajectory of
the state perturbed along the stable manifold converges rapidly to that of the base state and
thus approaches the same primary period-1 attractor. In contrast, the state perturbed along
the unstable manifold separates quite rapidly and reaches another, more complicated period3 attractor. Its periodicity is revealed by a stroboscope, which is not shown, however.
We notice for later reference that both attractors are symmetric. As a comment to
those who scrutinize Figure 4.15 at µ = 0.87, notice (i) how complicated the situation is
1

This and other precise numbers are gained from inspecting the respective data files.
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Figure 4.16.
Projected trajectories, some eigenvectors, and development of an ensemble of initial
states in the fragile regime with µ = 0.87. Left: The initial state (u1 , u2 ) = (2.6, 0) was perturbed
by 0.01 along the stable (blue) and the unstable (red) manifold. The resulting trajectories are very
different (thin lines) as are the approached attractors (thick lines). Eigensystem (4.21)–(4.22) for
the hyperbolic domain (gray areas) is indicated by the arrows for the initial state and a few more on
the trajectory. The arrows’ length is proportional to the magnitude of the corresponding eigenvalue.
Right: Propagation of ensemble of 1024 states (green dots) for 2.3 periods of the external forcing.
The initial distribution was uniform in the disk centered at (u1 , u2 ) = (2.6, 0) with radius 0.032.
For reference, the development of the center state (red dots) and its trajectory (yellow) are shown.
Computational precision was ε = 10−10 , much higher than the 10−6 used for Figure 4.15.

near that point and (ii) that the computational precisions are different. Hence nothing
conclusive can be said without recalculating the attracting set near that point with a higher
precision.
Recalling the pendulum’s physics – a stable trajectory dissipates momentum that is input
during a period within that same period –, we recognize such metastable orbits as almost
optimal with additional momentum slowly accumulating or dissipating over many periods.
From a more formal perspective, it is instructive to consider the stability along the trajectory
as quantified by the eigensystem (4.21)–(4.22) of the Jacobian matrix. Calculating the
average maximum and minimum eigenvalues along the asymptotic orbits (left frame of Figure
4.16) yields σ + = 0.370 and σ − = −0.570 for the period-1 orbit, and σ + = 0.0988 and
σ − = −0.299 for the one with period 3.

Propagation of an Ensemble Finally, imagine the trajectory u(t) as it propagates in the
u3 -direction and notice that it thereby passes different regions that are characterized by
their eigenvectors (Figure 4.10). Accordingly, the trajectory passes through phases of local
attraction, repulsion, and rotation. For illustration, we follow an ensemble that is initially
uniformly distributed in a small disk centered at (u1 , u2 ) = (2.6, 0). This is the hyperbolic
region with large positive and negative eigenvalues. The ensemble is thus rapidly deformed
into a long line-like shape (right frame in Figure 4.16). As it crosses into the oscillatory region
– the monotonic region is for the current value of γ too small to have an appreciable effect
– it gets rotated clockwise and contracts weakly. Following the trajectory, it again enters
the hyperbolic regime, at u1 = − π2 , but now rotated with respect to the eigenvectors and
slightly curved. This curvature gets strongly amplified by the simultaneous extension along
the unstable manifold and the compression along the stable one, forming a boomerang-like
shape, almost a fold. This distribution continues to be rotated as the trajectory heads back
into the oscillatory region.
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Figure 4.17.
Projected phase diagrams below and above the bifurcation at µ = 0.9091. The
two attractors shown in the left and middle frame originate from different initial states. Symbols
are placed at time intervals 2π
to indicate the periodicity. Notice that the two attractors for µ =
ω
0.90 are both symmetric whereas the others are asymmetric, hence also their mirror twins exist
as attractors. Computational precision was 10−6 to facilitate the identification of the situation in
Figure 4.15.

Propagating the ensemble farther than shown in Figure 4.16 leads to a wide coverage of
the state space for intermediate times. Looked at it from the perspective of chaotic control,
this demonstrates that a large fraction of the state space can be reached by an appropriate
but small manipulation of the initial state (u1 , u2 ). For long times, one part of the ensemble
will end up on the period-1 attractor, the other part on that with period 3, as we know from
the frame on the left.
Higher Order Periodic Regimes
A rich spectrum of states and transitions is manifest in
Figure 4.15, which almost invariably demand deeper scrutiny to be comprehended. Far from
being exhaustive, we here just look at three aspects.
Main Pitchfork Bifurcation
The dominating bifurcation at µ = 0.9065 might be perceived
as the start of a period-doubling cascade. However, exploring some phase diagrams (Figure
4.17) reveals that this is a symmetry bifurcation where two mirror-symmetric orbits emerge,
both still with period 1. This is most pronounced for µ = 0.96, for which the right frame
shows one of the symmetric twins. There are no further attractors besides these two (Figure
4.15), hence one of them is reached robustly from any initial state.
The situation is much more complicated for µ = 0.918, for which Figure 4.15 indicates
the coexistence of several attractors. The middle frame of Figure 4.17 shows two of them, a
period-1 orbit that is reached from (u1 , u2 ) = (2.6, 0) and a period-3 orbit that originates at
(u1 , u2 ) = (0, 0). Both are asymmetric, hence possess a corresponding twin. It is instructive
to identify these four attractors in Figure 4.15.
For µ = 0.90, the structurally identical situation exists as at µ = 0.918, i.e., a period-1
and a period-3 attractor. However, these are now both symmetric, as may also be deduced
from Figure 4.15.
Period-Doubling Cascades through Chaos into Periodic Orbits
Following the branches of
the bifurcation beyond µ = 0.9065, the next bifurcations are encountered at µ = 0.9867 and
from there they indeed go through a true period-doubling cascade. This is illustrated by
the middle frame of Figure 4.18, which reveals the splitting-up of the original period-1 orbit
that still existed at µ = 0.98. Apparently, the attractors for both µ = 0.98 and µ = 0.9867
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Figure 4.18.
Projected phase diagrams just below and above the onset of the period-doubling
cascade on the main bifurcation branches. The two rightmost frames show coexisting attractors.
They can be reached by choosing different initial states. Computational precision was 10−6 to
correspond to Figure 4.15. The symbols again mark time intervals 2π
on the attractors and indicate
ω
periods 1, 2, and 5 from left to right.

are asymmetric, hence each belongs to a mirror-symmetric pair. The respective twin can be
selected by choosing a different initial state. For the current case these could be u1 = 2.1
for µ = 0.98 and u1 = 2.0 for µ = 0.9867, both with u2 = u3 = 0.
The period-doubling cascade on both main branches converges near µ = 1.005. Beyond,
chaotic regimes open, which are restricted to two rather narrow and non-overlapping ranges
of u∗1 , however. Their separation and different widths reflect the ranges of the respective
mirror-symmetric orbits. These chaotic regimes both collapse abruptly into some more
complicated orbit, which is robust as the entire ensemble converges on it.
Before looking at the emerging robust orbit in more detail, we notice that there occur
many more period-doubling cascades. The main ones start near µ = 1.075, from a period-5
orbit, and erupt into a chaotic continuum near µ = 1.095. Closer scrutiny reveals that these
five branches are structurally similar to the branch starting near µ = 0.9867, i.e., a symmetry
bifurcation followed by a true period-doubling cascade. This is not shown here, however.
We further gather from Figure 4.15 that such cascades also exist in the fragile regime and
we even find them unfolding in the direction of decreasing values of µ, for instance in the
fragile regime near µ = 0.7.
Periodicity of Attractors The need for a more precise definition is highlighted by two
differing values for “period of the motion” for µ = 0.9867. Indeed, Figure 4.15 hints at a
period of 3 while the right frame of Figure 4.18 yields period 5. The discrepancy obviously
comes from the fact that the motion has just 3 positive return points u∗1 but that it takes
5 external cycles to complete. Periodicity apparently needs a reference. This may be given
internally, e.g., the regular recurrence of some feature, or externally, e.g., time, here the
period of the forcing. Different such references may lead to different values of the periodicity
and there are justifications for both of them. The former focusses on the sequence of events,
the latter on timing. With the focus on events, an appropriately chosen Poincaré section
is the instrument of choice. Figure 4.15 is an instance of this. With the focus on timing,
the optimal instrument is a stroboscope that is synchronized to the external periodicity and
phase-shifted to the feature of interest. Figure 4.21 below is an instance of that.
“Out of the Blue” Bifurcations
The period-5 attractor that absorbs the chaotic regime
near µ = 1.005 actually already came into being together with the period-doubling cascade
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Projected phase diagrams just
below and above the apparent
“out of the blue” bifurcation
near µ = 1.03. Both orbits
are rather robust as is testified
by the fast transition from the
initial state (0, 0).

µ = 1.075

2

u1
2

−2
−2

2

−2
−2

near µ = 0.9867. They then coexisted until the chaotic regime collapsed. Again, one of the
two attractors at µ = 0.9867 can be selected with the initial state, period 5 with u1 = 0.1,
period 2 with either u1 = 2.1 or 2.9. Notice that the period-5 attractor is symmetric.
The period-5 attractor emerged near µ < 0.9867 in a true “out of the blue” bifurcation as
there are no apparent structures from which it could develop. Hence, the actual motion of
the pendulum gains an additional and qualitatively different option as the forcing amplitude
crosses the critical value of µ ≈ 0.9867 (middle and right frame of Figure 4.18).
There is also the possibility that the “out of the blue” bifurcation just occurs in the
representation, here in the particular choice of the Poincaré section to define u∗1 , but not in
the motion. An instance of this arises near µ = 1.0328 where a single and robust period-5
orbit exists (Figure 4.19). For µ = 1.025, its has 3 positive intersections with the u1 -axis,
hence 3 return points u∗1 . As µ increases, two cusps develop towards the u1 -axis and into
loops. This leads to a total of 4 new intersections, hence to 2 additional return points u∗1
that emerge in the representation of Figure 4.15 “out of the blue”.
Chaotic Regime
The continuum that emerges at µ = 1.095 collapses again at µ = 1.230,
with the appearance of two mirror-symmetric stable orbits. These remain robust up to
µ = 1.3. Further simulations, not shown here, reveal that the pendulum enters a few more
bifurcation sequences with their ensuing chaotic bands before these regimes are eventually
ended by the dominating external forcing for µ > 4.3.
The chaotic continuum and also the transitions into and out of it show striking structural
analogies to what we found for the logistic map (Figures 3.9 and 3.15). Indeed, peeking a bit
deeper into the chaotic continuum again reveals windows with stable periodic orbits, with
ensuing period-doubling cascades, and with tale-telling density variations in the continuum
(Figure 4.20). These features have the same explanations. The opening and closing of
periodic windows in the attractor manifest crises that result from a stability transition of
some periodic orbit or from the collision of the attractor with some boundary or with an
unstable orbit that does not belong to the attractor. Similarly, the density fluctuations
reflect UPOs that are just marginally unstable.
Representations
The attracting set of the pendulum is a complicate three-dimensional
structure in state space and it depends on three parameters. It apparently cannot be shown
in its full glory and we have to choose some representation. So far, this was mainly the
set of return points u∗1 as a function of µ. As we found, this is a representation with an
internal focus, one on the sequence of events. While this allows to identify and structurally
characterize the various regimes and phenomena, it does not permit the identification of
temporal periodicities.
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Figure 4.20.
Interval enlarged from Figure 4.15 with the rectangle outlined in the left frame
in turn enlarged on the right. Notice the nesting of chaotic and non-chaotic intervals, with the
sequence of period-doublings, transition to chaos, and opening of periodic windows at ever smaller
hierarchical levels.

With the focus on temporal periodicities, the tool of choice is the stroboscope. This
opens an alternative perspective in which the return points u∗1 are replaced by states that
are separated in time by 2π
ω . To gain an optimal correspondence with Figure 4.15, the phase
is chosen such that for each value of µ at least one of the return points u∗1 belongs to the set
of displayed states. We realize that for the periodic regimes, the set {u∗1 } is a subset of the
then displayed states. The resulting representation of the attracting set is considerable more
detailed (Figure 4.21), and indeed more difficult to interpret than the set {u∗1 }.

4.1.5
Extensions
The perturbation so far was a sinusoidal function with fixed frequency and amplitude. Such
a situation is hardly ever encountered in environmental systems, where more complicated
forcings are typical. They include at least modulation and multiple frequencies. A prototype
origin of such variation are the daily and annual cycles of solar radiation that are modulated
by the activity of plants, which in turn depends on the mean temperature with annual
cycle ωa and on the availability of light with daily cycle ωd . In contrast, an additive forcing
would be used for Earth’s surface temperature in response to annual and daily cycles.
While more complicated perturbations are a trivial matter in linear systems – courtesy
of the principle of superposition – this is a major difficulty for nonlinear systems. For them,
the action of the sum of two systems is different from the sum of the actions of the individual
systems. This is readily seen, for instance in Figure 4.21, by comparing the attractors at µ1
and µ2 with that at µ1 + µ2 . Indeed, in the nonlinear regime, every new forcing demands a
new analysis, typically an entirely new simulation.
Multiplicative Perturbation Consider the exemplary case where the amplitude of the
sinusoidal perturbation with frequency ω is no more constant but varies periodically with
ωµ . This leads to the perturbation


1
(4.26)
2 µmax 1 + cos(ωµ t) sin(ωt) ,
where µmax now is the maximum amplitude. Apparently, there are two contrasting regimes,
ω  ωµ and ω  ωµ .
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Figure 4.21.
Alternative representation of forced pendulum’s attractive set. Instead of the return points u1∗ (Figure 4.15), the states are
, after their relaxation to the attractor. The phase is shifted such that at least one return point u1∗ is visited. This
shown at time intervals 2π
ω
corresponds to a stroboscope view tuned on the forcing period and phase shifted to the maximum. An ensemble of 16 uniformly distributed
initial states was chosen. It is again color-coded and symbolize by the dots on the u1 -axis.
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Figure 4.22.
Dynamics of the damped pendulum perturbed with the multiplicative periodic
forcing (4.26). Parameters are γ = 0.1, ω = 0.8, and ωµ . As a reference, continuous
simulations


that correspond to Figure 4.15 are shown as gray symbols. With µ0 = 21 µmax 1 + cos(ωµ t) this
representation is actually a mix between a bifurcation and a phase diagram.

The case ω  ωµ corresponds to the original intention of slowly varying the amplitude of
the ω-perturbation. This just sweeps the parameter range [0, µmax ] and, using the previously
studied base configuration – ω = 0.8 and γ = 0.1 –, essentially reproduces the diagram shown
in Figure 4.15.
In contrast, ω  ωµ leads to a quite different situation in that the frequency of the perturbation now is larger than ω and the sweeping of the parameter range is very much faster
than before, with frequency ω actually comparable to the pendulum’s natural frequency.
Nevertheless, the bifurcation diagram, Figure 4.22, is visibly affected only near sensitive
regions. These are (i) the jump near µ0 = 0.28 and the associated hysteresis, which become
increasingly continuous and wider, (ii) the bifurcation points, which indeed are neutral
points for ωµ = 0 and now become smeared out with the unstable branch of the pitchfork
bifurcation in addition turning stable for quite a distance after the bifurcation point, and
(iii) the fragile intervals around µ0 = 0.7 and 0.9, which have all but vanished although close
scrutiny reveals a random “dust” of states mostly beneath the main branches. Incidentally,
the simulations with ωµ = 0 (gray symbols) differ slightly from those shown in Figure 4.15.
Here, a single initial state u = 0 is stepped through parameter space such that the final state
at step µi is the initial step at µi+1 . This effectively suppresses fragile regimes. Actually,
two such sequences have been simulated, one starting at µ = 0 and stepping upwards, the
other one stepping downwards from µ = 1.3. In contrast, for Figure 4.15 an ensemble of
initial states was chosen to explore the system’s full phenomenology.
Different Forcing or Different System? The simulations with different values of ωµ illustrate the conceptual transition from a set of simple systems to a single more complicated
system. Indeed, the continuous simulations that lead to the gray symbols in Figure 4.22,
ω
represent a case with a very small ratio ωµ , some 2 · 10−6 . It essentially corresponds to a set
of independent systems, each member with a different and constant value of µ. In contrast,
the forcing (4.26) is not only formally but also conceptually integrated into the development
ω
equation. The larger the ratio ωµ the more we think of a single autonomous system where
(4.14)2 is replaced by
ω



1
u̇2 = −2γu2 − sin(u1 ) + µmax 1 + cos(ωµ u3 ) sin(ωu3 ) .
2

(4.27)
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Figure 4.23.
Damped pendulum perturbed
with sum of two sine
functions with rational
frequency ratio, µ[sin(ωt) +
1
sin( 35 ωt)], simulated and
5
drawn for increasing (red)
and decreasing (blue) values
of µ.
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Figure 4.24.
Damped pendulum perturbed
with sum of two sine functions
with irrational frequency
ratio, µ[sin(ωt) + 15 sin( π5 ωt)].
Everything else is as in Figure
4.23.
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Additive Perturbation
We explore the situation by superposing just two nearby modes,
a dominating one at ω = 0.8, and another one with a lower frequency and just 20% of the
amplitude. We look at two cases for the frequency ratio: a rational one, 53 = 0.6, and an
irrational one, π5 ≈ 0.6283.
Rational Dual-Frequency
Choose the perturbation µ[sin(ωt) + 15 sin( 35 ωt)], which has a
periodicity of 5, i.e., after 5 periods, the signals are in phase. This is reflected for small
amplitudes µ . 0.45 (Figure 4.23), which is exactly what we expect for very small values
of µ for which the small-angle approximation is valid, the short dashed line in Figure 4.23.
There, the system is approximately linear and the principle of superposition applies. As the
simulation reveals, however, the resulting five branches remain stable across the jump at
µ = 0.3 and well into the strongly nonlinear realm. Each of them then undergoes a sequence
of bifurcations as seen before, which leads to a rather complicated but perfectly periodic
regime. They reach the convergence limit simultaneously and transit into the non-periodic
chaotic regime near µ = 0.455. Other than the five-fold periodicity, the phenomenology
is qualitatively equal to that of the sinusoidally forced pendulum shown in Figure 4.15.
Quantitatively, the differences are significant, though, with wide bands of chaotic regimes
and with the hysteresis at the jump all but disappeared.
Irrational Dual-Frequency
Modifying the forcing seemingly slightly – from frequency ratio
3
5 = 0.6 to approximately 0.6283 –, but removing the periodicity, changes the system’s
phenomenology significantly (Figure 4.24). While the general properties remain unchanged:
(i) the quasi-linear realm is just widened by about 20%, the amplitude ratio of the added
term, (ii) the jump near µ = 0.3 still leads to a regime of apparently well-defined periodic
orbits, and (iii) there is the transit into the chaotic regime near µ = 0.455.
Beyond the most general properties, the changes are significant, however. The periodic
orbits are sharply defined, but now there is a large number of them. We may actually con-

4.2 The Lorenz-63 System

jecture that they are dense within the corresponding interval and that their separation stems
from the short simulation time. It prevents higher periodicities, and correspondingly lower
frequencies, from becoming manifest. This is corroborated by simulations of still shorter time
intervals (not shown here) that indeed produce fewer branches, which still spread across the
entire interval, however. Moving to the chaotic regime, we notice that the periodic windows
are absent, that the internal structure is actually practically lacking.

4.2
The Lorenz-63 System
Fluids are the dominating means of transport in our environment. Their dynamics is
governed by the Navier-Stokes equation, which is notorious for its nonlinearity and possible chaotic regimes. This is a partial differential equation, however, hence an infinitedimensional system and off limits for the low-dimensional situations we explore here.
Strongly reduced representations lead to a qualitative understanding of fluid flow, despite
the forbidding difficulty of the full system. A massive such reduction, proposed by Frisch
[1995], is the logistic map studied in Section 3.2. Here, we go for a less abstract approach, a
low-dimensional spectral approximation that is continuous in space and time but discrete and
low-dimensional in spatial frequency as it was developed by Lorenz [1963] for characterizing
the dynamics of Rayleigh-Bénard circulation. He thereby created the first example of a
physically relevant dissipative dynamical system that shows a wide range of chaotic features.
The L63 system, as we will call it for short, indeed is a prototype that shows most if not all
features encountered in deterministic chaotic systems, and it continues to be the workhorse
in this field [Ghys 2013]. A simplified version has been introduced by Rössler [1976]. On
the other end, Carrillo and Rodríguez [2011] coupled many L63 systems to explore selforganization and pattern formation.

4.2.1
Rayleigh-Bénard Convection
A linear flow process coupled with a linear transport process leads to a nonlinear system as
given by (1.1)–(1.2). Such a coupled process is referred to as active transport. Already such
a simple process can exhibit diverse phenomena that range from static stationarity through
periodic motion to quasi-turbulent flow. In reality, the situation is yet more difficult as
velocities can become so high that the flow enters the nonlinear Navier-Stokes regime.
A prototype of an active transport system is thermal convection in a closed cell, so-called
Rayleigh-Bénard convection (Figure 4.25). This process was first studied by Rayleigh [1916]
in an attempt to understand the experiments of Bénard in 1900. As it turned out later
[Pearson 1958], the observed phenomenon was not caused by density flow, as assumed by
Rayleigh, but by surface tension. It is today referred to as Marangoni convection with
Rayleigh-Bénard convection still referring to density flow [Manneville 2006]. Incidentally,
there is also the related phenomenon of Rayleigh-Taylor instability. It refers to the relaxation
of a fluid from some unstable stratification, for instance cold air overlying warm air, through
turbulent flow [Sharp 1984; Chertkov 2003].
Rayleigh-Bénard convection may serve as a highly simplified representation of fluid circulation in the environment. Applications range from stratocumulus clouds through Hadley
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Figure 4.25.
Closed thermal convection cell transporting heat from the lower
to the upper plane across distance `. The fluid flow with
velocity v is driven by the temperature difference ∆T > 0
through the dependence of the fluid density on temperature.
This leads to an additional convective heat flux jh . For a
symmetric setup, the probabilities for the two flow directions
are the same. As the external flow qe is increased, multiple
cells emerge (period-doubling) on the path to fully developed
turbulence.
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circulation in the tropics and all the way to the Atlantic meridional overturning current.
Convection is possible whenever the temperature-induced density gradient is opposite to
the direction of gravity. The system thus conducts heat efficiently in one direction only.
In addition, there is a threshold below which fluid convection is suppressed by viscous
dissipation. The overall behavior thus corresponds to a hydrothermal diode.
Dynamics
In the following, we formulate the coupled process of fluid flow and heat
transport, the core of which is the coupling of the Navier-Stokes and the the heat conduction
equation. To keep the difficulties at bay, we need a few assumptions: (i) Coupling is
mainly through density ρ(T ), while the contribution of viscosity µ(T ) is negligible. (ii) The
variation of ρ(T ) is negligible in all terms except for gravity (Boussinesq approximation).
(iii) Velocities are so small that the heat produced by viscous dissipation
is negligible.
(iv) A


linear approximation suffices for the density, hence ρ(T ) = ρ0 1 − κT [T − T0 ] , where κT is
the thermal expansion coefficient. With these approximations, the dynamics of a Lagrangian
fluid element is described by


1
dt v = −g 1 − κT [T − T0 ] b
z − ∇p + ν∇2 v ,
ρ0
dt T = Dh ∇2 T ,

(4.28)

where b
z is the upward-pointing unit vector and Dh is the thermal diffusion coefficient.
Next, we employ the Reynolds decomposition to separate the state variables into timeindependent mean values  and fluctuations ∗ ,
v = v∗ ,

T = T + T∗ ,

p = p + p∗ ,

(4.29)

where v = 0 and where T and p are functions of z only. Inserting into (4.28) yields


1
0 = −g 1 − κT [T − T0 ] − ∂z p ,
ρ0
0 = Dh ∂zz T

(4.30)

for the mean state, hence the linear temperature profile
T (z) = T0 −

∆T
z
`

with ∆T > 0 for the setup that eventually leads to convection.

(4.31)
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To focus on the fluctuations, insert (4.29) into (4.28) and subtract the mean state (4.30)
to obtain
dt v∗ = gκT T ∗b
z−

dt T ∗ =

1
∇p∗ + ν∇2 v∗ ,
ρ0

∆T ∗
v + Dh ∇2 T ∗ ,
` z

(4.32)

∗
∗
where the term ∆T
` vz stems from v ·∇T and uses that T is a linear function of z. Notice that
these equations are coupled and nonlinear in v, the latter hidden in dt = ∂t + v · ∇.

Dimensionless Formulation
operators,
t0 =

Dh
t,
`2

Introduce dimensionless variables and the related differential

∂t =

Dh
∂t0 ,
`2

x0 =

1
x,
`

∇=

1 0
∇ ,
`

T0 =

T∗
,
T0

(4.33)

where time is measured in units of the thermal diffusion time on the characteristic length `,
which here is the height of the cell. Inserting this into (4.32) motivates the choices
v0 =

∆T ` ∗
v
T0 Dh

and p0 =

1 ∆T `2 ∗
p ,
ρ0 T0 Dh2

(4.34)

which transform (4.32) into
2

dt0 v0 = Pr Ra T 0 b
z0 − ∇0 p0 + Pr ∇0 v0 ,
2

dt0 T 0 = vz0 + ∇0 T 0 ,
where

Pr =

ν
,
Dh

Ra =

gκT ∆T `3
νDh

(4.35)

(4.36)

are the Prandtl number and the Rayleigh number, respectively, and T 0 and v0 are the
dimensionless fluctuations of temperature and velocity, the latter with vertical component
vz0 . The Prandtl number, the ratio between the diffusion coefficients for velocity and
temperature, determines the time scale between the respective processes. Indeed, it could be
absorbed into a second dimensionless time t00 = Pr t0 , which transforms (4.35)1 into
2

dt00 v0 = Ra T 0 b
z0 − ∇0 p00 + ∇0 v0 ,

(4.37)

where p00 is defined accordingly. Notice that the definition of p has no side-effect on other
terms, hence can always be chosen in the most convenient form. The Rayleigh number is the
ratio between the driving force, here the temperature-induced buoyancy, and the dissipation
forces, here viscosity and thermal diffusivity.
Coupling the already complicated Navier-Stokes equation (4.28)1 with the heat transport
equation (4.28)2 makes for a challenging system with multiple types of instabilities that
include flow fingering, regular convection cells, and, eventually, the scale-free cascades of
fully developed turbulence.
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Simplifications and Applications Various approximations may be used for simplified
representations in different regimes. One is the regime of low Reynolds numbers for which
dt v may be replaced by the linear term ∂t v. This is appropriate for low convection velocities
where turbulence cannot arise. Such situations are for instance encountered in studies of
the deep-water formation in the ocean or CO2 sequestration in groundwater. To be sure,
(4.35) is still nonlinear, due to the convection term v · ∇T in dt T , and in particular can
produce scale-free patterns [Slim 2014]. A still more severe approximation is to completely
neglect all higher order terms, which simplifies dt to ∂t and leads to a linear system. This
is for instance the starting point for studying the onset of instabilities.
As a final comment, density-driven active transport may also be induced by ρ(ws ), a
density dependence on solute mass fraction ws , or by a combination of temperature and
solute concentration, ρ(T, ws ). Incidentally, the latter is the key mechanisms for deep-water
formation in the North Atlantic.

4.2.2
Reduced Representation of Thermal Convection
We first glimpse at the path from the physical system to its abstraction in the L63 system.
An early step was taken by Saltzman [1962], who considered two-dimensional situations only
and did a spectral decomposition of the original equations. This yielded a set of ordinary
differential equations for the temporal development of the corresponding Fourier coefficients.
Numerically studying truncated systems, he found that in all his cases, a steady state was
approached after some transient phase. As a way forward, he proposed to expand the
model to three dimensions and to include ever higher orders of Fourier coefficients. Lorenz
[1963] closely followed Saltzman’s work but then took the opposite route, stayed with two
dimensions, and reduced the number of Fourier coefficients to the minimum. We now follow
this path in some more detail. If you wish to skip this part, jump to (4.42).
Saltzman [1962] started from a two-dimensional version of (4.28) in the xz-plane, with
z in the direction of g. This allows for significant simplifications. Taking the rotation of
(4.28)1 – introducing the vorticity ω = ∇ × v and using that, for two-dimensional flow, ω is
orthogonal to the flow plane, hence reduces to the scalar ω – gets rid of the pressure term
and leads to
dt ω = gκT ∂x T + ν∇2 ω ,
(4.38)


where gκT ∂x T stems from ∇ × gκT [T − T0 ]b
z . The original vector equation is thus reduced
to a scalar equation. Next, recall that a two-dimensional velocity field with vanishing
divergence can be expressed in terms of the streamfunction ψ(x) as (vx , vz ) = (−∂z ψ, ∂x ψ).
Furthermore find for the vorticity ω = −∇2 ψ. The temperature is then decomposed into
its mean, T = T0 − z` ∆T as given by (4.31), and a fluctuation T ∗ around this mean, hence
T (x, z) = T (z) + T ∗ (x, z) and ∂x T = ∂x T ∗ . This finally leads to
dt ∇2 ψ = −gκT ∂x T ∗ + ν∇4 ψ
dt T ∗ = ∂x ψ

∆T
+ Dh ∇2 T ∗
`

(4.39)

with dt = ∂t + v · ∇ = ∂t − ∂z ψ∂x + ∂x ψ∂z . The two equations are coupled and forced
by ∆T
` .
∗
In a first step, Saltzman [1962] expressed the
P two functions ψ(x, z, t) and T (x, z, t) in an
appropriate basis of spatial functions fi as i ui (t)fi (x, z), where the temporally varying
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Figure 4.26.
Basis (4.40) of the
function space used
for the L63 system,
i.e., its spatial modes.
Positive values are
red, negative ones
ones blue, and the
contour levels are the
same for gxz and gz .

coefficients ui (t) are the amplitudes of the corresponding spatial modes. He chose exp(iki ·x)
as the basis with the discrete set {ki } determined by the boundary conditions. Hence,
ψ(x, z, t) and T ∗ (x, z, t) are decomposed into Fourier modes.
Lorenz [1963] then made the drastic approximation to only retain the lowest order terms,
and to only consider rectangular domains. As dimensionless basis he chose
√
φxz (ξ, ζ) := 2 sin(πaξ) sin(πζ)
√
gxz (ξ, ζ) := 2 cos(πaξ) sin(πζ)
gz (ζ) := sin(2πζ)

(4.40)

where ξ = x` , ζ = z` , and a = ``h is the aspect ratio with `h the horizontal length, and with
the subscripts indicating the mode (Figure 4.26). These functions vanish at the lower and
upper boundaries as required for the fixed boundary conditions. Rearrangement yields the
fluctuations as

2

ψ(x, z, t) = αu1 (t)φxz (ξ, ζ)


T ∗ (x, z, t) = β u2 (t)gxz (ξ, ζ) − u3 (t)gz (ζ) ,

(4.41)

Racrit ∆T
where α = 1+a
a Dh and β =
Ra
π are dimensional constants, φxz (ξ, ζ) is understood
x z
as φxz ( ` , ` ), and gxz and gz in analogy. Further, Dh is the thermal diffusion coefficient,
and Ra the Rayleigh number defined in (4.36) with the critical number, beyond which
2 3
]
convection sets in, given by Racrit = π 4 [1+a
. Inserting (4.41) into (4.39) finally produces
a2
the amplitude equations

u̇1 = Pr[u2 − u1 ] ,

u̇2 = −u1 u3 + r u1 − u2 ,
u̇3 = u1 u2 − b u3

(4.42)

with system parameters {Pr, r, b}, where Pr := Dνh > 0 is the Prandtl number (4.36), r > 0
is the ratio RaRa
of Rayleigh numbers, with critical value Racrit , and b > 0 is a geometry
crit
parameter. Today, these equations are referred to as the original Lorenz equations or, for
short, as the L63 system.
In the following, we look at (4.42) primarily as a chaotic system and touch its physical
meaning only occasionally. Still, we recognize that for studying transitions of this system’s
phenomenology the natural parameter is r, the ratio of Rayleigh numbers, which is also
easily modified in an experiment by changing ∆T .
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4.2.3
Fixpoints of L63 and Regular Regimes
We first notice that (4.42) is invariant under the symmetry transform (u1 , u2 ) → (−u1 , −u2 ).
Also, the system is dissipative for all physically meaningful parameters, Pr > 0 and b > 0,
and for all states since
∇ · u̇ = −[1 + Pr + b] < 0 .
(4.43)

With this, an extended ensemble of states that occupies some domain Ω of the state space will
contract and kΩk → 0. Recall that this does not imply that Ω shrinks to a point but merely
that it contracts to a domain whose dimension is smaller than that of the embedding state
space. As we will find below, depending on its parameters, the L63 system can contract to
one or two fixpoints, to two limit cycles, or to a strange attractor with dimension 2 < d < 3.
One can furthermore show that the system is bounded [e.g., Strogatz 1994]. Hence, for a
sufficiently large but finite sphere, all trajectories that start inside will remain inside.
As the first step to approach the L63 system quantitatively, we determine its fixpoints,
by solving u̇ = 0. To this end, obtain u1 = u2 from (4.42)1 ,pinsert this in (4.42)2 to find
u3 = r − 1, and finally insert both in (4.42)3 to gain u1 = ± b[r − 1]. Adding the trivial
point u = 0, there are three fixpoints,


0



 
u0 =  0 
0



±


and u± =  ±

Notice that they depend on r and b, but not on Pr.

p

p

b[r − 1]




b[r − 1]  .
r−1

(4.44)

Physical Interpretation of Fixpoints Referring back to the spatial modes shown in Figure
4.26 we recall the meaning of the state u = {u2 , u2 , u3 }: (i) The amplitude u1 of the
streamfunction ψ gives magnitude and direction of the velocity field. This is a single and
symmetric vortex that circulates clock-wise for u1 > 0, and vice versa. (ii) The amplitude u2
refers to the x-asymmetry of the temperature fluctuation. This has to be a second order
term because it must vanish at the upper and lower boundary. Combining that with the
flow field, we recognize that u2 determines the temperature difference between ascending and
descending flow. The fluctuation of the heat flux is upwards if u1 and u2 have the same sign.
(iii) The amplitude u3 quantifies the z-asymmetry of the temperature fluctuation, with the
sign chosen such that u3 > 0 means steeper temperature gradients at the upper and lower
boundaries, hence a higher heat flux across the boundary than in the static state.
With the above, fixpoint u0 corresponds to ψ(x, z) = 0 and T ∗ (x, z) = 0, hence to the fluid
at rest and no deviation from the mean temperature profile from conduction. Fixpoints u±
correspond to clock-wise (u+ ) and counter clock-wise (u− ) circulation with correspondingly
deformed temperature fields (Figure 4.27).
Incidentally, the transition from a static fluid (u0 ) to a constant convection (u± ) is a
typical example for a supercritical pitchfork bifurcation. As a control parameter crosses
that
some limit – here, this parameter is the dimensionless Rayleigh number r = RaRa
crit
is controlled by the temperature difference ∆T – the uniform state becomes unstable and
decays into two symmetric convection states. The following stability analysis demonstrates
this physical understanding more formally.
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Figure 4.27.
Streamfunction ψ(ξ, ζ) (left) and temperature
fluctuation T ∗ (ξ, ζ) (right) at fixpoint u+ (upper) and u− (lower) given by (4.44), with ξ =
x
and ζ = z` . Notice that these are stationary
`
patterns with the fluid in constant motion.
Positive numbers are red, negative ones blue.

Notice Sign and magnitude of u1 describe the fluid’s velocity field (Figure 4.27). Specifically, a constant value u1 6= 0 corresponds to a constant circulation of the fluid. Later, we
will also encounter oscillatory trajectories of u. These then represent modulations of the
fluid’s circulation.
Static Regime

The Jacobian matrix of (4.42) at arbitrary state u is


−Pr
Pr
0


a =  r − u3 −1 −u1  .
u2

u1

(4.45)

−b

Evaluating it at fixpoint u0 = (0, 0, 0) for the static regime yields


−Pr Pr 0


−1 0  .
a0 =  r
0
0 −b

(4.46)

In the linear approximation, the dynamics near u0 thus decays into two parts: (i) motion
in the 12-plane and (ii) exponential approach to u0 along the 3-direction, for which the
eigenvalue is always negative, namely −b. Calculating the eigenvalues for the 12-plane
yields
i
p
1h
(4.47)
σ0± = −[Pr + 1] ± [Pr + 1]2 + 4Pr[r − 1] .
2
They are both negative for r < 1, the static regime is thus stable. Recalling the definition
of r, this corresponds to Ra < Racrit , which is the very definition of Racrit as the onset of
convection. For r > 1, the square root becomes larger than Pr + 1 and with this u0 turns
into a hyperbolic point with σ0+ positive and σ0− negative. The eigenspace corresponding
to σ0+ > 0 is in the even quadrants (u1 u2 > 0) and that for σ0− < 0 is in the odd quadrants
(u1 u2 < 0). The magnitude of both eigenvectors grows with r.
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Figure 4.28.
Real (left) and imaginary (right) parts of the
complex eigenvalues σ±i of the L63 system’s
fixpoints u± for b = 83 . The eigenvalues are
the same for both fixpoints u+ and u− , the
eigenvectors are not. One of them is real
(upper) the other two are conjugate complex
with only one of them shown (lower). The
red dot marks the classical parameters Pr =
10 and r = 28, and the red curves separate
stable and unstable regions as given by
(4.48). The third eigenvalue is the conjugate
complex of the second one and is not shown.
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Summarizing, for r < 1 all three eigenvalues at u0 are negative, the fixpoint is thus
attracting. It can actually be shown to be globally attracting. For r > 1, there are two
attracting directions, the 3-axis and a direction in the odd quadrants of the 12-plane, while
one direction in the even quadrants of the 12-plane is repelling. The static regime is thus
unstable for r > 1.
Convection – Periodic Regime As r grows beyond 1, u0 decays into u± in a supercritical
pitchfork bifurcation. √
Indeed, (4.44) reveals that u± emerge out of u0 at r = 1 and move
apart proportional to r − 1.
Calculating the stability of u± involves the full matrix (4.45) and is quite a bit more
tedious than that of u0 . In addition, the resulting expressions are too unwieldy and
uninformative to be reproduced here. We thus look at their graphical representation and
for simplicity choose a fixed b-plane (Figure 4.28).
One finds that of the three eigenvalues one is always real and negative. The fixpoints u±
thus always possess at least a one-dimensional stable and monotonic manifold. The other
two eigenvalues are always conjugate complex, the corresponding eigenvectors thus span an
orbital manifold. Recall that this is an orbital motion of the Fourier amplitudes, not of the
fluid. One finds that the fixpoints u± are stable, i.e., Re(σ) < 0, for
1 < r < rc := Pr

Pr + b + 3
,
Pr − b − 1

(4.48)

with trajectories thus spiraling in [Yorke and Yorke 1979]. For r > rc , the fixpoints u± are
hyperbolic saddle points and trajectories in the unstable manifold spiral out (Figure 4.29).
For the “classical” values Pr = 10 and b = 38 , one finds rc ≈ 24.7368.
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Figure 4.29.
Sketch of the local manifolds of the fixpoints u± with 1 < r < rc
(blue) or r > rc (red) as deduced from Figure 4.28. Notice that this is
a local description only. The monotonic stable manifold corresponds
to the real eigenvalue and the spiraling paths represent the complex
conjugates.

4.2.4
Transitory Regimes
So far, we focussed on the local stability of fixpoints u0 and u± , which is lost as r grows
beyond rc . The situation actually becomes interesting much earlier as two issues arise:
(i) chaotic transients that bespeak a looming strange attractor and (ii) coexisting multiple
attractors that are reached from different regions of the parameter space. This is reminiscent
of the fragile regimes encountered with the pendulum (Figure 4.15).
We follow the detailed analysis of Kaplan and Yorke [1979] who identified two further
regimes between the static stability for r < 1 and the fully developed chaos for r > rc .
These are separated by the transition values r0 , r1 , and rc . For providing explicit numbers
and examples, we will continue to use the “classical” parameters Pr = 10 and b = 38 . The
regimes are generic, however, with just the values of ri changing.
As a preliminary, recall that the local stability is valid in an environment of the respective
fixpoint and that this environment may be small. Hence, the following statements that
ascertain that periodic and even non-periodic trajectories exist for r < rc = 24.7368 do not
contradict the above finding that u± are stable fixpoints for r < rc .

Globally Stable Regime
For r < r0 ≈ 13.926, all trajectories approach one of the fixpoints
– u0 for r < 1, one of u± for 1 < r < r0 – and they do so exponentially fast.
At the transition point r = r0 , two homoclinic orbits emerge from u0 . They leave the
fixpoint along one of the directions of its unstable manifold and approach it again along the
u3 -direction, which is one of the stable manifolds. A trajectory that shadows the homoclinic
orbit is shown in Figure 4.30. Zooming into the trajectory’s projection in the 13-plane reveals
how it turns off abruptly very near to u0 . What is readily visible in the figure is actually
the turn-off of the second return. The first two loops are practically indistinguishable and
are just manifest in the somewhat thicker line. Evidently, the homoclinic orbit is unstable
and the chosen shadowing trajectory is eventually absorbed by u− .
To recognize the nature of the transition at r0 , follow the trajectory that leaves u0 into
the negative quadrant. Since it traces a homoclinic orbit and the two fixpoints u± are
symmetric, the trajectory returns exactly on the u3 -axis. For r < r0 , the trajectory would
lie inside the homoclinic orbit and by necessity have to approach u− . In contrast, for r > r0 ,
the trajectory would overshoot and would enter the basin of attraction of u+ . As r grows
still further, the trajectory may actually change the basins several times before it eventually
settles on one of u± . Which one this is going to be depends sensitively on details. Hence,
r0 is the “minimum forcing required to change the basin of attraction”.
Sensitive Region Apparently, the u3 -axis forks trajectories. To look deeper, we determine the local stability of states (0, 0, u3 ). Inserting into the Jacobian matrix (4.45) and
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Figure 4.30.
Trajectory and its projections for r = 13.9265572, with
Pr = 10 and b = 83 , that closely traces a homoclinic
orbit of u0 . The second such orbit is symmetric
in the positive quadrant. The initial state here is
(u1 , u2 , u3 ) = (−10−12 , −10−12 , 0), computing precision 10−14 , and simulated time 3’500, color-coded from
violet to red. Straight lines in the bottom plane are
tangents to stable (blue) and unstable (red) manifolds
of u0 . The corresponding eigenvalues are −2.67 for the
3-direction, and −18.13 and 7.13 for the manifolds in
the 12-plane. Largest ticks on the axes are at multiples
of 10.
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calculating its eigenvalues yields σ3 = −b for the direction along the u3 -axis. Hence, for any
trajectory near the u3 -axis, u3 decays approximately proportional to exp(−bt). The other
two eigenvectors lie in the 12-plane with eigenvalues
i
p
1h
σ± = −[Pr + 1] ± [Pr + 1]2 + 4Pr[r − 1] − 4Pr u3 ,
(4.49)
2
which leads to a more complicated behavior. As a state is propagated down the 3-axis
from sufficiently large positive values it passes through three different regimes of flow in the
12-plane near the axis:
2

u3 > u3om = [Pr+1]
+ [r − 1]
The eigenvalues σ± are conjugate complex with constant
4Pr
and negative real part − 12 [Pr + 1], hence the u3 -axis is oscillatory attractive.

u3om > u3 > u3mh = r − 1 The square root in (4.49) vanishes at u3 = u3om , the eigenvalues turn real, and the fixpoint of the two-dimensional flow in the 12-plane becomes
monotonically attractive in a reverse supercritical Hopf bifurcation. As u3 decreases
further, the two eigenvalues develop differently, σ+ increasing while σ− becomes more
negative. Still, the fixpoint remains monotonically attractive.
u3mh > u3 > 0 The eigenvalue σ+ changes its sign at u3 = u3mh . With this the fixpoint
becomes a hyperbolic saddle point, hence attractive along the direction given by the
eigenvector for σ− < 0 and repelling along the eigenvector of σ+ > 0. The strength of
both increases as u3 → 0.

With the above three regimes, a trajectory that approaches the u3 -axis with u3 > u3om is
focussed exponentially fast on it, first oscillating, later monotonically. At the same time it
is forced down the axis due to σ3 = −b. As it passes u3 = r − 1, it enters the hyperbolic
regime where it continues to be attracted to the u3 -axis along the stable manifold and
repelled along the unstable manifold. This is the sensitive region of the L63 system! The
important quantity here is the trajectory’s distance from the u3 -axis in the direction of the
unstable manifold as it traverses the 12-plane at u3 = r − 1. The smaller that distance is,
the longer the trajectory will stay near the axis, the farther it will proceed into ever more
repelling regions, and to the wider an orbit will it be ejected.
We recall the structurally similar situation for the chaotic regime of the forced pendulum (Figure 4.16), where also an oscillatory attractive regime contracts an ensemble and
transports it into the hyperbolic regime where it is stretched and folded.
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u3

u2

u1

Figure 4.31.
Flow in sensitive region illustrated by ensemble of some
104 states propagating in steps of ∆t = 0.2 (colorcoded from blue to red). Initially, the ensemble is
distributed uniformly in a disk with radius R = 3 at
u3 = 43 on the u3 -axis. Parameters are {Pr, b, r} =
{10, 83 , 22.5} with u3om = 24.525. Straight lines in the
bottom plane are again tangents to the stable and the
unstable manifold of u0 , and the largest ticks on the
axes are at multiples of 10.

Essence of Chaos in L63 System (Figure 4.31) The u3 -axis plays the commanding role
in the chaotic dynamics of the L63 system. To recognize this, consider the propagation of
an ensemble of states initially located in a small disk centered on the u3 -axis at u3 > u3om .
Upon propagation, this disk is first compressed in the 12-plane and slightly deformed with
the states nearer to the axis propagating somewhat faster in −u3 -direction. As the ensemble
passes u3mh = 21.5, it continues to be compressed along the stable manifold but now becomes
expanded along the unstable manifold such it deforms into a long elliptic shape. With
further propagation, this shape rotates somewhat in the positive direction, following the
two horizontal manifolds. The continued compression eventually deforms the original circle
into almost a line, which in turn is elongated and deformed along the unstable manifold.
The deformation into the curved shape is apparently no longer described by the Jacobian
matrix along the u3 -axis. Closer scrutiny actually reveals that already the deformation of
the initial disk is slightly more complicated because the radius chosen for visibility exceeds
the range of the linear stability analysis.
A few comments are in order: (i) The compression and stretching of the disk into
essentially a line that is then folded back onto itself – indicated by the later times in
Figure 4.31 – is structurally identical to the horseshoe map illustrated in Figure 3.18 on
page 89. As mentioned there, this is a basic mechanism that leads to deterministic chaos.
(ii) As r increases beyond r0 , almost all trajectories pass through the focussing region created
by the u3 -axis before they expand again into one of the quadrants with the fixpoints u± .
We will encounter this same structure again much later, as genetic bottlenecks, which are
key elements in the unfolding of biological evolution. (iii) With r = 22.5, the L63 system
is not yet in the chaotic regime. Indeed, Figure 4.32 indicates that after a sufficiently long
time, the states will be captured by the two fixpoints u± . However, the characteristics of the
transients are very similar to those of the truly chaotic orbits. (iv) There is nothing special
about the particular disk chosen. The same phenomenology arises also with any such shape
anywhere in the system’s state space at a sufficient distance from u± .
Transient Chaos
For r0 < r < r1 ≈ 24.06, trajectories that start at a sufficient distance
from one of u± bounce between their basins until they happen to come sufficiently close to
one of the attractors such that they can be captured (Figure 4.32 and uppermost frame of
Figure 4.33). This will happen with certainty, even though the time in the transient chaotic
phase diverges as r → r1 . For instance, in the system with r = 22.5 the trajectory got
captured by t ≈ 75. Increasing r to 23.5 leaves the trajectory in the chaotic phase up to
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u3

Figure 4.32.
Trajectory for r = 22.5 starting from (u1 , u2 , u3 ) =
(0.1, 0.1, r) and simulated up to t = 168 with all other
parameters as in Figure 4.30. Notice how the trajectory
jingles between the basins of u+ and u− before it
happens into a large-amplitude loop in the u+ basin,
which then injects it sufficiently near to u− to allow
the descent to the attracting fixpoint. The component
u3 (t) is shown in the top frame of Figure 4.33. Notice
the last large excursion before descent also there.

40

u1

u2

u3

r = 22.5 < r1

20
Figure 4.33.
Component u3 (t) of L63 system with
Pr = 10, b = 83 and for different
values of r that represent three
typical regimes, namely top: chaotic
transients with globally attractive
fixpoints u± , middle: besides the
attractive fixpoints u± an additional
attractive set exists that has a
fractional dimension, bottom: fully
chaotic with u± unstable. The initial
state is either u = (0.1, 0.1, r), which
leads to
(gray), or
p
p a hard excitation
u = ( b[r − 1], b[r − 1], r − 0.9),
near u+ , for a soft excitation (red).
Computing precision is 10−12 .
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t ≈ 20 200 (trajectory not shown). Notice that these times are but rough indications since
the actual capture times depend on details, a situation we already encountered with the
forced pendulum (Figure 4.3). Yorke and Yorke [1979] give a detailed discussion and also
provide quantitative estimates.
At the transition point r = r1 , two interesting limit cycles with a stable and a higherorder unstable center manifold become accessible to the unstable orbits that emanate from u0
(Figure 4.34). A higher-order unstable center manifold thereby means that the corresponding
eigenvalue of the linear approximation vanishes, which leads to the center manifold, and that
higher order terms are repelling. This was gathered from running the numerical simulation
of the shadowing trajectory for much longer times than shown in the figure.
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u3

u2

u1

Figure 4.34.
Trajectory for r = 24.0579 (Pr = 10, b = 83 ) that traces
one of the unstable orbits which links u0 with the limit
cycles around u± , here around u+ . The fixpoint lies
in the center of the cycle (gray dot), in the direction of
the cycle’s higher order unstable center manifold. The
orbit from u0 approaches the cycle through its stable
manifold. The trajectory is shown up to t = 7.6 but it
remains on the limit cycle up to t ≈ 300. Initial state
and precision are as in Figure 4.30.

We shortly look at the simulated trajectory that starts in the negative quadrant very near
to u0 . Since the positive eigenvalue is large, σ+ = 10.7, the trajectory is quickly expelled,
shoots towards the limit cycle, and approaches it along the cycle’s stable manifold, naturally.
The cycle’s unstable manifold is the plane that encompasses the fixpoint. Tuning the value
of r sensitively changes the side on which the trajectory approaches and then continues
to develop, albeit on much longer time scales. Specifically, increasing r from 24.0579 to
24.0580 has the trajectory on the cycle’s outside and it is repelled away from the fixpoint.
Decreasing to 24.0578 has the trajectory on the inside and leads to a more rapid descent to
the fixpoint. In between, the cycle would ideally be hit. We recall that this general behavior
does not necessarily indicate a center manifold, despite the at least two orders of magnitude
between the characteristic times for approaching and leaving the cycle. Actually, we would
need to look more carefully at how the trajectory leaves the cycle, exponentially or slower,
or do a linear stability analysis on the cycle. Whatever the details, the slow repulsion from
the cycle explains spurious periodicities as well as the divergence of the time spent in the
chaotic transient.
Weak Chaos For r1 < r < rc ≈ 24.7368, there exist two types of stable invariant sets
simultaneously, the stable fixpoints u± and a chaotic attractor (middle frame of Figure 4.33).
Which one of these is approached by a trajectory depends sensitively on details, in particular
on the initial state. Once a state has reached one of the attractors, however, it will remain
there for all time. Notice from visual inspection that the chaotic phases appear to be
quite similar whether it is just transient, for r = 22.5 in Figure 4.33, or permanent as for
r = 24.5. This is further corroborated by the Lorenz map that will be introduced below
(Figure 4.36).
Overview Transition Regime We illuminate the attracting set and its transients for the
regimes identified above by anensemble
of states
(Figure 4.35). It is initialized uniformly in
p

{(u1 , u2 , u3 ) = (υ, υ, 2r ) : υ ∈ 0, 2 b[r − 1] }, hence on a line in the positive 12-quadrant
from near the 3-axis in the direction of u+ to twice the distance to it and at “height” u3 = 2r .
This line is below the fixpoint and, following the discussion of (4.49), in a regime where the
flow in the 12-plane is hyperbolic. This corresponds to a hard excitation and trajectories are
indeed ejected very rapidly, go on a wide loop beyond u+ and enter the sensitive region from
far above, i.e., with large values of u3 . An additional state is initialized at u+ + (0, 0, 0.1),
which results in a soft excitation.
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Figure 4.35.
Transition to chaos in the L63 system for Pr = 10 and b = 83 illustrated
by u∗3 – the value of u3 at the local maximum – obtained from an
ensemble of 20 trajectories. p
One of these
p represents a soft excitation
and starts at (u1 , u2 , u3 ) = ( b[r − 1], b[r − 1], r − 0.9). The others
originate from hard excitations with initial states uniformly distributed
on the diagonal in the positive quadrant of the u1 u2 at u3 = r2 from near
the 3-axis to twice the distance to the fixpoint. Spinup time to get rid of
short-time transients is 100, recording time is 4’000. Recording just the
local maxima u∗3 causes all marks to be above r − 1, the u3 coordinate
of the fixpoints u± . Computational precision is 10−8 . The density of
states is color-coded, linearly increasing from violet to red. Localized
states are plotted with larger dots to increase their visibility. (Zoom in
to recognize details.)
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Attracting Sets
There exist two separated attracting sets, the fixpoints u± for r < rc and
the strange attractor for r > r1 . The two coexist in the interval ]r1 , rc [. Notice that the
representation chosen here does not distinguish between the two fixpoints.
Transients
A short spinup time of 100 and an equally short maximum recording time of
4’000 emphasizes the transients. Increasing the spinup time by a few orders of magnitude
would focus on the attracting sets.
First consider the domain r < r1 and recall that as r1 is approached, the transition times
from distant initial states to u± diverges. Transients then become ever more persistent.
Indeed, by r ≈ 23.3 the transition time exceeds the maximum simulation time. This is
manifest in the high density of recorded states in the domain 29 < u3 < 37, where the later
strange attractor will emerge. For r < r1 , it does not yet exist, however, and states appear
to slowly “leach out” of this region, approaching u± .
For r1 < r < rc , both sets are attractive. The different states converge rapidly to one
of them, leaving the space between them empty. Closer scrutiny reveals how the transition
time increases with r. This is manifest in a slight thickening of the distribution of states that
approach u± but did not yet converge sufficiently by the time the recording started.
For r > rc , the fixpoints u± are unstable and only the strange attractor remains. However,
for r just a bit larger than rc , the Lyapunov exponents near u are still small, the transition
times thus large. For instance, at r = 25, the unstable manifold has an eigenvalue with real
part 0.0079, which corresponds to a characteristic time of 126, which is comparable to the
spinup time of 100 as used in the simulation. This changes rapidly as r increases, with it
also the positive Lyapunov exponent, and causes the “leaching out” of the soft excitation
manifest in Figure 4.35. A fine detail, visible by zooming into (rc , rc −1), is the discontinuity
of the mapped distributions across rc . It results from the different directions of trajectories
– towards the fixpoints u± for r < rc and away from them for r > rc – together with the
spinup time.
Before continuing into the fully chaotic regime, we look into a useful tool that facilitates
the description of transitions in the L63 system but also in others, the Lorenz map.
Tool: Lorenz Map
The Lorenz map is a tool for transforming the three-dimensional
continuous system into a one-dimensional map that captures some of the relevant features
and is much easier to analyze. It empirically constructs the generator f for a onedimensional, discrete dynamical system from a single trajectory of the continuous L63
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Figure 4.36.
Lorenz map for Pr = 10, b = 83 , and different values of r. Each map is constructed
from an ensemble of 100 trajectories that include the initial phase and chaotic transients. It is
initialized similar to the hard excitations in Figure 4.35 to ggain the long transients required for
r = 21.5 and calculated up to t = 100 000 with a precision of 10−10 . Each pair of maxima (u3i , u3i+1 )
is marked by a red dot. Notice that the axes are different between the frames but that horizontal
and vertical axes in any frame are the same. For orientation, recall u3 = r − 1 at the fixpoints u± .
For small values of r, the construction of the map turns increasingly difficult as the transients
become shorter.

system. It is cast into the graphical form introduced with Figure 3.1 on page 71 by plotting
the pairs (ui , ui+1 ) into [umin , umax ]⊗[umin , umax ]. They have to be defined such that they
represent characteristic features of the continuous system. For the traditional Lorenz map,
introduced by Lorenz [1963], the pairs of (ui , ui+1 ) are obtained from successive maxima
of u3 (Figure 4.36). It may come as a surprise that the pairs (ui , ui+1 ) form such a
narrowly focussed set that (i) goes acceptably for a function, we call it f (u), (ii) is quite
independent of the initial state, and (iii) has the same general shape for the values of r
considered here, hence appears to be universal.
Incidentally, the same concept can be applied to other components of the L63 system,
and of course also to other continuous systems. We recognize, however, that this map is
most useful for exploring regimes of deterministic chaos. Mapping periodic regimes just
produces a set of discrete points, which is also interesting, however, and regimes with
uncorrelated, hence non-deterministic random dynamics leads to noise.
The set of points that result from the construction can be made accessible to quantitative analysis by fitting an appropriate model. For instance, Yorke and Yorke [1979]
employed the empirical form


f (u) = umax − |u − µ|β α0 + α1 |u − µ| + α2 |u − µ|2 ,

(4.50)

where umax is the maximum value of u encountered in the data set, µ is the location
of the peak, β allows to represent the power-law shape found near critical points in
thermodynamics, and αi are polynomial shape factors. The parameters are estimated
from the empirical data, for instance by least-squares fitting.
Notice that the Lorenz map is related to the Poincaré map and the stroboscope
encountered earlier. The main differences are that (i) the maxima of u3 are considered
wherever they occur in the system’s three-dimensional state space and (ii) the time
intervals between successive maxima are not relevant for the map.
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u3

u2

u1

Figure 4.39.
“Lorenz butterfly”, the attractor of the L63 system for
the classical parameters (Pr, r, b) = (10, 28, 83 ). The
shadowing trajectory starts near u+ , with u3 increased
by 0.1, and is propagated to t = 214. Time is colorcoded, linearly changing from violet to red. The blue
and the red line in the bottom plane are tangents to
the stable and unstable manifold of u0 in the 12-plane.
Largest ticks on the axes are at multiples of 10.

a last, exceptionally large excursion – both in the L63 system and in its map – and will be
expelled into the basin of attraction of the stable fixpoint, u∗1 in the map, u± in the L63
system. The latter is illustrated in Figure 4.32. Apparently, the “leakage rate” of the chaotic
domain is determined by the width δ, which is a consequence of the sharp cusp of f (u). As
r → r1 , u∗2 moves faster towards u∗1 than f (umax ). With this the transition time, which
is proportional to δ −1 , diverges and the two domains become decoupled, hence both the
stable fixpoints and the strange attractor can coexist. Finally, beyond rc , there only exists
the single unstable fixpoint u∗3 . Furthermore, the sharp cusp prevents any higher iterates to
produce stable fixpoints, as is illustrated by Figure 4.37. Hence, there cannot be any stable
periodic orbits and the regime is purely chaotic.

4.2.5
Fully Chaotic Regime
With r growing beyond rc , all three fixpoints lose their stability and almost all trajectories
approach a strange attractor. As found for the forced pendulum before, this attractor
consists of an infinite set of unstable periodic orbits, more precisely it is the closure of this
set. Trajectories that are attracted to it eventually trace the entire set, they shadow it.
They do this in a deterministic chaotic manner without every crossing each other.
The three fixpoints u0 and u± , while unstable, still determine the general shape and
properties of the strange attractor. We recall their local properties from the linear analysis,
which specifically ascertains that u0 is attractive along the 3-axis and that u± posseses a
stable and an oscillatory unstable manifold (Figure 4.29 on page 141).
We look at the strange attractor for the “classical” chaotic point (Pr, r, b) = (10, 28, 38 )
of the L63 system. We shadow the attractor by a trajectory that starts near fixpoint u+
(Figures 4.39 and 4.40). The eigenvalues of the Jacobian matrix (4.45) at this point are
found as
σreal = −13.85 and σcomplex = 0.0940 ± 10.19 i .
(4.51)
Hence, the approach on the stable manifold is more than two orders of magnitude faster
than the departure on the unstable manifold: Recall that a perturbation ∆ui of a fixpoint
in the direction of eigenvector i develops as ∆ui exp(σi t). Hence, the motion on the stable
manifold has a characteristic time |σreal |−1 ≈ 0.072, while the radial motion on the unstable
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Figure 4.40.
Time-series of the initial
phase of the trajectory from
Figure 4.39. Horizontal
lines mark the fixpoints
u± . Dashed curves
are the envelops to the
development of u3 in the
linear approximation.
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manifold is on a time-scale of [Re(σcomplex )]−1 ≈ 10.6 with period 2π/ Im(σcomplex ) ≈ 0.6163.
With this, whenever a state happens to come sufficiently near to the stable manifold, it is
rapidly sucked onto the two-dimensional unstable manifold on which it then spirals out slowly
on a quasi-periodic orbit. The linear approximation indeed describes this part quite well
(Figure 4.40), with 3-digit accuracy for the period for t < 17 and excellent agreement of the
amplitudes up to t ≈ 40. For somewhat longer times, the period increases slightly, to 0.628
by t = 40, and the amplitude eventually increases more rapidly than expected. Since the
period is fairly stable, we deduce that the state’s velocity increases roughly proportionally
to the orbital radius.
It is instructive to identify the initial phase of the trajectory (i) as the blueish disk-like
structure in Figure 4.39, (ii) in the sketch shown in Figure 4.29 and there particularly the
stable manifold, which is responsible for the sheet-like shape, and (iii) in the exponentially
growing oscillation for t . 48 in Figure 4.40.
By t ≈ 48, the state leaves the basin of u+ and transits into the basin of u− . This is for
just one period before it flips back, again for just one period, and back to u− again, now
for two periods, and so on and on in an erratic dance. Notice that the residence time in
any one basin is the longer, the nearer to the central fixpoint it is entered, as is expected
from our understanding gained with the initial phase. Such an approach from the respective
other basin is the only way a trajectory can come near to a fixpoint. This is because the
stable manifold cannot be reached from within the same basin. Indeed, any state approaches
the unstable manifold exponentially along the direction of the stable manifold. As (4.51)
shows, this approach is much faster than the corresponding departure along the direction of
the unstable manifold. With these different time-scales, two phases of the trajectory that
occur on approximately orthogonal manifolds are easily distinguished: (i) the fast transit
from the basin of u− towards fixpoint u+ , eventually along its stable manifold, and (ii) the
slow oscillatory departure back into the basin of u− , and vice versa, of course. This is most
clearly observable in the (u1 , u3 )-projection in Figure 4.39.
We here recall the previous discussion, on page 142, of the sensitive region of the L63
system, which is the 3-axis, in particular the interval around r − 1, which forms the “trunk
of the butterfly”. Indeed, different trajectories will develop towards each other for u3 > r − 1
near the 3-axis, which leads to the accumulation of states in this region. This is the origin
of the trajectory’s sensitivity as minute variations determine which basin the next orbit
will enter. This is particularly manifest in the projection of the attractor into the 23-plane
(Figure 4.39). Incidentally, further elaboration on this region is the basis for a proof that
the orbits on the strange attractor are dense [Ghys 2013]. Recall that despite being dense,
trajectories do not touch or intersect. Indeed, we gather from (4.42) that the Jacobian

151

4.2 The Lorenz-63 System

80

t1

160

60

140

40

120

20

100

0

t0
0

20

40
0.3

60
1.4

80
2.6

80

t0
80

3.7

100
4.9

120

140

160

6.0

Figure 4.41.
Identification of unstable periodic orbits in the L63 attractor through distance
function d(t0 , t1 ) defined by (4.24) and calculated for the time intervals [0, 80] (upper) and [80, 160]
(lower) on the trajectory shown in Figures 4.39–4.40. The lower graph is thus the continuation of
the upper one in diagonal direction. Notice that the colored patches are actually packs of parallel
lines that result from unstable orbits of various low-order periodicities.

matrix is locally bounded, hence the flow is Lipschitz continuous, and with this trajectories
exist and are unique.
Lorenz’ Butterfly
Given an artistic license, we may see the L63 attractor as a butterfly
with two exquisitely thin wings and a more bulky trunk. Indeed, there is a further association
between a butterfly and the L63 system, as Lorenz teasingly invoked the imagination of a
butterfly that somewhere in the Brazilian rain forest flapped its wings and thereby set off
a hurricane over Texas several months later. This flapping was projected to bring a minute
change to the atmospheric system’s trajectory that, due to the system’s chaotic dynamics,
eventually took a path that was completely different from that without perturbation.
This story of course requires a similar artistic license as the butterfly image itself. After
all, we do understand that three-dimensional turbulence transfers energy and momentum to
smaller scales, not to larger ones as is required for the story, and that the wings are just an
order of magnitude away from the scale of molecular dissipation. Nevertheless, this butterfly
effect rang the imagination and made it into our folklore.
Distance Function We gain another perspective on the L63 attractor by looking at the
temporal structure of trajectories. To this end, we employ the trajectory shown in Figure
4.40 and apply the distance function (4.24) to it (Figure 4.41).
For short times, t < 40, the prevailing feature is the massive pack of parallel lines that are
separated by ∆t ≈ 0.63, the orbit’s period, which is just barely distinguishable at the chosen
resolution. This pack results from the quasi-periodic unstable orbit of the system state as it
descends on the strange attractor starting from its initial state. After relaxation, the system’s
intermittency begins to prevail and packs of lines of various size appear on the diagonal.
These represent unstable periodic orbits with a range of lifetimes and periodicities. Since
the period in the vicinity of u± is approximately constant, the extent of a pack reflects
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the trajectory’s original inverse distance from the unstable manifold: the nearer it is the
smaller its initial radial velocity, hence the longer its lifetime within the fixpoint’s basin.
This situation is also nicely manifest in Figure 4.40.
The system’s structure – two saddle points with approximately constant periods – leads to
similar packs of orbits for very different times, which in turn results in a wide distribution of
patches with small separations (right frame of Figure 4.41). This is in stark contrast to the
distance function for the forced pendulum that has no fixpoints (Figure 4.12 on page 119).
We furthermore notice that many patches represent higher periodicities that are manifest
in the larger separation of the parallel lines in Figure 4.41, e.g., around t = 75. They result
from successive switching between basins as is manifest in Figure 4.40.
As a comment to the sharp-eyed, Figures 4.40–4.41 do not agree in detail. This is because
the time-series is simulated with a variable time-step while the distance function is calculated
with a fixed time-step. The variable time-step allows to maximize its size under the premise
that the required precision is satisfied while the fixed time-step allows for a convenient
evaluation of distances for different time, at the cost of a typically unnecessary high precision.
As we found before, having two different methods of integration for a system with sensitive
dependence on initial conditions leads to solutions that differ in detail although they possess
the same structure and statistics.
Overview of Chaos and Beyond
As a caveat, we recall that in physical realizations of
represents
the magnitude of the external forcing. Going to very
the L63 system, r = RaRa
crit
large values of r invalidates the low-order approximations that were required on the way to
deduce the system in the first place. Indeed, for the Rayleigh-Bénard convection considered
in Section 4.2.2, increasing the forcing produces spatial modes of ever higher order. These
are not represented in the L63 system (4.42), however.
Still, out of curiosity but also for learning the structures of such simple systems, we look
into the strongly forced realms of the L63 system. More extensive studies are reported for
instance by Frøyland and Alfsen [1984]. In analogy to Figure 4.15 for the forced pendulum,
we characterize the attracting set by the density of special states and again choose the local
maxima, here of u1 (Figure 4.42 with a crop shown in Figure 4.43). Choosing u2 or u3
instead leads to the qualitatively same picture.
We first recognize the striking similarity between the attracting sets of the L63 system,
of the forced pendulum (Figure 4.15), and of the logistic map (Figure 3.9). Indeed, all of
them exhibit fixpoints – actual ones or stable period-1 orbits –, period-doubling cascades
into chaos, and chaotic regimes with density discontinuities and periodic windows. A main
difference between them is that the cascades in the L63 system are backwards.
In the following, we look at just a few aspects of the attracting set, starting at large values
of r for which there is just a single stable limit cycle (r = 340 in Figure 4.44). Since there
is only one such cycle it has to encompass both fixpoints u± , and it has to be symmetric.
Decreasing r, a supercritical pitchfork bifurcation emerges at rp1 ≈ 313. This transition is
indeed analogous to the main bifurcation of the forced pendulum at µ = 0.9065. Also the
one here is not the first step of a period-doubling cascade but it is a symmetry transition.
This is illustrated by the limit cycle for r = 250, which indeed is asymmetric. Since the
L63 system has a u1 u2 -parity symmetry, there must also exist a corresponding twin. Notice
that their u∗1 values differ. The value for the respective twin can be read from the negative
halfspace of u2 . Recall that u∗1 is the return point in the positive halfspace of u2 . This leads
to the two branches in Figure 4.42.
The period-doubling cascades start near r = 230. There are actually two of them with
respective point-symmetric orbits. An instance of a period-2 orbit is shown in Figure 4.44
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Figure 4.42.
Attracting set of the L63 system for Pr = 10 and b = 38 represented by u∗1 , the
value of u1 at the local maximum in the positive halfspace u2 > 0. Parameters and settings are
identical to those in Figure 4.35, except for the spinup time, which is 40’000 and gets rid of most
of the chaotic transients. Upon close scrutiny, transients are still apparent very near to r1 . The
dashed curves mark the unstable fixpoints u± . The rectangle is enlarged in Figure 4.43.
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Figure 4.43.
Crop from Figure 4.42 focussing on the two perioddoubling cascades that emerge from the symmetry
bifurcation at rp1 ≈ 313 and end at r∞ where
they transit into two strange attractors. As these
expand, they eventually collide near r = 203 and
merge into one through a symmetry crisis. The
transition between trajectories that orbit the two
fixpoints u± as a single object versus individually
occurs at r1−2 .

for r = 220. These cascades end at r∞ ≈ 215.35 and give rise to the chaotic regimes. Notice
the striking similarity of this part – the interval between approximately 203 and r∞ – of the
attracting set with that of the logistic map between µ = 4 and µ∞
1 . This includes the period-3
window near r = 209 together with the higher order windows that follow as r increases and
seem to adhere to Sharkovskii’s theorem. It also includes the density discontinuities that
are associated with the supercycles of the logistic map. Zooming into Figure 4.43 reveals,
however, that while the supercycles for r > 209, above the period-3 windows, correspond
to those observed also in the logistic map, supercycles below that window come in parallel
pairs with just a tiny gap between them. Lorenz maps for these high values indeed contain
two slightly offset cusps instead of the single one found in Figure 4.36 for r near 24. These
are not shown here, however.
A further, and more important difference to the logistic map is that the L63 system
possesses two coexisting chaotic attractors instead of one. They originate from the re-
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Figure 4.44.
Phase diagrams for the L63 system for
large values of r and (Pr, b) = (10, 38 ).
Refer to Figure 4.42 to identify the
chosen orbits in the set of attractors.
All trajectories start near u0 and
they approach the corresponding
stable limit cycles (red curves) very
rapidly. For all cases, the fixpoints
u± (black symbols) remain unstable.
Trajectories for r ∈ {340, 250, 220}
belong to the regime where the
forcing is so strong that the two
fixpoints u± are orbited as a single
distributed object. They illustrate
the single orbit for very large values
(r = 340), one of the two orbits
after the symmetry bifurcation (r =
250), and the first step of the perioddoubling cascade, again one of the
two symmetric orbits (r = 220).
The trajectory for r = 165 belongs
to the regime where both fixpoints
are orbited individually, here by
a single symmetric orbit. As r
decreases, it again undergoes a first
symmetry bifurcation before entering
the system’s second major perioddoubling cascade followed by the
second major chaotic regime.
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spective symmetric orbits. These two eventually collide near r = 203 in what is called a
symmetry crisis and form a single attractor. As r decreases, this attractor continues to widen
continuously until, at r1−2 ≈ 197.58, it appears to blow up. This transition corresponds to
a major structural change of the trajectories. Indeed, for r > r1−2 , the trajectories orbit
the two fixpoints u± as a single object, hence their projection in the u1 u2 -plane does not
intersect the straight line that connects the two fixpoints. At r1−2 , the projections touch
and they intersect for smaller values, hence orbit the fixpoints individually, albeit still in a
single orbit.
With r falling below 165.5, the strange attractor again undergoes a dramatic transition
as it collides with a stable limit cycle and collapses. Figure 4.44 illustrates, for r = 165,
that this limit cycle is symmetric, and that the two branches that emerge out of the chaotic
regime belong to a single cycle. As before, but not shown here, this cycle first undergoes a
symmetry bifurcation, near r = 154.5, before the then newly emerging branches enter the
period-doubling cascade near r = 149.

Exercises
4.1 Delicate Transitions of the Forced Pendulum
Implement the viscously damped state-forced pendulum (4.14) as a non-autonomous system in the
form
u̇1 = u2
u̇2 = −2γu2 − sin(u1 ) + µ sin(ωt) .
Choose parameters ω = 0.8, γ = 0.1, and µ, which is to be varied. Use Figure 4.15 as an orientation
for choosing µ.
Explore the pendulum’s motion in some of the interesting domains of parameter space such
that you are able to describe the motion in detail. Useful tools are primarily phase diagrams
– color-coding time makes understanding easier – and, if needed, trajectories. Stroboscope and
bifurcation diagrams on the other hand are too coarse for detailed insight.
Some nonexclusive suggestions for interesting domains:
1. µ ∈ [0.97 . . . 1.025],
2. µ ∈ [1.025 . . . 1.05],

3. µ ∈ [1.075 . . . 1.085],
4. µ ∈ [1.09 . . . 1.12].

4.2 Prediction Uncertainty
Modify the forced pendulum (4.14) such that the external forcing is on two very different time
scales, for instance
u̇1 = u2





u̇2 = −2γu2 − sin(u1 ) + µ0 + µ0 sin(ωt/n) sin(ωt) ,
with n = 100, ω = 0.8, γ = 0.1, and µ0 = 0.8.
Choose the initial state {τ, u1 , u2 } = {0, 2.516, 0} and calculate and plot
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1. the angular position u1 at time τn =

R τn

nπ
2ω

and τn =

2nπ
,
ω

and

2. the angular path length ` = 0 |u1 (t)| dt, both as a function of µ0 ∈ [0, 0.4] for different
computational precisions ε ∈ {10−6 , 10−8 , 10−10 }.

Qualitatively predict the result before actually running the simulation.

4.3 Quantities along Orbits
Choose some interesting quantity to calculate along some orbit, calculate, and describe it. Quantities
of interest are, among possible others,
• the Lyapunov exponents, which are obtained as the eigenvalues of the Jacobian matrix and
will be functions of u and γ





• the total energy 1 − cos(u1 ) + 12 u22

• the individual terms of (4.16), − sin(u1 ), µ sin(ωu3 ), and −2γu2 , together with their sum u̇2 .

A typical orbit along which to integrate the quantities would be either a single cycle of the forcing,
e.g., in the chaotic regime, or a full period, in the periodic regime. In all cases first spinup the state
to get rid of the transients, except if the interest is on the transients.
Descriptors can be statistical quantities – mean, variance,. . . , median, range,. . . , covariances. . .
– as well as graphs of the individual quantities. For the Lyapunov exponents make sure that you
treat the respective lower (negative) and higher (possibly positive) ones separately.
4.4 Spectrum of Forced Pendulum
In analogy to Exercise 3.4
4.5 Kinetic Energy and Heat Flow in L63 System
Consider Rayleigh-Bénard convection in the approximation of the L63 system described by the
stream function ψ(x, z, t) and the temperature fluctuation T 0 (x, z, t) given by (4.41) with base
functions (4.40). Recall that primed quantities are fluctuations, not derivatives.
Calculate (i) the kinetic energy in the system and (ii) the heat flux across the upper or lower
boundary, both as functions of time. As a non-essential simplification choose a = 1.
4.6 Lorenz Map
The Lorenz map is shown in Figure 4.36 for the u3 -component of the L63 system. Obtain and
discuss it
1. p
for other components of the L63 system, u1 and u2 , or functions of them, for instance r12 :=
(u21 + u22 ),

2. for u1 from the forced pendulum, considering both the chaotic regime, for which the map was
originally devised, and higher order periodic regimes.
4.7 Supertracks in L63 Attractor
The attracting set of the L63 system shown in Figure 4.42 shows signs of supertracks as they were
found in Section 3.2.4 for discrete systems. They appear to emerge near r = 32. Explore this
situation starting out from drawing the Lorenz map for r ∈ {30, 35, 40}.
4.8† Decomposition of State Space by Attracting Set of L63
For r < r1 ≈ 24.06, any initial state will eventually converge to one of the fixpoints u0 , u+ , or
u− . Choose a two-dimensional section S of the state space, choose three colors, one for each of the
fixpoints, and mark the points u ∈ S by a small square in the color of the fixpoint that is approached
by the trajectory starting at u. As a start, you may choose S as (u1 , u2 ) ∈ [−a, a] ⊗ [−a, a] and
u3 = c ≥ 0 with, say a = 30 and c = 0. Explore the situation for different values of r, possibly also
Pr and b. Specifically look at Pr = 10, b = 38 , and
1. r < 1, probably no need to do the plot ,,
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2. 1 < r < r0 ≈ 13.926
3. r0 < r < r1 ≈ 24.06

4. r1 < r < r2 ≈ 24.74

and discuss the results.

Hints: (i) The resulting graphics looks nice if you cover S by a bitmap and fill each of its pixels
with the corresponding color. (ii) For case 2, the convergence time diverges as r → r1 . Hence, set
an upper limit – if it is reached, mark the pixel as white – and choose r sufficiently small. (iii) For
case 3, also the strange attractor is stable. Again mark the pixels that do not converge in a preset
time as white. (iv) Exercises 4.8 and 4.9 can be solved by essentially the same code. (v) This
exercise consumes a lot of computational resources. First run it with a very small spatial resolution
until you are sure that the code does what is supposed to. Only then increase the spatial resolution,
have the computer crunch away, and enjoy yourself with something else.
4.9† Transit Times to Attracting Set of L63
In analogy to Exercise 4.8 plot a map for the transit time τ to the attractor, using either τ itself
or log(τ ). Specifically, choose the maximum time of interest, τmax and assign a color according to
τ /τmax to the corresponding pixel in the bitmap.
Hint: (i) A key parameter is the distance ε = ku(t) − uk2 , where k  k2 is the L2 -norm and u is
the attracting set, in the simplest case just {u0 , u± }. Convergence is defined by ε ≤ ε0 . Choose
the ε0 appropriately. (ii) A particular challenge is the approach to the strange attractor. Neglect
this here by just choosing a fitting value for τmax . Exercise 4.10 asks for your further consideration
of the issue.
4.10 Transit Times to Periodic and Strange Attractors
Determining the attractor reached eventually from some state u or even calculating the transit time
becomes challenging if the attracting set u contains periodic or even strange attractors. Discuss the
issues involved and devise a conceptual algorithm. (No need to actually implement it.)
Hint: Should you nevertheless attempt an implementation, consider using hierarchical trees, for
instance, for the L63 system, an octree.
4.11 Deterministic Time Horizon
Explore by numerical simulation and discuss the deterministic time horizon of the L63 system.
1. Look at trajectories that start near one of the fixpoints u± , for instance u+ + (0, 0, ε. The
case with ε = 0.1 is shown in Figure 4.40 on page150. Choose a few values for ε, say
{1, 0.1, 0.01, 0.001}, and estimate the resulting time horizon. Can you estimate it without
simulation?
2. Explore the sensitive region of the L63 system, the 3-axis in an interval around r − 1, by
initializing one point right on the axis (can calculate its development analytically) and the
other one a distance ε away (i) on the local stable and (ii) unstable manifold.
Help: Eigenvectors on the 3-axis that lie in the 12-plane at u3 are
e± =

 1 − Pr ± pPr[Pr + 4r − 4u3 − 2] + 1
2(r − u3 )

, 1, 0

The corresponding manifolds thus are (0, 0, u3 ) + λe± , with λ ∈ R.
4.12 Distance Map for Regime of Transient Chaos of L63
4.13 Spectrum of L63



.
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4.14 General Shape of L63 System
Reflecting on the underlying physical system, explain the general behavior of the L63 system, from
afar and nearby, and in particular explain the shape of the strange attractor shown in Figure
4.39.
4.15 Stability of L63 System
Figure 4.28 is for b = 83 . Discuss, based on physical insight into the underlying system, and without
actually running the simulations, how it changes with dissipation parameter b.
4.16 Repelling by Fixpoints with Strange L63 Attractor
Employing the classical parameter set, start a trajectory near to one of the fixpoints u± given by
(4.44) and study the resulting unstable orbit until the state is expelled into the basin of the other
fixpoint. Specifically:
1. Calculate, plot, and discuss the development of the radial distance ku(τ ) − u± k2 and of the
absolute velocity ku̇(τ )k2 , where k  k2 is the L2 -norm kuk2 :=

P

i

u2i

 21

.

2. To be more accurate, decompose the velocity into its radial and angular components and
discuss them separately.
3. Reflect your findings on the linear stability analysis, estimating required numbers from Figure
4.28.
What happens if the trajectory starts right at the fixpoint? Comment: Notice how we talk and
calculate as if we were looking at the orbital motion of a body in some strange force field, while in
reality we are looking at the development of a dynamical system’s state in parameter space.
4.17 Trajectories in L63 System
In the L63 system (4.42), explore (i) the range of characteristically different trajectories that can
occur and (ii) the transitions between the regimes, in particular Hopf and homoclinic bifurcations.
Refer to Figure 4.28 for the identification of the different regimes and for choosing appropriate
parameters for the numerical simulation.
Hint: The b-plane with b = 83 is a good starting point. It does not harbor homoclinic bifurcations,
though. Reduce b to encounter them and recall Exercise 4.15 to divine at least the direction of a
good region in parameter space.
4.18 Patterns in L63 System
Employ the distance function (4.19) to explore – calculate, plot, and discuss – patterns in the
development of the L63 system (4.42). An example for the chaotic regime with the classical
parameters is shown in Figure 4.41.
4.19 Stability of L63 System
Figure 4.28 is for b = 83 . Discuss, based on physical insight into the underlying system and without
actually running the simulations, how the figure changes with dissipation parameter b.
4.20 Robustness of Strange L63 Attractor
Trajectories on the strange L63 attractor depend sensitively on initial conditions and on computational precision. How robust is the attractor itself with respect to changes of the system parameters?
Explore through numerical simulations using Figure 4.28 and (4.48) as guides.

Part III

Complexity

Sucht nicht nach den Spuren der Alten,
sucht nach dem, was die Alten suchten.
[Basho, 1644-1694]

5
Fundamentals

The previous chapters demonstrated how a few nonlinearly interacting elements can lead
to deterministic chaos that is characterized by a strange attractor. On the one hand, this
introduces a finite time horizon beyond which states can no longer be predicted precisely.
On the other hand, however, it limits the dynamics to a subspace in which structure and
statistics of trajectories are robust, hence predictable.
Here, we consider systems that (i) are composed of a very large number of weakly and
nonlinearly interacting elements, which are not too different from each other – grains of sand,
bacteria, cells, trees, human beings – and that (ii) are kept out of static equilibrium by some
weak external forcing. Such systems tend to self-organize into quite robust configurations
that are resilient against external disturbances, into what we again recognize as attractors.
Dimensions now are much higher than with the chaotic systems studied before. This is the
field of complex systems: very large ensembles of self-organizing elements.
The large ensemble size allows for a new quality in such systems: they can exhibit different
structures and corresponding dynamics on different scales, properties that naturally carry
over also to the respective attractors. A common situation is that the attractor is chaotic
at small scales and turns into a regular fixpoint at the largest scales. As an example – we
look at it in more detail below – think of a large sand dune. Downwind of its crest, it has a
constant slope, the slip face, which corresponds to the attractor’s large-scale fixpoint, while
at much smaller scales, local slopes vary in space and fluctuate in time as a result of the
wide spectrum of occasional avalanches that form this system. Such so-called critical slopes
are indeed one type of large-scale fixpoints. The other one are patterns.
Similar to deterministic chaos that opened a qualitatively new sphere for low-dimensional
dynamical systems by breaking the link between local and global determinism, complexity
represents the next sphere and ascertains, to quote Anderson [1972], that “more is different”.
The study of complex systems is an even newer field than that of chaos but has already
brought a number of fruitful insights and concepts including fractal geometry [Mandelbrot
1967, 1977; Shenker 1994], power-law distributions [Newman 2005; Clauset et al. 2009;
Stumpf and Porter 2012], and self-organized criticality [Bak et al. 1987; Turcotte and
Malamud 2004; Marković and Gros 2014]. As is typical for such new ideas, they are initially
severely hyped [Bak 1996] and then equally severely bashed. This appears to be a necessary
step before ideas get cleansed by unraveling the still more intricate reality, and science
becomes ready to take the next qualitative step forward. We will strive for the even-handed
assessment that is the privilege of the latecomers.
Complex systems are recognized in several disciplines that include pure and computational
mathematics with systems theory and artificial intelligence, various branches of physics
and chemistry, systems biology and ecology, physical and social geography, various lines of
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engineering and technology, and the wide field of economic, social, and cultural sciences.
Naturally, they all have different foci – some operating in continuous physical space, others
in more abstract spaces including discrete grids and networks, some with strong foundational
perspectives others with the need to somehow solve practical problems – and they all come
with their specific limitations of scope and disciplinary preferences. Correspondingly, the
understanding of what constitutes complexity differ quite significantly between disciplines.
We forego the more philosophical effort of proposing a unified and sharp definition, which
lies in some indeterminate future anyway. The flavor of such attempts may be gathered for
instance from Butterfield [2011a,b] or Humphreys [2015].
In the following, we gain inspiration from landscapes as the first step towards a pragmatic
characterization of complex systems that is useful for our environment. Then we look into
fractals and power-law distributions as handy mathematical constructs and gain some insight
from renormalization, a powerful method for studying self-similar equilibrium systems.
Finally, we attempt the characterization.

5.1
Phenomenology of Landscapes
Landscapes are readily observed complex systems and easy to grasp since this is a key
function of our perceptive machinery. Furthermore, landscapes exhibit the relevant features
that are also found in other, less directly observable systems. Our physical environment
indeed abounds with a wide variety of forms that occur in all compartments and aspects,
and on a wide range of scales [e.g., Ball 1999]. Despite their diversity in detail, they appear
to fall into a small number of classes. For landscapes, two classes of forms stand out: slopes
and patterns. Slopes extend over long distances with practically constant angles and are
a prime instance of scale-free structures (Figures 5.1–5.6). In contrast, patterns consist of
similar-sized structure elements, which introduce an inherent scale. To be recognized as
patterns, such structures must be repeated over long distances (Figures 5.10–5.16).
Reflecting the very existence of slopes and patterns, the most astonishing fact is that we
are able to identify such forms at all. After all, they result from quite complicated interactions of huge numbers of individual elements at comparatively small scales, interactions that
are not orchestrated by any superior being or process. There indeed is nothing particular
about landscapes with respect to this situation and the same is encountered also in other
parts of our wider environment, as well as in our interior for that matter.
The observation that non-trivial macroscopic structures naturally arise from rather simple
microscopic situations led to the notion of complex systems with self-organization and
emergence as their hallmarks. In this chapter, we explore some key concepts, postponing a
more detailed study of important classes of systems to later chapters.

5.1.1
Scale-Free Structures
With a focus on landscapes, the fundamental scale-free structure is a uniform plane with
a constant sloping angle. Generating processes include tilting due to differential tectonic
motions and ruptures during earthquakes. Here, we focus on a different class of processes,
however, on the self-organization of granular materials that is driven by weak external flows.
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We will find a diversity of such processes that all lead to slopes with well-defined angles of
inclination. These angles are different between processes but similar within.
Heaps of Sand Let a thin dribble of dry sand grow a heap. As grains of sand are added,
the local angle of inclination, γ, increases until it eventually exceeds some threshold γm ,
whereupon an avalanche starts. It relaxes the local configuration, returning the local angle
to the threshold γi < γm , while bringing the downstream locations nearer to γm . The
avalanche will only stop after its entire mass has been consumed for bringing the slope in
its track to γi . The continuously trickling sand will thus maintain the entire heap at an
approximately constant slope γi ≤ γ ≤ γm .
Actually, the situation is more complicated in that the local angle is a macroscopic
quantity that represents the mean slope of the microscopic configuration of grains. Hence,
there are many different configurations with the same value of γ. Adding a single grain
then transforms one microscopic configuration into an other one, which in most cases will
also be stable. Hence the grain just sticks and nothing happens macroscopically. Only in
some rare cases is the new configuration unstable and the grain topples, possibly activating
other grains that are near the limit of stability, which eventually may lead to a macroscopic
avalanche. With this we anticipate that, depending on the microscopic configuration of
the heap of sand, the macroscopic response to adding a single grain may be anything from
nothing at all to avalanches that encompass the entire heap.
Experiments confirm the above concept and further show that, as long as the dribble of
matter is maintained, the angle of inclination is the same for a wide range of flow rates. It
is called the angle of repose. The experiments, further show that this angle depends only
weakly on the grain size or on their material composition.
Generalization A thin dribble of granular matter brings a corresponding heap from an
arbitrary initial state to a specific macroscopic state and maintains it there. This state
marks the macroscopic transition between a mobile phase – part of the heap is in motion
– and an immobile phase. We thus call it a critical state. It is described by the angle of
repose. This is an instance of an emergent property that appears at the macroscopic scale
without having an analogon at the microscopic scale.
The critical state depends only weakly on microscopic details or on the external forcing.
Hence, it establishes itself without external fine-tuning. Actually, it does not admit finetuning as the angle of repose cannot be changed except by massive intervention. We call
such a state self-organized critical (SOC). Notice that this definition of a critical state is
weaker than the one used for thermodynamic equilibrium systems that require fluctuations
– our avalanches – to follow a power-law distribution. This may or may not be the case for
SOC in the wider sense that is required to deal with environmental systems.
Real Heap of Sand
Except for dry and windy environments, real heaps of sand are more
complicated with parts of the surface much steeper than the critical slope (Figure 5.1). This
is caused by cohesive forces between the grains. They result from interfacial tension in wet
sand, chemical dissolution and precipitation, or biological colonization.
Sand Dunes An arid climate and an ample supply of fine-grained material are the prerequisites for the formation of sand dunes (Figure 5.2). Actually we should call them dune
systems. Sand typically cycles through such a system with winds picking it up in the source
region (Figure 5.3), transporting it towards the dune and depositing it there, and some other
process returning the sand back to the source region (Figure 5.4). Depending on the local
setting, the details of such a cycle differ [Bagnold 1954] as do the resulting shapes of the
dunes [e.g., Andreotti et al. 2009].
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Figure 5.1.
Heap of sand with critical slopes
developing in dry regions while cliffs
and large blocks indicate moist regions.
Moisture fixes the arrangement of grains
by the water’s interfacial tension. The
height of the imaged domain is some
0.4 m.

Figure 5.2.
Sand dunes at Mesquite Flat, Death Valley, CA, USA, during a deposition event.
Notice the slope’s constant angle of inclination. The height of the largest dune is some 30 m. The
Grapevine Mountains in the background appear hazy because of the large amount of fine sand in
the air.

A simple setting for dunes is a plane with a dominant wind direction. While some sand
is transported through such a system, a large fraction cycles within the dunes that travel
in the direction of the wind. The dominant source region thereby is the upwind slope of
the dune. The sand is deposited beyond the dune’s rim where it leads to a dribble of dry
sand that forms a critical slope. The deposited sand is overrun by subsequent deposits and
eventually ends up at the dune’s upwind end, where it is picked up again. This is how dunes
travel. Depending on the mean velocity and the amount of available sand, this process leads
to Barchan or to transverse dunes, in conjunction with vegetation also to parabolic dunes
[Durán et al. 2010].
A more complicated situation is encountered in mountainous regions where dune systems
form in valley basins that contain an ample source of sand and that are closed by some
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Figure 5.3.
Traveling vortex in a sandstorm over Panamint Valley Playa, CA, USA. After
several rainstorms had passed the region in late winter, the lower parts of the playa were covered by
a few centimeters of sediment-laden water (right side). This illustrates in passing the main process
that maintains playas as the flattest elements of terrestrial systems. The playa is the source region
of the Panamint Dunes (Figure 5.4) some 15 km further up the valley.

mountain range. Sources of sand are often dry lakes and associated alluvial fans where
the wind erodes and transports the sediment (Figure 5.3). With the air rising to cross the
mountains its carrying capacity for sand drops and dunes grow. The return paths are either
by the reverse air flow – where the incoming air does not carry any sand since there is no
source – or by ephemeral, sometimes even permanent rivers that link back to the dry lake
(Figure 5.4).
We notice that while the shape of dunes results from a rather complicated interplay of
different processes, the emergence of slopes in a critical state, so-called slip-faces, is a key
and universal element.
Alluvial Fans Another prominent class of landforms are fan-like structures formed by
flowing water, so-called alluvial fans. They originate at the outlet of steep gorges, open into
a wide plane, and often extend over several kilometers (Figures 5.4–5.5). Such fans are a
dominating element in mountainous arid regions and are much more prevalent than sand
dunes. They are again characterized by a practically constant slope. It is much smaller
than what is found for slip-faces of sand dunes, and the surface is much rougher, typically
modulated by a superposed network of ephemeral braided rivers. The latter hints at the
origin of these landscape elements.
Even hyperarid regions like Death Valley occasionally experience rainfall events. These
typically come with large storm systems as only they are able to penetrate into arid regions.
The associated rainfall then is rather localized, just a few kilometers wide, but intense. The
dry and often rocky surface can absorb only a small fraction of the water and causes strong
runoff. In mountainous regions, this flow is channeled into narrow canyons, where water
levels easily reach to ten meters above the floor and come with an enormous erosion power.
Such floods indeed form a shock front because the mean friction decreases as the water
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Figure 5.4.
Dune system (upper left), several alluvial fans, and North Panamint Valley Fault
Zone (starting near lower right corner) in Panamint Valley, CA, USA. The dunes reside on a large
alluvial fan some 7 km from the end of the Panamint Playa, the whitish plain entering from the left.
The dunes are fed by sand picked up from the playa and its surrounding alluvial fans (Figure 5.3),
and released as the air rises to cross the mountains that are some 1’700 m higher than the playa.
Sand is returned to the source region whenever the alluvial fan becomes active.
The dynamics of alluvial fans is revealed by the rupture from a major earthquake. It dislocated
a number of alluvial fans the lower parts of which now remain as paleo-fans. They will be eroded
away eventually by the flash floods that maintain the fans, a manifestation of the system’s selforganization.

level increases. At the outlet of the canyon, the accessible cross-sectional area increases
very rapidly. Hence, the depth of the flow drops correspondingly and with it the carrying
capacity for the eroded material. Through the resulting sedimentation the flow then rapidly
blocks its own path and overflows, just to continue blocking the new routes. In this way,
a fan-like flow of a mixture of water and sediment is created that levels out the surface by
differential flow and sedimentation. Such events are called flash-floods as they can occur in
a matter of minutes.
Incidentally, alluvial fans are sedimentary structures that grow with each event and would
eventually come to a halt when they bury the canyon that feeds them. They continue to
be active if tectonic motion maintains the height difference between the catchment in the
mountain range and the valley floor. At Death Valley, for instance, the valley floor continues
to sink.
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Figure 5.5.
Alluvial fans north of the Tucki Mountains, Death Valley, CA, USA. They end
at Mesquite Flat, a dry lake at the valley bottom that belongs to the source region for the dunes
shown in Figure 5.2.

Mountain Slopes A common feature of mountainous landscapes are extended slopes, all
with the approximately same angle of inclination (Figure 5.6). The engine behind such slopes
is the flow of matter, which enters the mountain chain through tectonic rise, gets eroded
and transported downhill, and eventually leaves the region as sediment transported by the
rivers. For instance, Godard et al. [2014] report for the Himalayas fluxes of 0.5. . . 3 mm y−1
for denudation – the average loss of material by erosion and landslides – and somewhat
higher rates for tectonic rise, the latter testifying that the range is still on a net rise.
Focussing on the processes that transfer the rock mass from the mountain to the river we
deduce from the coexisting smooth slopes on the one hand and the steep and rugged parts
on the other, that two completely different processes are at work [Schmidt and Montgomery
1995]: (i) the weathering and mechanical failure of large rock masses and cliffs and (ii) the
erosion of the resulting unconsolidated rock material, the so-called regolith, the rate of which
depends on the slope’s steepness and on the climate. As mentioned above, these processes
are forced by the rates of tectonic lift on the one hand and by the rate of river incision on
the other, the joint action of which increases the mean slope.
Rockslides The steepest slopes exist in solid rocks and in consolidated material. Rock
mechanics ascertains that the maximum height hc of a uniform mass of rock is reached
when the shear stress at a virtual failure face equals the shear strength at that same face.
From this, Densmore et al. [1998] obtained for the critical height (Figure 5.7)
hc =

4C h sin(ϕ) cos(ϕc ) i
,
ρr g 1 − cos(ϕ − ϕc )

(5.1)

where C [kg m−1 s−2 ] is the cohesion parameter, ρr is the rock’s mass density, and ϕc is
the material’s friction angle. The latter is the angle of inclination of the material’s shear
resistance line in the shear stress-effective normal stress plane. It describes how the height
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Figure 5.6.
Slopes on mountain chain that continues to undergo tectonic uplift (upper) and
floodplain of Yarkant He, some 3’800 m asl, that removes the sediment from the region into the Tarim
Basin (lower). Both images Kunlun Mountains, Western Tibetan Plateau, Xinjiang Autonomous
Region, China.

over which a rock wall is stable increases as its slope decreases from vertical. As expected,
hc → ∞ as ϕ → ϕc since a subcritical slope is unconditionally stable.
Rockslides and -falls involve solid units that are very large and often comparable to the
size of the entire cliff. Hence, these are inherently stochastic processes for which continuum
formulations are of little value. This is exacerbated by the fact that rocks are hardly ever
uniform and it is of course the weakest face where they break, that is: the face where
the local shear strength is exceeded first. This explains the typically jagged appearance of
mountain cliffs and rock masses (Figure 5.8).
Erosion A popular heuristic model for the erosion of regolith considers a non-directional
input of power, e.g., from rain drops, that adds a small random force to the directed force
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Figure 5.7.
Characteristics of rockslides and slope erosion. Left: Maximum stable height hc of a
consolidated material as function of inclination angle ϕ, (5.1) with C = 6·104 kg m−1 s−2 , ρr g = 2.7·
104 kg m−2 s−2 , ϕc = 40◦ . The rock mass is stable for arbitrary heights if ϕ ≤ ϕc . Right: Relation
between inclination angle ϕ and average erosion flux js as given by (5.2) with κ = 0.6 mm y−1
and ϕc = 40◦ . The thin line represents the linear approximation for small angles. Unconsolidated
materials cannot sustain slopes with ϕ ≥ ϕc .

Figure 5.8.
Mountain cliff feeding rockslides in
part stabilized by vegetation. Casa
Grande Peak, Chisos Basin, Big
Bend NP, TX, USA.

from gravity. Roering et al. [1999] show that this leads to the average erosion flux (Figure
5.7)
κS
js =
,
(5.2)
1 − [S/Sc ]2

where S = tan(ϕ) is the slope, whose critical value Sc equals the material’s friction coefficient
µ, and κ is a parameter that is proportional to the input power density and inversely
proportional to µ2 . The specific form of (5.2) depends on the underlying assumptions, in
particular on the isotropy of the power input and on the effective friction law. Its general
shape has been corroborated by observations, however [e.g., Montgomery and Brandon 2002].
It describes a linear relation between slope and erosion flux for low-energy environments,
i.e., for low relief and low precipitation. As the energy of the environment increases, the
relation becomes strongly nonlinear with a singularity at Sc . This indicates the onset of
large avalanches, which are beyond the model’s validity, however. Apparently, Sc is akin to
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the angle of repose introduced with the sand dunes above and it refers to the corresponding
critical state.
Notice as an aside that (5.2) does not prescribe a particular sequence of actions but merely
a dynamic equilibrium. For instance, the slope may be changed externally, by a change of
the river’s erosive power, by tectonic movements, or by a changing input of matter from the
upslope end. In analogy, the erosion flux may change with climatic change, precipitation or
temperature, with vegetation, or with landuse.
The Larger Picture The characteristics of rockslides and erosion shown in Figure 5.7 help
to explain the critical states attained in the two complementary regimes, provided that the
systems are forced sufficiently. This is the so-called threshold hillslope paradigm [Larsen
and Montgomery 2012]. The required forcing for instance comes from differential tectonic
movements or from incising rivers and it provides the energy required for the system’s
self-organization. Particularly near critical states, the situation is more complicated than
this, however, as the system’s state also couples back to the forcing. For instance, as the
input of matter into a river increases so does its erosive power as there is more abrasive
material. This is only true up to some point when the sediment load starts to decrease the
flow velocity. An extreme case occurs with large avalanches, which may completely block
the river and actually lead to a new sedimentation base. Such events indeed lead to the
self-organization of much larger landscape units and must be taken into account in order to
understand mountain ranges [Egholm et al. 2013].
Rivers and Floodplains There is a global imbalance between precipitation and evaporation over Earth’s land surface. Of course, else there would be no rivers. On global
average, some 36 · 1012 m3 y−1 of water is transferred to the ocean and with it an estimated
20 · 1012 kg y−1 of sediment [Milliman and Farnsworth 2013]. This sediment path leads from
erosion, the sediment’s source, to the final sedimentation in the ocean. From here tectonic
processes take it back to the source, thereby closing the rock cycle.
Rivers and their floodplains as illustrated in Figures 5.6b and 5.9 are not simply conveyor
belts for water and sediment. They rather develop as complicated, highly dynamic, and
self-organizing systems that are driven by the balance between sedimentation and erosion
with some strong modifiers like vegetation [Lewin 1978; Nanson and Croke 1992].
Appearance and function of rivers together with their floodplains are governed by a
number of factors, which may by classified into groups: (i) The first group is the largescale embedding into the environment, which comprises three aspects, the landscape’s
morphology, its geological composition, and the climate. The morphology, specifically
width and shape of the containing valley and the slope along the mean flow direction,
determines the general course of the river and sets the limits for its floodplain. The geological
composition strongly affects the quantity and quality of the transported sediment and, as
seen above, tectonic motion is a major long-term driver of erosion. Finally, climate and
weather, in particular the intensity of the hydrologic cycle and the temperature regime,
are the major intermediate- and short-time drivers. (ii) The second group is the river’s
power dissipation, which determines the power density available for the flow of the water,
the transport of the sediment, and the erosion of the river channel. This of course depends
strongly on the local morphology – mean slope, architecture and roughness of flow domain
– and is controlled by the flow. (iii) The third group encompasses the stability of the
deposited sediment. For the local interaction with the river channel, stability depends on
the size-distribution of the material and on modifications by vegetation and soil that develop
on the floodplain. From the larger system’s perspective, the architectural organization
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Figure 5.9.
Yarlung Tsangpo and its floodplain south of Lhasa, Xizang Autonomous Region,
China, some 3’590 m asl. Notice the flooding in the foreground, the sand bars in the river channel
with their erosion faces, and the stabilizing vegetation.

of the sediment into layers and lenses becomes important as does the ratio between the
cross-sectional areas of river channel and sediment, and finally the sediment’s hydraulic
properties, which are key in the separation of the total water flow between surface and
surface conduits.
The above assortment of factors, in particular their separation between externally prescribed and internal property, illustrates the challenges with such systems, since what is
external and what is internal depends on the time scale of interest. For the process-based
representation of the flowing water and its sediment load, the time scale ranges from fractions
of a second, for the turbulent flow, to at most a few days, for the time required for the flow
to traverse the domain of interest. On this time scale, the river channel is essentially stable
and the larger floodplain has no active role. For the landscape’s geomorphologic dynamics –
the development of sand bars, the shifting river channels, the succession of vegetation – the
time scale ranges from a few days to many centuries. Phenomena that determine this range
include floods at the short end and the formation of terraces or shortcuts of meandering
loops at the long end. There of course are still longer time scales when we move to entire
river systems and mountain ranges. These three highlighted regimes are not separable from
each other but actually form a continuum with smooth transitions.
In the context of complex systems, the most interesting regime is that of the geomorphologic dynamics of floodplains and rivers. This still encompasses a wide range of manifestations, which is apparent from attempts of a genetic classification [Nanson and Croke 1992;
Buffington and Montgomery 2013], i.e., one that is based on origin and operation. In the
following, we look at just two instances, those shown in Figures 5.6b and 5.9, and we do this
from a highly abstracted perspective.
As described above, floodplains balance sedimentation and erosion, on sufficiently long
time scales essentially by adjusting their slopes. Their small slopes indicate that the
resistance to transport is much smaller than for dry mountain slopes (Figure 5.6b) and still
smaller than for alluvial fans (Figures 5.4–5.5), which are also shaped by water-sediment
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flows. Alluvial fans operate at much higher sediment densities, however. In analogy to those
other slopes, we expect floodplains to be self-organizing, i.e., adjusting their architecture to
sustain the externally determined flow of water and sediment.
An interesting issue is if floodplains are really SOC systems and exhibit a wide range of
scales. Short of a definite answer, we look at some aspects: (i) Floodplains that consist
of unconsolidated and fine material (Figure 5.6b) can accommodate a very wide range of
flows without the need to appreciably adjust their mean slope. (ii) For environments whose
sediment consists of gravel and rocks, or whose fine material is consolidated by vegetation
and soil formation (Figure 5.5) local slopes may change significantly and only on very long
time scales will a constant mean value get established. (iii) We will find later, in Section 6.2,
that SOC systems may be characterized as slowly-driven interaction-dominated threshold
systems, epitomized by the grains of sand added individually to a heap. For a floodplain,
the situation is more involved because the units of forcing have a very wide distribution of
sizes. This is true for the occasional floods as well as for the erosion events all the way to
landslides. As we have found above, some of the forcing processes may actually be SOC
themselves. (iv) Almost invariably, flood plains are narrow and elongated entities, hence
boundaries play an important role.

5.1.2
Patterns
Repetitive elements with some regularity in their arrangement are perceived as patterns.
Typically, the repeated elements and their mode of repetition both exhibit some degree of
randomness, certainly in environmental systems. Still, the size of the elements sets a scale
for the pattern, which sets them apart from the scale-free structures studied above.
In the following, we look into three classes of patterns that are commonly observed in our
environment: (i) ripples, that result from the reorganization of the surface of some granular
water by some fluid, here of sand by flowing air, (ii) cracks, that stem from the mechanical
decomposition of some solid matter, and (iii) vegetation, that gets added as a qualitatively
new component to some inorganic environment.
Sand Ripples Intricate but locally quite regular wave-like patterns are encountered in
many situations, from surface waves on water bodies to subaqueous and aeolian sand ripples.
While their phenomenologies appear similar, the underlying processes are very different. For
instance, in water waves, the water is transferred within its own phase whereas sand ripples
form by the transfer of sand in the adjacent fluid phase. In the following, we only look at the
phenomenon most pertinent to land surfaces, which are aeolian sand ripples (Figure 5.10).
Production of Reptons and Saltons
Wind blowing from a predominant direction across
a dry sand surface transports grains of sand by small hops, with heights of a few grain
diameters, provided the wind’s velocity exceeds some minimal value. This transport is
called reptation and the moving grains are reptons. With increasing wind velocity, the
flow becomes more turbulent and small bursts develop. These can lift grains of sand into
the lowermost part of the Prandtl layer where they are accelerated in the direction of the
wind, thereby decelerating the wind, until gravitation brings them back to the surface. This
process is called saltation, the particles are saltons, and it is associated with much higher
and longer hops than reptation. The trajectory of a salton is characteristically asymmetric
with a steep rise and a flat path back to the surface. The rise is steep because the initial
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Figure 5.10.
Ripples on sand dunes at Mesquite
Flat, Death Valley, CA, USA. Upper:
The mostly parallel ripples occasionally bifurcate through dislocations.
The slightly wavy orientation results
from corresponding large-scale
structures of the dune. Lower:
The structure on the dune’s slip
face results from the joint action
of two very different self-organizing
processes and contains elements of
both.

forward velocity is typically low, the particle is primarily lifted. As it is accelerated by the
wind, the trajectory becomes more flat. Eventually, the grain hits the surface again, may
get reflected back with a certain probability, hence remains a high-energy salton, and may
give rise to several low-energy reptons [Valance et al. 2015].
Formation of Ripples
Experiments [Andreotti et al. 2006] and numerical simulations
[Durán et al. 2014] demonstrate that a flat surface of dry sand is unstable if the wind’s shear
velocity u∗ exceeds a critical value u∗c . The shear velocity quantifies the momentum transfer
1
1
2
between the surface and the atmosphere. It is defined as u∗ := [|vx0 vz0 |] 2 = [|ΠR
xz |/ρ] , where
0
0
vx and vz are the fluctuations of the horizontal and vertical velocity, respectively, ΠR
xz is the
momentum flux, also referred to as Reynolds stress tensor, and ρ is the fluid’s density.
It is found that the wavelength of the most unstable mode depends approximately linearly
on u∗ −u∗c and corresponds to the mean flight distance of a salton. Due to their trajectories’
asymmetry, saltons predominantly hit the rising slope in wind direction. This is also the
domain with a high shear velocity, compared to the declining slope that is in the lee, such
that the emitted reptons are transported towards the crest where they sediment. Hence, the
crests grow, and propagate with velocity vr , while the troughs get eroded. The amplitude
of the ripples is limited by the appearance of slip faces once the critical angle of repose is
exceeded. Hence, the ripple pattern saturates, actually in a rather short time, within a few
minutes [Andreotti et al. 2006]. On much longer time scales, the patterns coarsen because
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ripples with different heights travel at different velocities with smaller ripples catching up
and merging with larger ones.
Interacting Processes
An interesting situation arises when ripples start to form on the
slip face of a large sand dune (Figure 5.10). By its nature, a slip face is flat, hence unstable
against a parallel wind. As ripples start to form, however, they exceed the critical angle
of repose and avalanches remove them. The interaction of the two self-organizing processes
leads to patterns that are quite a bit more complicated than the respective pure ones.
Crack Networks
Solid matter in our environment often consists of consolidated granules.
It is thus brittle. Examples include minerals conglomerated into rocks, ice crystals into
glaciers, and minerals together with organomineral complexes into soils. The granules
and the “glue” between them both can shrink and swell, and they can both sustain some
tensile and shear stress before they break. In general, the granules are stiffer and stronger
than the “glue”. External forcing like changing temperature and water content or added
material can lead to a volume change, typically of the granules, and to corresponding
stresses. As these exceed thresholds, typically for the “glue”, micro-cracks open that may
grow to macroscopic cracks and, eventually, to crack networks. Form and scale of such
networks depends on (i) the nature of the constituents and their interactions, (ii) their
initial microscopic distribution, (iii) possible structuring of the domain, and (iv) the nature
and structure of the forcing.
We look at situations with essentially uniform initial mass distribution, domain, and
forcing, and with “glue” that can break when tensile or shear stresses exceed some threshold.
This leads to crack networks that are typically polygonal (Figures 5.11–5.13). In the
following, with a focus on environmental systems, we consider soils but keep in mind that
the structurally same processes also occur in sediments and rocks. Incidentally, situations
that bear some similarity to brittle conglomerates also arise in completely different contexts like large gatherings of people, traditional and electronic social networks, or cultural
systems.
Playas (Figure 5.11, upper frame) Clay minerals consist of sheets of hexagonal aluminumor magnesium-silicate lattices. They are weathering products that develop in wet environments. Some of these minerals, in particular smectites, can incorporate water reversibly
into their interlayer space, which leads to an increase of their volume. This is the basic
mechanism behind most of the shrinking and swelling in warm climates.
Soils invariably show some cohesion. At the smallest scales it results from electrostatic
and capillary forces as well as from cementing, most importantly by carbonates, CaCO3 ,
and iron oxides, Fe2 O3 . At intermediate scales the main agent is soil organic matter that
forms organomineral complexes, and at yet larger scales fungi and roots come into play.
These forces and the corresponding bridges have a certain range and reach.
A playa is a flat and dry lakebed. It is occasionally covered by a very shallow lake that
forms during a rainstorm, typically just some centimeters deep, and that evaporates again
shortly after its formation (Figure 5.3). Since playas only form in very dry environments,
their surroundings are not vegetated and any rainfall that produces surface runoff also leads
to an inflow of eroded fine sediments. This is distributed evenly within the ephemeral lake
and settles upon its evaporation. As a result, playas are horizontal and very smooth – one of
the Space Shuttle’s landing strips, Edwards AFB, was on a playa –, and they have a high salt
and clay content. The salt remains from the evaporating water, the clay is imported with the
sediment but also forms in place by dissolution and recrystallization, thereby incorporating
some of the alkaline salts.
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Figure 5.11.
Polygonal contraction cracks in
soils. Upper: Patterns in a hot
and dry desert, at the edge of
Racetrack Playa at 1’133 m asl in
Death Valley, CA, USA. Notice
the superstructure of the water
content that is manifest in the
darker patches. Lower: Permafrost
pattern on the Western Tibetan
Plateau at 5’060 m asl near Quan
Shui Gou, Xinjiang Autonomous
Region, China. The whitish material
is salt.
The polygons in both cases happen
to be of similar size, some 0.1 m.

As an initially moist soil dries out due to evaporation, its clay minerals contract, tensile
stress develops between them, and eventually leads to micro-cracks at the weakest locations.
This releases the stress perpendicular to the cracks, and concentrates it at the crack’s tips. As
the desiccation and the associated contraction progress, the cracks grow at their tips and in
addition they widen. During its growth a crack may encounter a particularly strong location,
hitting an aggregate for instance. Due to symmetry, this typically leads to a bifurcation into
two cracks that start to propagate with an angle of some 120◦ between them and also to
the original crack. With the cracks that originated at different locations continuing to grow,
they encounter each other. Typically, one crack grows towards an already existing one at
some angle. As the existing crack is approached, however, the direction turns such that it
is met at an angle of about 90◦ . The reason for this is that the stress-field near an existing
crack is parallel to it as its orthogonal component has been relaxed. Hence, the distribution
of angles in a network of desiccation cracks peaks at 90◦ and at 120◦ .
The phenomenology of desiccation cracks including their development was observed in
lab experiments [Vogel et al. 2005b]. It can also be reproduced with a highly simplified
model that consists of an initially regular hexagonal arrangement of springs that can break
[Vogel et al. 2005a]. An instance of a large and quite regular natural network of desiccation
cracks is shown in the upper frame of Figure 5.11. It actually extends over several kilometers
across the entire playa. The image further exhibits an interesting super-structure of light
and dark patches that result from marginally different water contents. There also is a weak

176

5 Fundamentals

Figure 5.12.
Main salt pan of the Badwater Basin from Dante’s View, Death Valley, CA, USA.
This basin has no outflow. Its base is some 10 km wide and with −85 m asl constitutes the deepest
point in North America. Details of the salt pan are shown in Figure 5.13

gradient between the wetter part to the right – where a small drainage network appears
that in reality is just a few centimeters deep – and the drier part to the left which extends
into the playa. Apparently, the small polygons lead to a discretization of the water content
distribution and the corresponding clustering in the gradient.
Permafrost Soil (Figure 5.11, lower frame) Soils in wet permafrost regions often also
exhibit polygonal patterns. While the basic mechanisms for the formation of the network
are the same as for desiccation cracks, the cause of contraction is different. During freezing,
there is a regular contraction of the soil material. In addition, a peculiarity of water
freezing in porous media comes in. In contrast to bulk water, which freezes at 0◦ C, soil
water remains liquid to quite low temperatures, albeit only the part in ever smaller pores.
Correspondingly, as the soil freezes liquid water is increasingly transferred to the solid
phase with the remaining liquid fraction retreating to smaller pores, thereby increasing
the contracting capillary forces.
The lower frame of Figure 5.11 again exhibits super-structures. These are light and dark
polygons on the one hand. They are once more indicative of different water contents, which
here are associated with a few centimeters height difference that is not perceptible in this
image, however. Then there are extended whitish zones of precipitated salt around the wet
patches. These zones result from a higher evaporation rate at the boundary.
Besides this type of patterned ground, several others are encountered in permafrost
regions. Some of them again come with polygonal structures but of much larger sizes up
to many meters. The super-structures in the lower frame of Figure 5.11 are a weak and
topographically limited instance.
Salt Crusts (Figures 5.12–5.13)
The Racetrack playa considered above is situated in a
catchment that consists to a large part of sediments with a high hydraulic conductivity.
Hence, rainfall mostly infiltrates before runoff is generated and the playa’s hydrologic dynamics is weak. Furthermore, the groundwater table is so deep that capillary rise of water
is not a dominant process. Depressions in dry regions with a shallow water table or with
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Figure 5.13.
Polygonal compression cracks in salt
pan of Badwater Basin, Death Valley,
CA, USA. The primary peds have a
diameter of about 1 m (see foot tip
in lower image) and are outlined by
the teepees over the cracks. Upper:
Almost pure salt surface in December
2010, after an exceptionally wet year
with more than 4 times the average
precipitation. Lower: Same location
as upper frame but in August 2015
with a thin mud surface and clean
efflorescent salt in the expanding
cracks.

pronounced hydrologic dynamics, where less permeable sediments lead to strong runoff,
contain salt pans [Goudie and Wells 1995].
Salt pans typically consist of mostly halite (NaCl) and are quite dynamic, created and
maintained by a repetitive sequence of processes, which Lowenstein and Hardie [1985] called
the “saline pan cycle”. It starts from the pan’s normal state, a dry and hard surface, and
is excited to an active state by a flooding event that typically results from a heavy rainfall
or from snowmelt. The floodwater brings with it a load of fine sediments but is otherwise
freshwater. It forms a shallow lake at the lowest part of the depression, usually just some tens
of centimeters deep but in a typical setting covering a large area of several square kilometers.
Subsequently, the salinity of the lake water increases as it dissolves the topmost salt layers,
forming a brine. In parallel the lake clears with the sediments forming a thin mud layer at the
bottom, and the brine also infiltrates, recharging groundwater, which already is saline. All
the while, the brine also evaporates and its concentration increases, eventually to the point
where the salt begins to precipitate, layering above the previously deposited mud. Once the
surface water is gone, the desiccation phase starts. Water evaporates from the surface and
is recharged from the saline groundwater through capillary rise. This evaporation leads to
a further accumulation of precipitated salt at the surface, which eventually produces the
bright white surface (Figure 5.12). Incidentally, this pure surface does not stay for long
because salt is highly hydrophilic. Hence, the surface is always a bit wet and retains dust
from the frequent storms, thereby gradually turning from white to brown.
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Besides their bright surface, a main feature of salt pans is their patterned surfaces, which
come in a wide variety of forms [Goodall et al. 2000]. Here, we only consider one of them,
the formation of polygonal crack networks. The primary step is similar to the case of
the contraction cracks considered above, again driven by desiccation. Then, however, the
evaporating brine leads to an additional modification of the surface through the precipitated
salt, whose accumulation is proportional to the cumulative evaporation. The strongest
evaporation occurs at the edges of the cracks, as illustrated by the upper frame of Figure 5.13.
Two processes may be imagined as the cause: (i) Brine from deeper layers evaporates into
the cracks and thereby deposits its salt load, which forms a continuous cover. The water
vapor diffuses upwards and in part leaves to the atmosphere. Another part condenses on the
strongly hydrophilic salt cover, however, dissolves some of the salt, and flows upwards, driven
by the gradient in chemical potential that is minimal at the upper end where evaporation
is most effective because the water vapor is removed by convection, not just by diffusion
as in the cracks. (ii) While some of the water evaporates at greater depths, another part
remains in the liquid phase, but still flows upwards along the crack’s hydrophilic salt cover.
Both processes lead to the formation of the spongy efflorescent halite visible in Figure 5.13
[Lowenstein and Hardie 1985]. Upon closer scrutiny, the lower frame further reveals that
precipitation in the cracks, and in particular at their upper end, further compresses both
the soil peds and the salt plates at the surface. There are indeed already indications of how
the plates will be deformed by bending their brims upwards, which occurs in a later stage
of the development. Finally, we notice that some of the cracks are covered by a roof-like
formation. These so-called “teepees” indeed grow first, as two rims approach each other,
and only collapse later, then exposing the thinly open crack.
Vegetation Patterns The focus so far was on inanimate landscape elements to emphasize
that self-organization and emergent structures are a consequence of simple physical processes
with no need for planing and such. Of course, they also operate in the living world, actually
increasingly so as the number of interacting systems increases. In the following, we only
look at vegetation and we stay in arid, actually in hyperarid regions because the situation
here is sufficiently simple.
Vegetation in desert regions strongly competes for water, obviously. It does so almost
exclusively through its root system, which keeps all other plants away. At the same time its
above-ground parts, the shoots, provide shelter, for instance for seedlings, and they often
enhance the absorption of water from the atmosphere and the infiltration of the occasional
heavy rainfalls. The shoots are also the major loss path for water, however. Hyperarid
environments that can carry vegetation are invariably characterized by a high radiative flux.
This allows for rather small shoots to grow and support an extensive root system, hence a
large ratio between the areas of the collection- and the loss-structures. Since the transfer of
water in the plant requires energy, as does the transfer of nutrients in the opposite direction,
an approximately circular architecture of the root system with the shoots in the center is
optimal. This leads to a spotted vegetation with approximately constant separations of the
plants (Figure 5.14). The separation distance adjusts to the average local water flux, hence
is higher in zones of convergence like valleys and lower on ridges.
Spotted vegetation develops when water availability is minimal. As it increases, a range of
further patterns emerge, from patches, to bands and labyrinths, all the way to a continuous
cover. In parallel, there typically arises a diversification from the single-species systems in
marginal environments to richer ecosystems with grasses, bushes, and trees.
Plant growth is very slow in marginal regions, which thus host some of the oldest plants
on Earth. Examples include the Bristlecone Pines in the Californian White Mountains, with
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Figure 5.14.
Bushes with diameters of about 1 m
and associated soil patterns on the
slope of Ubehebe Crater, Death
Valley, CA, USA. The pattern is
initiated by the spotted vegetation
with the subsequent modification of
soil formation by plant debris.

Figure 5.15.
Bristlecone Pine tree in White
Mountains, CA, USA, some 3’500 m
asl. Part of the tree is dead with its
bundled tissue exposed. The winding
provides mechanical stability. The
intact bark and the needles belong
to the surviving part.

Figure 5.16.
Creosote bush in Mojave Desert,
CA, USA. It belongs to the region’s
spotted vegetation, grew into a
monoclonal circle with a diameter
of some 5 m, and is estimated to be
older than some 3’000 years. The
oldest one found in this region so far
is some 11’700 years old.
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Figure 5.17.
The fern is a prototype fractal object.
Its stem branches into leaves that in
turn consist of a stem branching into
leaves and on for a few more steps.
An abstraction of a fern is shown in
Figure 5.21 below.

some individuals older than 5’000 years, and the Creosote bushes in the Mojave Desert, some
with ages beyond 3’000 years, the oldest one actually some 11’700 years old as determined
from radiocarbon dating. Since the climate varies quite considerably on these time scales,
with massive impact particularly in marginal regions, and the plants obviously cannot
move, the long-lived ones all developed mechanisms to strongly modify their demands. The
Bristlecone Pine for instance has its tissue, xylem and phloem, segmented into bundles,
essentially separated complete plants from the roots to the needles, that are braided into
one and allows it to survive even if large parts, many of the bundles, died away (Figure 5.15).
The Creosote bush uses another strategy and separates into monoclonal segments that grow
into circular structures (Figure 5.16).

5.2
Fractals and Power Laws
Traditional geometry and calculus operate on objects and in spaces of integer dimension.
This becomes limiting quickly when describing for instance the scale-free or yet more complicated landscapes encountered in Section 5.1.1. Such structures indeed arise in many
contexts including river networks, plants like ferns (Figure 5.17) or trees, trajectories of
diffusing particles, or the stock exchange. All these are typically characterized by fractional
dimensions and corresponding power-law distributions. The latter indeed is the only scalefree distribution, as we will find below.
In the following, we consider mathematical structures that lack a scale, so-called geometric
fractals. While still too simplified to represent landscapes as those considered above, they
do allow to focus on some of their more intriguing properties. They furthermore lead to a
natural generalization of our notion of dimensions.
Functions with fractal properties were introduced by Weierstraß, picked up by his student
Cantor [1883], and have been used in mathematics ever since, mainly as a vehicle to study
concepts of continuity and differentiability. A wider scientific audience realized the practical
relevance of these quite abstract concepts and the omnipresence of fractal geometries in
nature when Mandelbrot [1967] asked and answered the seemingly innocent question “How
long is the coast of Britain?”. The then following decade brought a wealth of applications
and of strangely fascinating images that were so different from the thus far straight-lined
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geometry and so much nearer to our perception of nature that Mandelbrot [1977] could
popularize fractal geometry as the “geometry of nature” and also provided a language
anchor by coining the word fractal. Once the general idea took hold, a wealth of beautiful
applications emerged that represented reality in an unprecedented manner and changed our
understanding forever [e.g., Peitgen et al. 2004]. Reality proved to be still more intriguing,
however, and fractal geometry is now seen as a first step in the right direction.
The concept of fractals unfolded further during the past decades and there now is, besides
fractional geometry, also a fractional calculus that deals with operators like the fractional
derivative. While such a construct is hard to envisage in normal space, it is natural in
integral spaces like Fourier- or Laplace-space. There, the derivative of order n just leads to
a power of n, which then naturally can also be a real number.

5.2.1
Self-Similar Geometric Fractals
Iterating simple geometric operators can lead to astonishingly complicated objects with
properties that at first evade intuition. This indeed is the most simple constructive approach
to fractal objects. The construction of such an object, a so-called mono-fractal, is very similar
to the iterated functions we considered in Chapter 3. It starts from some initial shape on
which a geometric operator is then applied iteratively.
A geometric operator, the fractal’s generator, is defined through its transform of some
initial elementary shape with length scale ` into a similar one with length scale `0 . A
common choice thereby is `0 = k` , k ∈ N. Typical elementary shapes are line, area, and
volume elements. The generator is then applied recursively to them, say n times, which
leads to a so-called pre-fractal of order n. While this is still a regular geometric object, it
becomes a fractal with n → ∞.
As is typical for situations with some limit process, we may ask any questions about the
eventual fractal to the pre-fractal – where all our regular geometric understanding is valid –
and only in the answer do the transition n → ∞. This is exactly the procedure also followed
when dealing with generalized functions like Dirac’s δ-function, which can be replaced for
instance by a Gaussian function in the limit of a vanishing width σ → 0. All the traditional
analysis is then used on the Gaussian and only the final result is evaluated for σ → 0.
In the following, we consider a few exemplary mono-fractals each created by a single
geometric constructor. With this, they are all naturally self-similar, hence the resulting
objects look the same at all scales, and the size-distributions of their shapes are described
by pure power-laws.
Koch Curve
The generator of the Koch curve takes a straight line segment of length `,
decomposes it into three equal parts, rotates the middle part by π3 , and adds a new and
equal segment, rotated by − 2π
3 , to its end to close the path. The length of the new curve is
thus 34 `. Starting on a single line segment and recursively applying this operator to level n
creates the order n pre-fractal of the Koch curve (Figure 5.18).
Many alternatives of this basic operator have been used. For instance, starting on a set
of line segments that form a convex and closed path leads Koch snowflakes. They indeed
resemble snowflakes if the initial path is symmetric with a small number of vertices and if
the enclosed area is filled. Another instance is to divide the line into k equal parts, rotate
1
by ± 2π
k and add segments of k length to complete the path.
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Figure 5.18.
Initial stages of the Koch curve, i.e., its pre-fractals of orders n =
0, 1, 2, and 5, where n = 0 is the initial line segment. For n =
5, the area beneath the curve is filled to highlight part of a Koch
snowflake. By construction, the Koch curve, which is the limit n →
∞, is continuous everywhere and differentiable nowhere.

Figure 5.19.
Pre-fractals of Sierpinski carpet (left), Cantor dust (middle), and some
intermediate unnamed shape (right). The middle shape is shown for order n = 5, the other two for
n = 6. Sixth order squares have side lengths `/36 , here about 0.05 mm, and are hardly reproducible
by most printers (zoom into the electronic version). Notice that despite the different appearance
of the pre-fractals, the area of the black phase vanishes for all of them as n → ∞. The Sierpinski
carpet may be interpreted as a multi-branched curve where every point is a branching point.

Returning to the original construction, the fractal Koch curve is obtained with n → ∞.
Apparently, since each level of recursion increases the length of the curve by the factor
4
3 , the length of the fractal is infinite for any initial length ` > 0. This is astonishing
because (i) the curve is retained in a finite area and (ii) by construction, the curve does
not intersect
itself. Specifically to the first point, the√ area of the enclosing triangle is
√
`2 /[4 3] and the area beneath the curve is found as 3 `2 /20. The second point gives
an interesting reflection on the Poincaré-Bendixon theorem, whose essential premise is that
a non-intersecting, continuous and differentiable trajectory in a bounded two-dimensional
domain has to approach either a fixpoint or a limit cycle. To highlight the requirement of
differentiability we interpret the Koch curve as a trajectory. It apparently is continuous,
does not intersect itself, and as n → ∞ its length diverges. Hence, a state developing on this
trajectory never reaches a fixpoint or a limit cycle as would be demanded by the PoincaréBendixon theorem for a differentiable trajectory. Indeed, the Koch curve was explicitly
constructed as a continuous curve that was nowhere differentiable [von Koch 1906] that was
in addition more accessible than the abstract constructs of Weierstraß.
Sierpinski Carpet and Cantor Dust
The generator of the Sierpinski carpet takes a square
with side length `, decomposes it into 9 equal squares with side length `/3, and removes the
center square (Figure 5.19, left). First consider the area fraction an of the squares removed
up to step n, the white area in the figure, and its limit for n → ∞, to find

183

5.2 Fractals and Power Laws

an =

n
X
8i−1
i=1

9i

=1−

h 8 in
9

,

lim an = 1 ,

n→∞

(5.3)

hence, all area is removed. Next, calculate the boundary length `n between the white and
the black phase, again for the pre-fractal of order n and for the final fractal, to obtain


n
X
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4 h 8 in
8i−1
=
=4
−
1
,
`0
3i
5 3
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=∞.
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(5.4)

The relations for the area fraction and the interface length reveal the Sierpinski carpet as yet
another object with intuitively strange properties. The area fraction of its black part vanishes
– even though we realize with Figure 5.19 that already the smallest white parts of the order-6
pre-fractal are hardly perceptible and the black phase appears to dominate.
Similar to von Koch [1906] who constructed his curve as a demonstration for an object
that is continuous everywhere but differentiable nowhere, Sierpinski [1915] constructed his
fractal as a demonstration for a curve, the black set in Figure 5.19, that is a branch point
everywhere. While this property may not be immediately obvious from the construction,
we recognize that for an order n Sierpinski pre-fractal, the black phase can be drawn as a
multi-branched line with thickness `0 /3n , where `0 is the square’s initial length. This would
be a real complicated line to actually draw, though, and the complementary construction
used above is much easier.
Like with the Koch curve, also the idea of the Sierpinski carpet can be applied to other
initial shapes, to other dimensions, and with a modified operator. Starting with a line and
removing its center part leads to Sierpinski dust, a triangle in analogy produces Sierpinski’s
triangle, which incidentally was the object Sierpinski [1915] constructed. An initial cube
yields the Menger sponge [Menger 1926a,b] and in analogy for a pyramid or some other
body. Removing the corner elements in addition to the center element leads to Cantor dust
(Figure 5.19, middle) and removing the upper two corner elements in addition to the central
one produces some intermediate shape (Figure 5.19, right). More complicated examples can
be generated easily by dividing the basic element into a larger number of parts.
Fractional Dimension The Koch curve may appear as a line-like object by construction
and similarly the boundary between the black and the white phase of the Sierpinski carpet
by definition. Still, both are fundamentally different from a regular line because they pack
an infinite length into a finite area, the Koch curve even without intersections. We may thus
ask for the dimension of such objects, 1 for a line or 2 for an area?
To determine the dimension of an object, we consider the scaling of its size as it is
measured with ever smaller regular “rulers”, where “regular” refers to objects with integer
dimensions. As the ruler’s size we thereby use its linear extent, e.g., the side-length of a
hypercube.
Regular Object To develop the general idea, we consider a regular object with dimension d
embedded in a space with dimension D ≥ d and determine its size by counting the number Nε
of D-dimensional hypercubes with side-length ε that are required to cover it. Apparently,
for a regular object (Figure 5.20)
h 1 id
Nε = Vε
,
(5.5)
ε
where Vε is the upper bound of the object’s volume as measured with resolution ε, with
limε→0 Vε = V , where V is the true “volume” of the d-dimensional object, i.e., for 1, 2, and 3
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Figure 5.20.
Determining the dimension of two regular objects – line L and area A,
both embedded in two-dimensional space – by covering each of them with
tiles of linear extent ε. As ε decreases, the number of tiles required
 d
increases approximately proportional to 1ε , where d is the object’s
dimension, here d = 1 and d = 2, respectively. This is the box-counting
method that produces the Minkowski-Bouligand dimension.
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dimensions its length, area, and volume, respectively. With this, we define the box-counting
dimension of a regular object as
d := lim

ε→0

log(Nε )
 .
log 1ε

(5.6)

It is sometimes also referred to as the Minkowski-Bouligand dimension, which results from
a minimal coverage of the object.
General Sets
The box-counting dimension (5.6) can also be used for an arbitrary set S. It
indeed is the natural approach for situations where S is covered uniformly by some finite-size
elements. Examples include pixel images or numerical simulations on regular grids. More
general, it is useful for describing quantities that are characterized by some finite minimal
size or distance. These may result from the extent of building blocks, from thermal motion,
or from a finite resolution of measurements or simulations. Notice that with finite minimal
sizes, all sets are regular, i.e., their dimension is a natural number. It may still be helpful to
represent them as a mathematical fractal in order to obtain a parsimonious description over
a wide range of scales. In this case the limit in (5.6) is just a projection. This situation is
akin to using continua and real numbers in describing our eventually granular world.
There exist a number of further definitions for the dimension of a set S, which may or may
not yield the same numbers, depending on the properties of S as ε → 0. Such differences are
invariably restricted to mathematical constructs, never to physical or numerical objects. An
illustrative example is the dimension of the set of rational numbers in the real interval [0, 1].
The workhorse for such situations is the Hausdorff dimension, which starts from (5.5) and
uses measures on S to determine the value of d at which Nε εd transits between diverging
and vanishing as ε → 0. For all situations that involve eventually finite sizes, the different
definitions all yield the same number for the dimension.
A method closely related to box-counting is the use of “rulers” whose dimension is adapted
to the object to be measured and not to the embedding space. It is particularly convenient
for dealing with geometric fractals that are obtained as the limit of some prefractal and is
sometimes referred to as the yardstick method. It works directly with the constructor of
the prefractal, which by definition operates on regular geometric objects like line segments
or area elements. It still relies on the definition (5.6) but no longer needs to evaluate the
limit because the scaling between Nε and ε is the same for each iteration step.
Example: Dimension of Koch Curve
Consider a Koch curve that develops from an initial line
segment of length 1. To cover its pre-fractal of order n, Nε = 4n regular line elements of length
ε with 1ε = 3n are required. Hence, the fractal’s dimension is
dKoch = lim

ε→0

log(Nε )
log(4)
 =
≈ 1.262
1
log(3)
log ε

(5.7)
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and we recognize that the limit is actually not required.
Example: Dimension of Sierpinski Carpet
Consider a unit square and construct the order n
Sierpinski pre-fractal from it. To cover the black phase, 8n squares of length ε with 1ε = 3n are
required. Hence, the box-counting dimension of the Sierpinski carpet is
d = lim

ε→0

log(8)
log(Nε )
 =
≈ 1.893 .
log(3)
log 1ε

(5.8)

Notice that the fractal is represented by the black phase in Figure 5.19 and that the thickness
n
in the order n pre-fractal, asymptotically approaches 0. Hence, the
of this phase, which is 13
notion that the fractal can be drawn as a line, albeit a complicated one. The dimension d is that
of this “line”.
For completeness, we also calculate the dimension of the carpet’s white phase. The easiest
way is to recognize that its area in the order n prefractal can be decomposed into squares with
side length ε = 3−n . Using the area fraction an given by (5.3), Nε can be calculated explicitly.
However, as we only need Nε in the limit ε → 0, in which case an → 1, the approximation
Nε ≈ 32n suffices. Inserting into (5.6) then yields d = 2. Hence, the white phase has the
dimension of a regular area.

Of course, the yardstick method can also be used operationally, e.g., by measuring a line’s
length with sticks of length ε or areas with square tiles with side length ε. It then still
requires the limit in (5.6), however.
Figures 5.18–5.19 illustrate that the fractal dimensions d indeed reflect the “line-like-ness”
of the Koch curve and the “area-like-ness” of the Sierpinski carpet, hence describes smooth
transitions between regular dimensions.
Multifractals
The mono-fractals studied so far are apparently spatially heterogeneous.
Indeed, the size distributions of their structure elements are found to follow a power-law.
However, there is just one fractal dimension throughout space. Nature is more complicated,
and so are structures that arise in the analysis of simulations like for instance the stroboscope
view of the forced pendulum shown in Figure 4.9 on page 115. This led to the introduction of
multifractals [Mandelbrot 1977; Stanley and Meakin 1988], where at each location in space,
the local fractal dimension is estimated and used to define a new field.
An intuitive approach to multifractal sets is the generalization of the box-counting method
proposed by Chhabra and Jensen [1989]. In the first step, the region of interest is decomposed
into a grid with grid constant δ. For each of the elements, the now local fractional dimension
is calculated employing (5.6) with ε  δ. Denote the resulting dimension for grid element i
by αi to distinguish it from the global value d. The local dimension is also referred to
as the singularity strength. Segmenting the field α means marking every grid cell i, which
corresponds to location x in space, with αi ∈ [α, α+∆α[. Finally, the fractal dimension f (α)
of the segmented domains is determined by box-counting on the grid for each of the intervals.
The function f is referred to as the multifractal spectrum or the singularity spectrum.

5.2.2
Iterated Affine Transforms
An alternative way to arrive at fractal structures are iterated affine transformations. These
are linear maps with an additional shift, i.e., of the form ui+1 = aui + b.
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Figure 5.21.
Barnsley fern generated with iterator (5.9)
[Barnsley 1988]. Akin to Poincaré maps and
stroboscope views seen earlier, e.g., Figure 4.9
on page 115, the image emerges uniformly
from a sequence of states that appear to
move randomly. As an illustration, the left
image results from 105 iterations, the right
one from 5 · 107 . To emphasize the stem, (5.9)
was modified by increasing probability p1 to
0.02 and reducing p2 accordingly.

Barnsley Fern One of the innumerable examples of fractal generators that produce quite
realistic images of natural scenes was proposed by Barnsley [1988], the fern Figure 5.21. This
is a stochastic iterator (xi , yi ) 7→ (xi+1 , yi+1 ) that consists of the four affine transforms fi
invoked with probability pi ,
f1

(p1 = 0.01) : xi+1 = 0
yi+1 = 0.16yi

f2

(p2 = 0.85) : xi+1 = 0.85xi + 0.04yi
yi+1 = −0.04xi + 0.85yi + 1.6

f3

(p3 = 0.07) : xi+1 = 0.2xi − 0.26yi
yi+1 = 0.23xi + 0.22yi + 1.6

f4

(p4 = 0.07) : xi+1 = −0.15xi + 0.28yi
yi+1 = 0.26xi + 0.24yi + 0.44 .

(5.9)

Hence, ui+1 = ak ui + bk with u = (x, y)T and k indexing the functions fk . Starting from
an arbitrary state, ui converges rapidly and starts to map out the fern. Inspection of the
data reveals that x ∈ [−2.182, 2.656] and y ∈ [0, 9.998].
Short of actually analyzing (5.9) we notice that all four transforms are contracting because
the magnitudes ak of all coefficients are smaller than 1. Hence, all these maps are globally
attractive with fixpoints (0, 0). The resulting dull dynamics is broken by the shifts bk ,
however. Specifically, consider the most probable transform f2 and notice that its linear
part a2 describes an isotropic contraction with the factor 0.85 and a rotation by an angle of
approximately −0.04/0.85. Indeed, the eigenvalues of a2 are complex, σ± = 0.85±0.04 i, the
corresponding sequence would thus be exponentially converging, thereby slowly spiraling.
Superimposed on this is the offset by 1.6 in y-direction at each step that pushes the state
away from the fixpoint. Since the map contracts by 0.85, this offset can only push the state
out to y ≈ 10, where the contraction just balances the offset. This estimate, which neglects
the other transforms, is corroborated by the finding y ∈ [0, 9.998].
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With the above, we recognize the general structure of the Barnsley fern, which is representative also for other iterated affine transforms that lead to fractal structures: (i) The linear
map a is attractive, making the entire system globally attractive, while the constant shift b
keeps it from converging. For continuous dynamical systems this would correspond to a
hyperbolic saddle point with a stable and an unstable manifold as found for the L63-system.
(ii) The complete system possesses a strange attractor, here with the shape of a fern leaf,
that is shadowed by any sequence once it has relaxed from its initial state.
Comment There are a number of further instances where fractal structures appear. One
of them are the Poincaré maps and stroboscope views of dynamical systems in the chaotic
regime studied above. Another important class are basins of attraction in systems with
multiple attractors or, from the physical world, interfaces between different domains, for
instance between atmosphere and lithosphere.

5.2.3
Power Laws
A number of systems and processes exhibit structures that are approximately scale-free, e.g.,
the landscapes shown in Section 5.1.1. They are typically created and maintained by some
sort of avalanches or floods, whose size-distribution follows a power law. Further examples
include the probability distribution of the magnitude of earthquakes and the size of landslides
or forest fires [Turcotte and Malamud 2004], of natural fracture networks [Bonnet et al. 2001],
of river networks [Maritan et al. 1996], or of atmospheric temperature records [Eichner et al.
2003]. It is equally prevalent beyond the physical environment and is encountered in the size
distribution of financial transactions like stock returns, share volume, and number of trades
[Stanley et al. 2008], in the growth of cities and of the associated innovations [Bettencourt et
al. 2007; Bettencourt and West 2010], and in the traveling of people between different cities,
where, incidentally, the law was first discovered [Zipf 1946]. Outside of natural sciences, the
power-law distribution is often referred to as Pareto distribution (economics) or as Zipf’s
law (sociology).
Definition

A power law distribution is defined by the probability density function
p(x) = γxα ,

x≥0,

(5.10)

where γ = p(1) and α ∈ R. Its defining property is scale-invariance,
p(ax) = γ[ax]α = γ 0 xα ,

γ 0 = γaα .

(5.11)

It is actually the only distribution with this property. Scale-invariance means that zooming
into or out of any part of the domain of x always yields the same distribution, apart
from some scaling factor that cannot be determined, however. This means for instance
that, looking at some image of quantity x, we cannot estimate its length scale. Take the
sedimentary deposits shown in Figure 5.22 as an illustration. In this example, the thickness
of the individual layers would be the variable x, which might be described by a power-law
distribution. In contrast, imagine a crowd of people or some trees, objects that possess a
natural scale.
R∞
The power-law distribution (5.10) apparently cannot be normalized since 0 xα dx diverges for all values of α. Consequently, neither the cumulative distribution nor higher
moments exist. To circumvent this difficulty, and to acknowledge that there are cutoffs for
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Figure 5.22.
A recent fluvial sand deposit just
a few centimeters high (upper)
and some 400 m of sedimentary
layers at the confluence of Green and
Colorado River (lower). Both images
from Canyonlands NP, UT, USA.

all quantities of interest in an environmental context, a weak sense definition is often used.
An example of such a weak definition is
α − 1 h x i−α
p(x) =
, 0 < x0 ≤ x, α > 1 ,
(5.12)
x0 x0

which cuts off the lower singularity. Moments of order n then exist if α > n + 1 and are
R∞
[α−1]xn
readily obtained as hxn i = x0 xn p(x) dx = α−1−n0 . With this weak definition, the scale
invariance is only satisfied asymptotically for x  x0 . A corresponding definition can also be
introduced for α < −1, which would have to cut off the upper singularity. In that situation,
one may prefer to look at x−1 and still use (5.12).

Origins
Recognizing the ubiquity of the power-law distribution, we may wonder about its
origin. This situation is akin to that with two other common distributions, the Gaussian,
which is also called the normal distribution, and the exponential distribution, which both
hint at the structure of the underlying processes. The origin of the Gaussian distribution
is the central limit theorem, which ascertains that under rather general conditions a sum of
statistically independent random variables leads to a Gaussian distribution. The origin of
the exponential distribution is the Poisson process in which events occur continuously and
independently of each other. The time intervals between events is then described by the
exponential distribution. For the power-law distribution, the situation is different and several
avenues lead to it. We consider some of them, mainly following Newman [2005].
Critical Phenomena An important cause for power-law distributions are the fine-tuned
critical phenomena encountered in thermodynamics (Section 5.3 below). As we will find
later, a class of slowly driven complex systems naturally develop into such a critical state,
without the need of any fine-tuning. This state is not necessarily scale-free, as are the
fine-tuned thermodynamic systems. However, it comes with a wide range of scales that
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makes power laws a useful descriptor. Such systems are indeed quite ubiquitous in our
environment, both in the physical and in the sociocultural one.
We notice that thermodynamic critical phenomena by definition imply power-law distributions. The reverse is not the case, however.
Evolution Processes Life on Earth is taxonomically classified into domains, kingdoms,
phyla, and through a few more steps all the way down to genera and species, the latter
being the fundamental evolutionary unit. This hierarchical organization is traditionally
represented as a tree, the tree of life or phylogenetic tree, which represents the relatedness
of different species [Ciccarelli et al. 2006; Letunic and Bork 2011]. The tree is called rooted
if in addition to the relations it also shows all the ancestors. The two criteria relatedness
and ancestry indeed lead to identical trees, for the domain where they coexist. This is due
to the exceedingly low probability to arrive at closely related or even identical species along
different evolutionary paths. These trees exhibit an intricate hierarchical structure with the
distribution of species approximated by a power-law distribution.
Besides this qualitative classification, there are also quantifications like the species-area
curve, which describes the areal distribution of species [Willis 1922]. Also this curve is often
summarized into a power-law distribution [Storch et al. 2012].
Yule Process Based on the work of Willis [1922], Yule [1925] presented a highly simplified
mathematical abstraction of evolution that motivates the empirically observed power-law
distributions. His first, and admittedly not particularly realistic assumption was that new
species emerge but do not die out. His next assumption was that there is a constant
probability for speciation, the splitting of one species into two, thereby increasing the number
of species in the containing genus. With this, the rate of increase of the number of species
in a genus containing n species is proportional to n, hence grows exponentially with time.
Next, let every mth generated species be sufficiently different to give rise to a new genus.
Hence, after m − 1 new species have evolved and have been added to one of the existing
genera, one new genus is created. By a somewhat lengthy calculation one can show that
the distribution pk of the sizes of genera, where k is the number of species in the genus,
asymptotically approaches a beta function whose long tail is described by the power function
[Newman 2005]
1
.
(5.13)
pk ∼ k −α , α = 2 +
m
General Yule Process Beyond trees, Barabási and Albert [1999] studied real-world networks mostly from the sociocultural domain. In particular they looked at the collaboration
network of actors, the World Wide Web, the network of scientific citations, and the electric
power grid of the USA. They found that the connectivity of these networks could be described
rather accurately by the power-law distribution (5.13), where pk then is the probability that
a vertex in the network is linked to k other vertices. They found that two mechanisms are
required to create such a power law, namely (i) new vertices are added continuously to the
network, which thus grows indefinitely, and (ii) the probability for a new vertex to be linked
to an existing one is proportional to the value of k of this vertex, hence “rich-get-richer”.
We recognize the similarity with Yule’s construction, with species and genera merged, and
hence call it a general Yule process.
Multiplicative Processes
A one-dimensional multiplicative random process starts at some
initial value x0 and develops according to the map
xi+1 = ωi xi ,

(5.14)
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where ωi is a random variable. Apparently, x0 = 0 does not lead to an interesting development and ωk = 0 at step k ends it right there.
Two important instances of multiplicative processes are (i) fragmentation, with 0 < ωi <
1, i.e., the successive break-up of an initially quasi-uniform object, think of a stick, and
(ii) stochastic growth, with ωi > 1, think of ωi as the interest rate on your money, the
“rich-get-richer” already encountered with the Yule process above. We will in the following
only look at fragmentation. Stochastic growth is treated in analogy, but it is more difficult
because this is a run-away process.
A number of environmental phenomena result from fragmentations. An example is the
physical weathering of granite mountains, where initial cracks are separated by hundreds of
meters, often several kilometers, and subsequently emerge at ever smaller scales, eventually
turning the entire mass into a heap of sand grains. Eventually, these grains are transported
away either by flowing water or by wind.
Physical fragmentation processes are complicated when it comes to details [Goehring
2013]. We recognize this by reflecting back to Section 5.1.2 where crack networks in hot and
dry as well as in permafrost soils were found to form quite regular patterns. The apparent
contradiction is resolved by realizing that these networks are indeed transient states that
reach to depths of a few tens of centimeters, determined by (i) material properties and (ii) the
characteristic time given by the annual cycle of the forcing. Networks that developed over
much longer times, permafrost soils during the ice ages and still observable in the high
arctic, indeed do show a much wider range of scales, hence are on a path from single-scale
patterns to scale-free structures. In the following, we forgo the physical details, focus on
mathematical idealizations of the asymptotic state, and further stick to the one-dimensional
situation.
Lognormal Distribution Let a linear element of length `i be broken into two pieces with
lengths `i ωi and `i [1 − ωi ], respectively, where ωi ∈ ]0, 1] is a random variable. Starting out
with a line element of length `0 and repeating the fragmentation processes n times leads to
the length fraction
n
Y
`n
=
ωi ,
(5.15)
xn =
`0
i=1
where we made the justifiable assumptions that ω is symmetrically distributed and subsequent realizations are statistically independent. As a product of n random variables, xn of
course is also random. Next, we take the logarithm to define the new random variable
yn := log(xn ) =

n
X

log(ωi ) .

(5.16)

i=1

Finally, again using the statistical independence of ωi , we invoke the central limit theorem
to ascertain that
n→∞
py (yn ) −→ G(µn , σn2 ) ,
(5.17)

where G the Gaussian distribution with mean µn and variance σn2 , which are obtained from
the distribution of ω by
µn = nhlog(ω)i and σn2 = nvar(log(ω)) .

(5.18)

With this we recognize that a fragmentation process leads to the lognormal distribution
 log(x) − µ2 
1
exp −
,
(5.19)
px (x) = √
2σ 2
2πσx
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Figure 5.23.
Lognormal probability density function (5.19) for µ = 1
and different values of σ 2 , the variance of log(x). Notice
the double-logarithmic representation in which a powerlaw distribution leads to a straight line.

where the logarithm of the quantity is normally distributed. We notice in passing that all
these notations are a bit sloppy and hide that x has to be dimensionless, which is easily
obtained by dividing it by some reference value, however.
Apparently, (5.19) is not a power-law distribution. Still, for sufficiently wide distributions
and with a focus on a subrange of the domain, which is always the case if data are involved,
the lognormal and the power-law distribution become very similar (Figure 5.23).
Power-Law Distribution
We now turn to the more general situation where the pure
multiplicative process ωi xi is enhanced by an additive component,
xi+1 = ωi xi + ηi ,

(5.20)

where ηi is again a random variable, which may for instance represent noise or local heterogeneity. Still, ωi > 0 and it may now also be larger than 1, in which case the quantity x is
amplified. It is tempting to veer off a bit here, and to reflect this statement on the various
growth processes in our environment.
We stick with the formal, however, and just look into the properties of (5.20). Sornette
[1998], based on Takayasu et al. [1997], showed that this process leads to a true power-law
distribution if the probability measure of ωi > 1 is nonzero, hence some realizations of ωi are
larger than 1, hence amplifying, but not too large such that hlog(ωi )i < 0. Furthermore the
additive term ηi is essential for getting the state away from the origin. Then, the long-tail
of p(x) approaches a power-law,
px (x) ∼ x−[1+µ] ,
(5.21)
where µ is a solution of hωiµ i = 1.

Power Laws in our Environment? Environmental systems are often scale-invariant for
some range, which may be rather narrow, however. Main causes of narrow ranges are
(i) inherent localization of scales by other processes, for instance diffusion and other mixing
processes towards smaller scales and geologic formations towards larger ones, (ii) instrumental limitations like finite resolution and poor statistics of extremal events, and (iii) spurious
invariance that does not stem from the process but from unsuitable observations and poor
data bases. We look at two representative examples of power-law distributions in the
environment.
Earthquakes Ruptures of Earth’s crust are among the most-cited scale-free phenomena
[Rundle et al. 2003]. A central aspect thereby is the number NM of events per year whose
magnitude exceeds M . The magnitude is a relative measure for the energy released during
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Figure 5.24.
Cumulative distribution of earthquakes in
Southern Californian from 1932 to 2014. NM is
the number of events per year with magnitude
larger than M . The events are not stratified
according to depth or time as would be required
for a finer analysis. (Data: SCEDC [2015])
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an earthquake. Richter [1935] proposed to estimate
 it from the local amplitude of ground
m
motion. Today, it is calculated as M = log10 m
, where m = µA` is the seismic moment
0
with A the area of the rupture, ` the dislocation, µ the shear modulus (32 GPa in crust to
75 GPa in mantle). The unit seismic moment is m0 . Empirically, the Gutenberg-Richter
law
m
log10 (NM ) = a − bM = −b log10
,
(5.22)
m0

with b typically in the range between 0.8 and 1.2, is found to provide a useful description
[Gutenberg and Richter 1944; Rundle et al. 2003].
A number of instrument-based earthquake catalogs are available. They differ in spatial as
well as temporal coverage, from regional to global and reaching back from a few decades to
the 1930s, when high-quality seismic measurements became feasible. Catalogs with a global
coverage are either limited to large events with M > 5.4 [Kagan 2003], or their spatial
coverage is nonuniform due to limitations of the current seismic networks.
We choose the catalog of the Southern California Earthquake Center, which is one of the
longest available records and covers the most densely instrumented, and seismically very
active region 32-37◦ N and 114-122◦ W. This yields the widest accessible range of magnitudes
(Figure 5.24) although some of the globally strongest events are not contained. Starting in
1932, this catalog encompasses some 640’000 events through 2014, with the largest events
being the Kern County earthquake in 1952, with M = 7.5, and the Landers earthquake in
1992 with M = 7.3. This distribution nicely follows (5.22) for 1.5 < M < 5.5, hence for
some 4 orders of magnitude of seismic moment. Smaller events are much more difficult to
quantify due to spatial heterogeneity and instrumental limitations. They may furthermore
be expected to be more strongly suppressed by other processes. At the larger end, the
statistics gets ever poorer, with less than one event per year for events with M > 5.5. While
(5.22) appears to describe also the distribution of larger events reasonably well, we may
expect an upper limit for the maximum size of an earthquake that is given by the maximum
area that is available for rupturing. Indeed, the largest event that ever occurred during
historic times was the 1960 M = 9.5 Valdivia earthquake in Chile.
The characteristics of earthquakes may be reproduced with simplified and well-accepted
representations like the slider-block model proposed by Burridge and Knopoff [1967]. Pro-
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Figure 5.25.
Surface waters in two regions of the Mackenzie-Delta, AK, USA. Region 1 (left)
is located at 68◦ 31’N, 134◦ 42’W, region 2 (right) is at 69◦ 26’N, 134◦ 18’W. The corresponding size
distributions are shown in Figure 5.26. The images were obtained by the TerraSAR-X satellite
operating in hh-polarisation. [Images: Sina Muster, AWI Potsdam]

vided that it is slowly driven, this model in particular leads to a scale-invariant distribution
of rupture areas.
Lakes Any flight over northern territory reveals that low-lying cold regions abound with
a wide spectrum of lakes (Figure 5.25). These are of great importance for the energy and
carbon fluxes in these regions, mainly because water bodies are strong absorbers for the
incoming sunlight and circulating water transports the absorbed energy to greater depths
than pure heat conduction in the surrounding soil. As a consequence, the active layer of the
permafrost soils, the layer with an annual freeze-thaw cycle, is much deeper in lake regions.
Permafrost regions are often rich in soil organic carbon that gets decomposed by microbes,
most strongly during warming periods when the thawing front penetrates to greater depths
than usual. Near the thawing front, meltwater typically keeps the soil saturated such that
the decomposition of organic carbon leads to the production of CH4 instead of CO2 . As
CH4 diffuses towards the soil surface, it may encounter dryer layers where it its readily
consumed by aerobic bacteria. This is not the case in lakes, however, where bubbles form
in the sediment and then rise in a very short time. The question of whether CH4 or CO2 is
emitted – it is the same amount of carbon – is relevant because the global warming potential
of CH4 is by a factor of 34 larger than that of CO2 , over a time-horizon of 100 years. This
factor increases to 86 if the time-horizon decreases to 20 years.
Using a scaling law for lakes in order to represent them correctly in large-scale Earth
system models is tempting, in particular if the law is scale-invariant. As it turns out,
however, while lakes in permafrost regions do exhibit a wide range of scales they are probably
not scale-invariant and their scaling law may not even be universal in the sense that the
same shape is found everywhere [Muster et al. 2019]. As an illustration, we consider the two
regions in the Mackenzie Delta shown in Figure 5.25. For sufficiently large lakes, with area
A > 0.1 km2 , hence linear extent larger than some 300 m, both regions appear to exhibit the
same scaling behavior, which here extends for about two orders of magnitude in area, hence
one order in linear scale (Figure 5.26). This is not a power law, however. Furthermore, for
smaller lakes, the two regions lead to quite different size-distributions. Region 1 contains
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1

Figure 5.26.
Cumulative distribution of lake areas in regions 1
(blue) and region 2 (red) in Figure 5.25. The lake
area A is given in km2 , rivers are excluded, and
NA is the number of lakes per km2 that are larger
than A. The area used for the analysis is 1’615 km2
for region 1 and 587 km2 for region 2. [Data and
analysis: Sina Muster, AWI Potsdam]
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more small lakes with areas smaller than some 300 m2 (log10 (A) < −3.5). This is shown by
the steeper slope of the blue curve in Figure 5.26. In contrast, region 2 has more lakes in
the range between some 3’000 and 100’000 m2 (−2.5 < log10 (A) < −1).

5.3
Critical Phase Transition
Originally, critical denoted the decision point in a severe illness, into one of the two directions, life or death. Today, we use it in a more general context but still for states that are at
the brink between two contrasting regimes. For landscapes this is often between quiescent
and mobile states. As hinted at in Section 5.1, criticality is a key concept for externally
driven complex systems.
The current scientific use of the term “criticality” is strongly influenced by its meaning
in condensed matter physics, where it has a strict definition and from where applications
emanated into all fields of science. We thus first look at critical phase transitions as a
backdrop and reference. These transitions are also referred to as continuous, or second order,
phase transitions and occur as limiting cases when a thermodynamic system approaches a
critical point, which is the end point of a coexistence curve for different phases.

5.3.1
Critical Phenomena
Matter near a critical point exhibits a number of remarkable, so-called critical phenomena.
They were first studied experimentally for the liquid-vapor phase transition, for which the
coexistence curve in the material’s phase diagram ends in the critical point (Tc , pc ). At this
point occurs the continuous phase transition between the separate vapor and liquid phase
on the one hand and a single supercritical phase on the other. An intuitively more accessible
system than liquids are ferromagnets for which the atomic magnets are locked in place at
regular distances. Their single critical point is given by (Tc , B = 0), where Tc is the Curie
temperature and B the external magnetic field.
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On approaching a critical point, the spatial extent of thermodynamic fluctuations increases from molecular to macroscopic scales with a concomitant increase of their temporal
persistence. Exemplary fluctuations are higher or lower density in fluids and spins up or
down in ferromagnets. The increasing size of the fluctuation’s spatial extent indicates a
corresponding growth of the interaction distance between constituents by many orders of
magnitudes, which is the key characteristic of critical phenomena.
Experimentally, long-range ordering is explored with scattering measurements using waves
that are sensitive to the respective fluctuations. In the simplest case, where Born’s single
scattering approximation is permissible, these experiments yield the Fourier transform of
the autocovariance function Cϕϕ (r) of the scattering coefficient ϕ(x). Again in the simplest
case, it is proportional to the quantity of interest, e.g., to the fluctuation of the mass density
or of the spin orientation. We recall that the autocovariance function is given as
Cϕϕ (r) := ϕ(x + r)ϕ(x) ,

(5.23)

where hi is the expectation value and hϕi = 0 since ϕ is a zero-mean fluctuation. We further
recall that normalizing Cϕϕ (r) with the variance of ϕ, Cϕϕ (0), produces the autocorrelation
function
Cϕϕ (r)
.
(5.24)
Rϕϕ (r) :=
Cϕϕ (0)
For the case where Rϕϕ (r) is monotonic and integrable, it can be conveniently summarized
into the correlation length
Z ∞
λϕ :=
Rϕϕ (r) dr .
(5.25)
0

It depends on the direction, except for isotropic situations, which we will assume in the
following. The correlation length then quantifies the average spatial extent of the fluctuations
in a compact way.
Away from the critical point, the extent of domains is small. For sufficiently long distances,
their correlations are thus statistically independent with the autocovariance vanishing exponentially with Cϕϕ (r) ∼ exp(− λrϕ ), where λϕ is of the order of the constituents’ size. As
the system approaches the critical point, the correlation length diverges – λϕ ∼ |T − Tc |−ν ,
where ν is called a critical exponent –, and the long tail of the autocovariance approaches a
power function, which is conventionally written as
Cϕϕ (r) ∼ r−d+2−η ,

for r → ∞ ,

(5.26)

where d is the spatial dimension of the system and η is another critical exponent [Stanley
1999]. This power-law form of the autocovariance function is the hallmark of a critical state
in the strict sense.
We notice that a power-law autocovariance Cϕϕ implies scale-free realizations ϕ(x) that,
after rescaling, are statistically identical at all scales (Figure 5.27). Indeed, (5.26) leads
to Cϕϕ (αr) = α−d+2−η Cϕϕ (r) for all α > 0. Hence, using definition (5.23), ϕ(αx) is
statistically equal to α[−d+2−η]/2 ϕ(x). This then also leads to a power-law distribution for
the extent of domains with positive and negative fluctuations of ϕ(x).
Notice that the power-law autocovariance, and thus the self-similarity, applies only to
sufficiently long distances r  `µ , where `µ is the range of the local interactions. In real
systems, it is also limited at the upper end, namely by the finite extent of the system.
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exponential

power

Figure 5.27.
Realizations of spatial random functions with an exponential and a power-law
autocovariance function, both with the same variance (upper part), together with a zoom into the
1
of the interval (lower part). The exponential function is shown for 2048 and 128 correlation
first 16
lengths, respectively. There is no such measure for the scale-free power function that, as the lower
part illustrates, looks structurally the same also after zooming-in. The red curves represent spatial
1
averages with a linear and symmetric hat function with total width equal to 32
of the interval
displayed. Averaging in the lower part thus is narrower by a factor of 16. Notice in passing that a
realization of a random function with exponential autocovariance is continuous almost everywhere
but differentiable almost nowhere, a property it shares with the Koch curve (Figure 5.18).

However, with typical distances between constituents of fluids or ferromagnets in the subnanometer range, there is plenty of room between the lower and the upper limit.
Approaching the critical point produces some spectacular phenomena that are a consequence of the diverging correlation length, hence of the unlimited growth of the fluctuations’
spatial extent. For instance, in systems where the propagation of visible light is affected,
the fluctuations become directly observable to the naked eye as critical opalescence, which
is often demonstrated with CO2 . More quantitatively, various material properties are found
to diverge algebraically near the critical point [e.g., Fisher 1998]. For instance, for fluids,
the molar heat capacity becomes cv ∼ |T − Tc |−α± , where α± are the corresponding critical
exponents, with + and − referring to Tc being approached from above and from below,
respectively. Similarly, the difference of the mole volume across the coexistence curve
becomes ∆v ∼ [Tc −T ]β and ∆v ∼ [p−pc ]1/δ , respectively, and the isothermal compressibility
κT ∼ |T − Tc |γ± with critical exponents γ± , β, and δ [Callen 1985]. Analogous relations are
found for other physical systems, for instance for ferromagnets.
Importantly, critical exponents are found to be universal, i.e., to have the same numerical
values for large so-called universality classes. Notice that universality applies only to the
exponents and not to the location of the critical point in parameter space. The latter indeed
does vary over many orders of magnitude between different materials depending on the
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p

critical
point

supercritical

pc

liquid
vapor
Tc

T

Figure 5.28.
Phase diagram of a fluid near the critical point. For T < Tc and
p < pc , there is a liquid and a vapor phase separated by a firstorder (discontinuous) phase transition. Beyond the critical point is
the supercritical phase and only at (Tc , pc ) occurs the second-order
(continuous) phase transition, which thus demands fine-tuning of the
parameters. In general, there are further phases, which are not of
interest here, however.

complicated and greatly differing details of the interaction forces. For the behavior near
the critical point, these forces no longer matter, however, and it becomes identical for all
materials within the same universality class.
A universality class groups materials with the same symmetry of their constituents’
interactions. For instance, all simple fluids, binary fluids, and uniaxial ferromagnets belong
to the same class, hence have the same values of ν and η. Superfluids fall into another class
and isotropic magnets into yet another one [Fisher 1983].
Where does such a universality come from? Let us first consider states far away from
the critical point. For T  Tc , thermal fluctuations are much stronger than the local
interactions, the material’s constituents are essentially independent of each other, hence
the correlation length is on the order of the constituents’ size. Conversely, for T  Tc ,
thermal fluctuations are negligible and the material exhibits a large-scale ordering, e.g., the
separation into liquid and vapor phases or extended uniform magnetizations. This ordering
depends on microscopic details of the interactions. Let us now consider the critical state
and let all macroscopic parameters except T be tuned to their critical value. This is a
delicate regime, where the interactions are tuned such that they just permit a uniform state
without the spontaneous symmetry breaking that happens at first order phase transitions.
Then, as T approaches Tc , the nature of the thermal fluctuations begin to dominate and
their wide spectrum of spatial structures determines the transition between the uniform and
the completely disordered state. The temperature at which this occurs apparently depends
on the local interaction forces, hence on the material. Once balanced, the details of these
local forces become immaterial, however, and the dynamics is determined by the thermal
fluctuations alone. Within a universality class, these fluctuations are independent of the
material. Different classes are distinguished by the symmetries of the local interactions, not
by the interaction strengths.

5.3.2
Renormalization Group Theory
A key aim for environmental sciences is the representation of multiscale processes and
phenomena at some coarse scale while at the same time retaining the “correct physics” that
is only understood at scales that are several orders of magnitude smaller. The traditional
approach is to formulate empirical laws at the scale of interest – with all sub-scale features
conglomerated into material properties that have to be determined experimentally –, and to
verify the final model by comparing with the experimentally observed reality. An alternative
and, whenever applicable, preferable approach is to represent the processes at the scale of
what is deemed fundamental understanding and to then “zoom out” to ever larger scales,
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thereby getting rid of non-essential details. Renormalization group theory is a powerful
method to accomplish exactly this. Actually, to be accurate, it should indeed be called the
renormalization semi-group, since the procedure is not reversible, hence does not permit to
“zoom in” to gain a microscopic representation from a macroscopic one.
From the technical perspective, renormalization is just a clever way to handle diverging
terms in perturbation formulations [Chen et al. 1996; Kirkinis 2012]. Fisher [1998] provides
an insightful introduction with a focus on the historical development of the concept. More
comprehensive treatments of the theory can be found in the original report of Wilson and
Kogut [1974], in the modern synthesis of Rosten [2012], and in textbooks on statistical
mechanics, e.g., Yeomans [1992] and Vilfan [2002]. Here, we mostly follow Vilfan [2002] and
Fisher [1983, 1998].
Ising Model
We consider the most simple system – the Ising model of a ferromagnet,
which was already employed by Wilson and Kogut [1974] for developing the concepts. This
model at first glance has nothing to do with environmental systems. However, it is in the
same universality class as simple fluids and its local interactions are very much simpler than
those in water, for instance.
The Ising model considers magnetic moments on an unlimited, d-dimensional regular
lattice, with spins s ∈ {−1, +1}, and with interactions between nearest neighbors only. The
energy of spin si at location i, temperature T , and in magnetic field H is
X
ei (T, H; J1 ) = −J1
si sj − Hsi
(5.27)
j∈nn(i)

where J1 is the nearest-neighbor coupling constant, sometimes written with an explicit
factor 21 , nn(i) is the set of nearest neighbors of i, and (T, H) determine the statistics of the
configuration of spins.
Notice that in all practical situations, T and H are fields that are set by the system’s
environment. Alternatively, thinking in a framework where the unlimited system has no
environment, they will emerge as fields that characterize the macroscopic statistics of the
spins. We will call them essential fields. In both perspectives, J1 represents the local
interaction of the system’s constituents.
It is convenient to refer T to the critical temperature Tc ,
t :=

T − Tc
,
Tc

(5.28)

J1
H
, and h :=
.
kB T
kB T

(5.29)

and to introduce the reduced energies
ēi :=

ei
,
kB T

u1 :=

Incidentally, Hc = 0. Further notice that there is no danger to confound the dimensionless
temperature t with time, since we are looking at thermodynamic equilibrium where there is
no time. The total energy of a system with volume V that contains N spins s then is
Ē(s; t, h; u1 ) =

N
X

ēi (t, h; u1 ) ,

(5.30)

i

where the configuration
s of spin enters through (5.27). Introducing the Boltzmann factor

exp −Ē(s; t, h; u1 ) – and recalling that it is proportional to the probability of observing a
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original

block

rescaled

Figure 5.29.
Block-renormalization of two-dimensional spin-system [adapted from Rosten 2012].
Using a majority rule, the original distribution is first aggregated into 3 × 3 blocks and then rescaled
such that the same number of spins remain. This leads to the scaling factor b = 3. The second step
brings additional spins into view (black), which themselves resulted from corresponding block-rescale
steps. Here, the distribution of spins is random, which corresponds to T  Tc .

particular configuration in thermodynamic equilibrium at t and h –, we obtain the canonical
partition function
X

ZN =
exp −Ē(s; t, h; u1 ) ,
(5.31)
s

where s runs through all possible configurations of s. With this, we finally gain the density
of the system’s free energy,
h1
i
f (t, h) := lim
log ZN ,
(5.32)
N,V →∞ V

where N, V → ∞ is the thermodynamic limit, and from there all macroscopic properties of
the thermodynamic system as corresponding derivatives of f . This works fine for a uniform
system away from the critical point, since the correlation length of the thermal fluctuations
is finite. As the critical point is approached, however, the correlation length grows without
bound and ZN diverges. This is where the renormalization procedure sets in.
Concept of Renormalization The aim is to neglect details of some high-resolution representation of a system while concurrently “zooming out”, and to do so in a way that the
description of large-scale phenomena remains unchanged. For the example of a ferromagnet, the high-resolution representation contains the individual atoms with their magnetic
moments. For the Ising model, these are the individual spins.
We consider some domain with N spins within an unlimited medium and as a first step
“coarse-grain” the domain by replacing the N spins by N 0 < N spins. To be specific, we use
the two-dimensional Ising model, choose blocks of 3 × 3 spins in the original domain, and
replace each block by a single spin that is either +1 or −1, depending on the majority of
the original spins (Figure 5.29). This defines the scale factor b for a d-dimensional physical
space as
N
(5.33)
bd = 0 > 1 .
N
In the above example b = 3. As a second step, zoom out by this same factor b, thereby
enlarging the physical extent of the domain considered by the factor bd . With this, the
same number of spins is in the domain again, now coarse-grained ones, however. Notice
in passing that there exist various methods for coarse-graining. The one used above is
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original

decimated

rescaled

Figure 5.30.
Sketch for renormalization of two-dimensional spin-system
√ by decimation with the
same use of symbols as in Figure 5.29. The scaling factor here is b = 2. Notice that a second
decimation-rescaling leads back to the original arrangement with no offset between rows.

called the block-renormalization [Rosten 2012]. An alternative is decimation [Vilfan 2002],
where complementary lattices are constructed such that nearest neighbors belong to different
lattices. In the coarse-graining step, one of the lattices is then removed (Figure 5.30). We
refer to the two-step procedure of coarse-graining and zooming out as a renormalization step
and denote the results of such a step be a prime.
Let ` be the linear extent of some physical structure, for instance the typical extent of
a fluctuation, ∆ the grid constant, and introduce the dimensionless length ξ := ∆` . While
` is constant – it refers to a physical object – ξ depends on the resolution ∆ of the lattice.
Notice that ∆ is the natural measure in our representation. A renormalization step thus
reduces the representation of all linear extents,
ξ0 =

1
ξ.
b

(5.34)

This is in particular the case for the correlation length λ of the fluctuations. For T 6=
Tc , λ is finite. Hence, iterating renormalization steps will eventually lead to uncorrelated
distributions, either with all the spins in the same direction, for T < Tc , or with uncorrelated
random distributions, for T > Tc . Such configurations correspond to T = 0 and T = ∞,
respectively. Hence, renormalization steps correspond to changes of the temperature in the
sense that to obtain the statistically same configuration of spins in the physical system
as that in the renormalized representations, the temperature of the physical system would
have to be adjusted accordingly. The critical temperature is special in this respect, since λ
diverges, with a power-law distribution of the fluctuations. Renormalization thus does not
change the configuration, hence leaves the temperature at Tc .
The crucial point with coarse-graining is that already the first step extends the original
nn-coupling of spins beyond their nearest neighbors and indeed leads to a fully coupled
formulation. Hence, more coupling constants emerge, u1 turns into the list u, and (5.30) in
conjunction with (5.27) becomes
X
X
Ē = −u1
si sj − u2
si sj − · · · =: −u · ϕ ,
(5.35)
i,j∈nn(i)

i,j∈nnn(i)

where nn(i) is the set of nearest neighbors at location i, nnn(i) the next to nearest neighbors,
and the dots symbolize higher-order terms that involve more than two spins. As a shorthand,
we introduced the clusters ϕ, which are sums of spin configurations of increasing order.
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Notice that with respect to renormalization, these form merely the “basis”, while the essence
of the representation is in the coupling constants ui .
The key technical step in renormalization is the calculation of the coupling constants after
one coarse-graining step from those before, hence the iteration un−1 → un . Since our goal
here is the conceptual understanding of renormalization, we forgo this significant effort and
just cite the result, here for the two-dimensional Ising model in the approximation where
only nn- and nnn-terms are considered, and with no external field, i.e., h = 0. Using the
method of decimation, Vilfan [2002] in his Section 4.3.2 gives the iteration relations
u01 = u2 + 2u21
u02 = u21 .

(5.36)

Notice that this is the explicit representation of the renormalization operator R in the
approximation of retaining only nn- and nnn-interactions. It is readily linked to the
development equation (3.1) of the corresponding discrete dynamic system, which we are
going to invoke below. The fixpoints of (5.36) are given by (5.41) and the linear stability is
assessed in (5.42).
Remaining abstract, we introduce the parameter space E = {t, h, u}, a typically highdimensional space where each point represents one particular model, given by the coupling
constants u, in a particular thermodynamic state (t, h). Then, let R be the renormalization
operator that maps the system’s total energy at step n − 1 to that at step n, by propagating
un−1 to un . Hence, R : E 7→ E, RĒn−1 (s; t, h; un−1 ) = Ēn (s; t, h; un ), or shorter, using the
prime to denote a renormalization step,
Ē 0 = RĒ .

(5.37)

At this point, we may formulate the requirement that the large-scale properties of the
underlying physical system must not depend on the degree of zooming. Since the basis of
calculating any thermodynamic property is the partition function (5.31), we demand
ZN 0 (Ē 0 ) = ZN .

(5.38)

Finally, to gain an explicit formulation of R, consider (5.35) and notice that it describes
the contributions of different clusters – nn, nnn,. . . , as represented by ϕ – to Ē.
Before proceeding, we recall that for renormalization to be useful, the nature of the
interactions must not change as we zoom out. For instance, with the focus on a fluid,
gravity plays no role in the molecular interactions because the associated forces are very
much smaller than those from the interactions. However, as we zoom out, the sub-resolution
mass ∆m increases rapidly and eventually becomes so large that ∆m g becomes comparable
to the correspondingly upscaled interaction forces.
Given that the interactions stay the same as we zoom out, the nn-, nnn-,. . . clusters are
topological entities that are independent of the actual distances. The metric information
about the distances goes into the coupling constants u. Applying R, which operates on
the metric, will thus affect u but not ϕ. We may thus write (5.37) in the more explicit
form
u0 = f (u) ,
(5.39)
where f describes the transformation of the coupling constants by a renormalization step,
which is again indicated by the prime. An example of f is provided by (5.36).
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E = {t, h, u}
Ē0 (s; t, h; u0 )

Figure 5.31.
Renormalization as the flow of a dynamical system
in parameter space E. Notice that this is the flow of
a representation, defined by the coupling constants
u, not that of the physical state of some system.
The flow is characterized by a stable manifold
(thick lines), which actually represents the highdimensional space of non-essential variables, and
an unstable manifold (yellow surface), which is
spanned by the essential variables. The critical
point (blue symbols) develops along the stable
manifold towards the fixpoint Ē ∗ , while all the
other points (red dashed lines) approach the critical surface and diverge on it towards some other
fixpoints with T = 0 and T = ∞, respectively. A
and B represent two different physical systems in
the same universality class. [modified from Fisher
1983]
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Dynamical System Renormalization may conveniently be represented as a dynamical
system with state space E, development operator R, or explicitly the development equation
(5.39), and directed set n (Figure 5.31). Notice that in contrast to the dynamical systems
considered so far, where we studied the development of some physical state with time, the
system now describes the development of a representation with successive renormalization
steps that lead from the microscopic to the macroscopic realm.
The first question for a dynamical system aims at its invariant sets, which may be
fixpoints, limit cycles, even strange attractors. With (5.37), we thus want to solve
Ē ∗ = RĒ ∗ ,

(5.40)

or, correspondingly, u∗ = f (u∗ ). Before proceeding, we notice that this implies that the
correlation lengths at both scales are equal, λ0 = λ. This is only consistent with (5.34) if λ
is either 0 or ∞.
Experience shows that a large class of systems possesses just one single nontrivial fixpoint.
As an example, for the two-dimensional Ising model with h = 0, (5.36) yields
u0∗ = (0, 0) ,

uc∗ =

1 1
,
,
3 9

∗
and u∞
= (∞, ∞) ,

(5.41)

for the low-temperature limit, critical point, and high-temperature limit, respectively.
In the next step, we address the fixpoint’s linear stability and consider the separation ε
between the models u and u + ε as they develop with renormalization. Employing (5.39),
find ε0 = f (u + ε) − f (u), where the prime indicates the renormalization step. Noticing that
(5.39) has the form of (3.3) on page 71, follow Section 3.1.2 from here, use Taylor expansion
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to gain the linear approximation for the development of ε, transform it into the eigensystem
of the Jacobian matrix a with eigenvalues σi , and separate E into three, possibly empty,
subspaces: (i) the unstable manifold, spanned by eigenvectors vi with eigenvalues |σi | > 1,
(ii) the stable manifold with |σi | < 1, and (iii) the center manifold with |σi | = 1.
The unstable manifold corresponds to essential parameters since any model that has a
non-vanishing component in this direction will invariably diverge away from the critical point
as we move to ever larger scales. Hence, the critical point cannot be reached unless all the
essential parameters are fine-tuned to their critical values. Examples for these parameters
are T and p for a fluid and T and B for a ferromagnet.
In contrast, the stable manifold corresponds to non-essential parameters because they
will converge towards the critical surface, whatever their initial value was. Notice that
this surface is spanned by the essential parameters. As already encountered previously,
parameters in the center manifold cannot be evaluated within a linear theory. They may be
either essential or non-essential.
As an example, consider the approximation (5.36) of the two-dimensional Ising model
without external field. The Jacobian matrix a and its eigenvalues σ± at an arbitrary point
are
!
r
h
4u1 1
1 i
.
(5.42)
au=
and
σ± = 2u1 1 ± 1 +
2u1
2u1 0

Inserting fixpoint uc∗ from (5.41)2 , the critical point, produces
!
4
√ 
1
1
3
a u∗ =
and
σ± = 2 ± 10 .
2
c
3
0
3

(5.43)

The numerical values for the latter are σ+ ≈ 1.72 and σ− ≈ −0.387. Apparently, this is a
saddle point with two one-dimensional manifolds, a stable one for σ− and an unstable one
for σ+ . Figure 2.7 on page 48, or a cut through Figure 5.31 at h = 0, provide a qualitative
illustration of the situation. Notice that the low-dimensional representation in this example
stems from the approximation to only consider nn- and nnn-interactions and to drop all
higher-order terms in (5.35).
The next step would now be to calculate the critical exponents. This would reap the
fruits of the work, if we were interested in the particular class of systems. We stop short
of this, however, and rather focus on the applicability of renormalization group theory to
complex environmental systems.
Applicability of Renormalization Group Theory The key prerequisites for renormalization to work are an essentially unlimited and inherently uniform system whose essential
structures are self-similar hence follow a power-law distribution. Thereby, “essentially
unlimited” means that we can zoom-out until the fixpoint is approached sufficiently closely,
without reaching a system boundary or heterogeneity. Practically, this means several orders
of magnitude between the length-scale of “fundamental” interactions and the macroscopic
scale, where the fixpoint emerges. Incidentally, “inherently uniform” refers to the interaction
between constituents not to the system state itself, which is highly non-uniform (scale-free)
near the critical point.
We recognize that both prerequisites are often hard to satisfy in environmental systems.
While the general concept of coarse-graining and zooming out remains of course possible, it
loses much of its power if iteration relations like (5.36) are not valid irrespective of scale, but
have to be recalculated ever so often. Still, the method remains most useful conceptually.
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Indeed, modern high-performance computing opens the door to scale-transitions also in more
heterogeneous systems, at the cost of leaving the elegant theoretical underpinnings behind,
however.

Exercises
5.1 Growing Trees
Aim: Gain intuition on binary random fields (trees), their changing structure with mean density ρ,
and their autocovariance.
Tools: Random number generator of your choice. Must generate uniformly distributed real
numbers ω ∈ [0, 1]. The system’s random number generator already suffice, here.

1. Generate a two-dimensional field uij of statistically independent random numbers and do a
2d (color) density plot (sometimes called a “heat map”).
From the field uij generate binary fields bij with density ρ by setting, in C-like slang, bij =
(uij < ρ) and for some values of ρ do 2d black&white density plots.
2. Generate a large one-dimensional random field ui , say with n = 4096 elements, and calculate
its autocorrelation function
Cuu (j)
,
Ruu (j) :=
Cuu (0)
where Cuu (j) is the covariance function
Cuu (j) := [ui+j − hui+j i][ui − hui i]
and plot it for j ∈ [0, n/10]. To prevent falling off the interval, use the modulo operator when
accessing an index, in C for instance u[i%n].
Average the field ui with some function like running mean over length 10, hat-function with
width 11, Gaussian with variance 100. Plot the resulting field and its autocovariance function,
and discuss the results.

5.2 Koch Curve
For the construction of the Koch curve, the line segment is divided into three equal parts, a fourth
one is added and used to form a triangular extrusion. Use a similar construction but add two
segments to form a square extrusion. What is the dimension of the resulting fractal?
In continuation, divide the line into four equal parts and add sufficient pieces to construct two
square extrusions, one above, the other one below. Dimension?
5.3 Sierpinski Carpet
For the Sierpinski carpet of order n (Figure 5.19), calculate the size-distribution of the holes.

6
Discrete Complex Systems

A prerequisite for a complex system is a very large number of nonlinearly interacting entities.
The nature of such a system becomes manifest when it is driven out of static equilibrium
by some external forcing. Simulating such a dynamics is a challenge because of the huge
number of degrees of freedom. An example is a large sand dune whose ratio between the
macroscale, say the dune’s height, and the microscale, the diameter of a grain, is O(106 ).
Hence, the dimension of the entire system easily exceeds O(1018 ).
Despite the huge dimension of most natural complex systems, rather simple discrete
models with just some 104 . . . 108 degrees of freedom may already lead to useful representations and allow at least qualitative insight into the systems’ characteristics. Again thinking
of a sand dune, a comparatively low-dimensional model could represent the characteristic
feature of slip faces, which are the avalanche with a wide range of scales. It would further
highlight the impact of the finite size of the grains as well as of the entire domain. However,
the scale difference between these two limits will be very much smaller than in a real
system (Figure 6.1) and the quantitative properties of the intermediate regime may not
be accessible.
We recall the scale-free structures and the patterns from Section 5.1 together with the
hallmark of complex systems, which is to robustly self-organize into some specific states
under a wide range of forcings and for a wide range of constituents. Apparently, much of
the detail of the interactions between the constituents is not relevant for the phenomenology
of such states. We may expect that the same is also true for the modeling of complex systems.
Hence, in this chapter we employ highly simplified models to explore the characteristics of
rather complicated systems.

6.1
Cellular Automata
At the lowest level of discrete models are cellular automata (CA), which result from a
strong discretization of space, time, and of the quantities of interest. These models attempt
to reproduce the local interactions between constituents structurally correctly albeit in a
crude fashion. In contrast, models that results from partial differential equations (PDE) are
mostly based on continuous formulations of processes and their discretization is very much
finer than that of a typical CA.
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log(q)
Figure 6.1.
Sketch for a non-dissipative cascade that transfers
quantity q from the macroscale to the microscale
(direct cascade) or the other way round (inverse
cascade), where k is the wave vector. An example
for a direct cascade is the transfer of energy and
momentum in a fluid with fully developed threedimensional turbulence. An inverse cascade occurs
in sandpile.

rule 90 (01011010)

macroscale

reality

model

log(k)

microscale

rule 110 (01101110)

Figure 6.2.
Rules 90 and 110 [Wolfram 1984b,c] for one-dimensional, two-state cellular automata
with nearest-neighbor interaction. Rule 90 is written in long form with the upper row showing the
8 possible configurations with white and black squares representing the states 0 and 1, respectively.
The lower row then gives the new, updated state of the center element. For rule 110, a shorthand
is given, just the set of updated states for the ordered set of configurations. This set can be read
as a binary number. Transforming it into a decimal form gives the number of the rule. Apparently,
there are 28 = 256 of them.

6.1.1
Definition
A cellular automaton A = {G, S, R} consists of three parts: (i) an arrangement G of cells,
(ii) a finite and countable set S of states, and (iii) a rule R that describes the development
of the states. In the simplest case, G is a d-dimensional grid of square cells, S is a small set,
minimally just S = {0, 1}, and R is a local rule that determines the state at i at time step
n + 1 from the states in the neighborhood of i at the previous time step n.
The Neighborhood Commonly employed neighborhoods include the nearest neighbors
(von Neumann) or the next to nearest neighbors (Moore). We write the neighborhood
of i in shorthand as i0 ∈ N (i). By definition, the cell itself always belongs to its own
neighborhood.
The Rule
It defines for every configuration of the neighborhood i0 of i the state that is
assigned to i in the next step. Depending on the chosen environment and on the number of
feasible states, the rule can be very complicated.
One-Dimensional Rules With nearest-neighbor interaction, the neighborhood of an element contains 3 elements, itself included. For a two-state automaton this leads to 23
different configurations. A particular rule assigns for each of these configurations a state for
3
the center element at the next time step. Hence, there exist 22 = 256 different rules for this
setup, each of them specifying an automaton. Two of them, rules 90 and 110 of Wolfram
[1984b], are shown in Figure 6.2. While these rules are deceptively simple, and most of them
indeed lead to pretty dull developments, e.g., all states becoming equal or uniform sets of
lines, some of them produce quite fascinating structures. Rules 90 and 110 are two of the
interesting ones (Figure 6.3).
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rule 90

rule 99

rule 110

Figure 6.3.
Development of states in one-dimensional,
two-state cellular automata. The initial
state of the system is shown in the
topmost row of each frame. Successive
rows represent the system’s state at the
corresponding discrete times. Simulations
run from t = 0 to 512. Upper: Rule 90
with cell 0 set to state 1 at t = 0, all the
other cells are in state 0. This unrolls the
Sierpienski triangle. Middle: Rule 99 with
cells 23 , 24 ,. . . , 29 initialized to state 1, all
the others in state 0. Zoom in to recognize
that the topmost row is indeed mostly 0.
Lower: Rule 110 with cell 0 initialized to
state 1, all the others in state 0. Following
the rule’s symmetry, this system only
grows to the left.

Iterating rule 90, starting from a single cell in state 1, generates the Sierpienski triangle, a
scale-free fractal object. Recall, however, that the automaton is a one-dimensional machine.
Hence, the object unfolds in time, like from a weaving machine. Thus, a Sierpienski prefractal
of order n is produced after 2n+1 − 1 time steps.
Rule 99 with just a single initial cell set to 1, is rather dull: an apparent dark left triangle
next to an apparent light triangle, both on an intermediate gray background. Setting more
than one cell to 1 produces a neat geometric figure, however, illustrating the fact that such
automata are nonlinear systems and do not just produce superpositions.
The most astonishing rule is 110 that does not appear to lead to any sort of regular
pattern. Indeed, it has been shown that this rule defines a universal automaton [Kari 2005],
which is a machine that can compute everything that is computable, albeit not necessarily
in the most efficient way.
Two-Dimensional Rules The neighborhoods with the nearest (von Neumann) and in
addition the next to nearest (Moore) neighbors are shown in Figure 6.4. For the minimal
two-dimensional automaton that uses the 5-neighborhood, there are 25 = 32 configurations.
Again considering a machine with just two states, we find 232 = 40 2940 9670 296 different
rules. Each of these defines a specific automaton all of them with the same set of states
and neighborhood. The corresponding numbers for the 9-neighborhood are 29 = 512 and
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Figure 6.4.
Neighborhoods commonly employed for twodimensional cellular automata. For d dimensions, the
neighborhoods are classified in analogy, with [2d + 1]and 3d -neighborhoods as the extreme cases. Notice
that a point always belongs to its own neighborhood.

i,j

i,j

5- (von Neumann)
neighborhood

9- (Moore)
neighborhood

9

22 = O(10154 ), respectively. Apparently, the number of possible rules grows rapidly with
the rule’s dimension d, with the number s of possible states, and with the extent of the
neighborhood.
Classification
An automaton is called elementary if the relative location of the neighboring cells matters. This allows for directional rules.
For the simpler case of isotropic interactions, only the average of the states matters, or
their sum, and they are called totalistic automata. Again considering the minimal case in
two dimensions, totalistic automata just require 26 = 64 and 210 = 10 024 rules for the 5and the 9-neighborhood, respectively.
So far we looked at deterministic automata where the configuration Sin0 leads to a unique
new state Sin+1 . For stochastic automata, which are also called probabilistic, Sin0 maps to a
set of states with transitions given by some fixed probabilities.

6.1.2
A Short History
Cellular automata were introduced by von Neumann following a suggestion by Ulam [von
Neumann 1951; Burks 1975]. The initial focus was the design and study of self-replicating
systems in the context of autonomous evolution. Such logic machines became widely popular
with Conway’s “Game of Life” [Gardner 1970].
The first self-replicating automaton was a complicated construction with 29 states [von
Neumann and Burks 1966]. However, Langton [1984, 1986] and Byl [1989] demonstrated
that the two key ingredients of an evolvable machine – a configuration capable to (i) execute
the encoded instructions (translation) and (ii) thereby copy itself (transcription) – could be
implemented in much simpler automata if the configuration is a loop rather than a linear
structure. Incidentally, this relates to the hypercycles proposed by Eigen and Schuster [1977]
for the evolution of the biochemical machinery of life.
Subsequent studies demonstrated that cellular automata can be created in which selfreplicating systems emerge even from random initial configurations, hence without the need
for specific seeding [Chou and Reggia 1997]. These can actually evolve such that they adapt
dynamically to their environment, which is either modified by themselves or by external
factors [Huang et al. 2013].
The systematic study of cellular automata, beyond their role in fundamental discussions
on evolution, came with Wolfram [1984a,b,c]. He first focussed on one-dimensional, two-state
automata whose rule involved nearest neighbors only. As already found above, this leads to
3
22 = 256 rules for the elementary automaton. Of these 88 lead to qualitatively different
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phenomenologies, some of them quite intricate. Eventually, Wolfram [2002] proposed a CAbased methodological perspective on science, a concept Zuse [1967] came up with before,
albeit without the formal basis and without the beautiful illustrations.

6.1.3
Dynamical Systems and Differential Equations
A cellular automaton {G, S, R} may be described as a dynamical system {M, T, D}. More
precisely it is a map that is discrete in space, time, and state. Indeed, we readily identify
the arrangement G of cells with the manifold M and the rule R with the development
equation D. Time T is not explicitly mentioned for a CA since it is discrete anyway.

The relation to partial differential equations (PDEs) is at first sight less obvious. After
all, they describe the development of continuous quantities in continuous space and time.
We recognize, however, that with very few exceptions PDEs are not solved analytically but
numerically. This invariably necessitates their discretization in space, time, and state. Such
discretizations may be rather coarse, usually for space and time, or very fine, usually the state
that is represented by floating-point numbers. Whether coarse or fine, all representations in
a computer are necessarily discrete. This indeed is one of the key challenges when solving
PDEs and numerical mathematics provides the required highly elaborate methods. The
main practical difference is the fact that grids for the solution of PDEs are hardly ever
uniform, typically even adapt dynamically to the solution, and that the number of states in
a PDE-solver is immense, when compared to a typical cellular automaton.

A central issue is the relation between the respective development equations, i.e., between
the PDE and the rule R in the CA. For a large class of processes, the Chapman–Enskog
expansion provides such a relation as has been demonstrated for fluid flow [Frisch et al.
1986; Wolfram 1986] and for convective-dispersive transport [Chopard et al. 2009]. Cellular
automata, which in the context of flow and transport are often referred to as lattice gas
models, have indeed been used to simulate fluid flow in complicated domains like porous
media [Chen et al. 1991; Sahimi 1993]. These models have been developed further, leaving
the realm of cellular automata, by averaging over the microscopic states, which led to
lattice Boltzmann models that indeed rival traditional PDE formulations for complicated
geometries and materials [Chopard et al. 2002; Désérable et al. 2011].
The main field of application for cellular automata is the study of complicated processes
for which we lack a quantitative understanding that would allow us to formulate PDEs
together with the required material properties. Still, we may have a qualitative understanding that can be implemented and explored. Examples include the dynamics of sand
dunes [Zhang et al. 2010, 2012], the development of landscapes [Hergarten and Neugebauer
1998; Kessler and Werner 2003], and the spatio-temporal patterns of precipitation and soil
moisture [D’Odorico and Rodríguez-Iturbe 2000].
In the following, we study various popular systems and the corresponding manifestations
of complexity. We start with the sandpile model, the archetypical threshold model, and then
introduce the large class of contact processes with some examples.
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Figure 6.5.
Operation of one-dimensional BTW model illustrated by adding a grain to a region with critical
slope nc . This increases the downward slope nd
and decreases the upward slope nu . As nd > nc ,
the grain topples until it is caught by a site with
n < nc . In the slope representation, toppling site i
means to remove 2 “grains” (slope units) and to
distribute them to i−1 and i+1. Interpreting higher
dimensional BTW models like (6.1) as sandpiles is
no longer possible [Bak et al. 1988].
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For d-dimensional space, the BTW model is an automaton with 2d states. True to its
storyline, it is usually operated in two dimensions, hence on a grid with ` × ` square cells.
Its initial set of states are the integer numbers. However, after the initial transients have
vanished, only 2d = 4 states are active. Finally, there is the development rule
if ni,j > nc :
ni,j → ni,j − 4

ni±1,j → ni±1,j + 1

ni,j±1 → ni,j±1 + 1 ,

(6.1)

which operates on the 5-neighborhood and where nc is some prescribed (critical) value. As
pointed out already by Bak et al. [1988], this rule has no simple interpretation in analogy
to Figure 6.5.
Rule (6.1) is applied to all cells simultaneously. From each of the cells that exceed the
critical value it takes 2d = 4 units and distributes them to the cell’s nearest neighbors. The
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Figure 6.6.
left: Critical state of the sandpile model (6.1) simulated on a 2562 grid. Values
range between nc = 10 (white) and 7 (black) with a mean value of 9.12. Notice that the actual
value chosen for nc is immaterial. right: Exemplary avalanches, triggered by adding one unit at a
randomly chosen cell of a 5122 grid. The avalanches have been selected to exhibit a range of areas,
from 138’280 grid cells, some 53% of the total area, down to 1’086. They are shown in shades of red
with smaller avalanches overprinted on the larger ones. The largest avalanches (not shown here)
cover more than 90% of the area (Figure 6.7).

values at the boundaries are kept fixed, typically at nc − 4, which corresponds to removing
the units that reach the boundary. The rule is conservative in that it does not change
the sum of n within the neighborhood but just redistributes it. However, the system is
dissipative at the boundaries, where surplus units are removed.
To run this automaton, the grid is initialized at a random state with ni,j > nc , ∀i, j.
This configuration is then relaxed by applying (6.1) until an immobile state is reached (left
frame of Figure 6.6). By construction, none of the cells then has a value larger than nc and,
correspondingly, none of the values is smaller than nc − 3. This is ascertained by the rule
(6.1) and shows that, once on the self-organized state has been reached, the BTW-model
indeed is a 2d-automaton with just 4 states.
After the initial relaxation the system is driven by adding single grains to random sites i, j
followed by the complete relaxation to an immobile state by iteratively applying (6.1). The
system’s reaction to adding a single grain is a priori unpredictable and can range from
just a local modification of the microscopic state all the way to large avalanches that can
encompass up to some 90% of the grid cells (Figures 6.6 and 6.7). Adding grains in such a
manner corresponds to an infinite separation of time-scales between the disturbance of the
system and its relaxation, which is the regime of self-organized criticality. Incidentally, time
in the BTW-model has no quantitative meaning but just orders the avalanche events, which
in turn are instantaneous.

6.2.2
Phenomenology
The macroscopic state of the BTW-model is given by the spatial average of the slope with
hni ≤ nc . To quantify the system’s fluctuations, we define the area A of an avalanche as the
number of sites that are touched during the relaxation. An alternative choice would be to
count the number of topplings, which is referred to as the size of the avalanche [e.g., Manna
1991]. Notice that the area is bounded by A ≤ `2 and that the size is larger or equal to the
area as the same cell can topple many times in a single avalanche.
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Figure 6.7.
Sequence of area fraction and mean slope after initial relaxation to a random
state. Domain size is ` = 256. Each avalanche is represented by a dot. In the upper frame, dot
size increases with area fraction. In the lower frame, the thin slanted line indicates the slope that
results from adding individual “grains”, hence the maximal possible rate of increase. The jumps
from higher to lower angles are caused by large avalanches.

A sequence of avalanches and slopes reveals a wide range of avalanche sizes (Figure 6.7).
The largest reach some 94% of the domain. This wide distribution is quite independent
of the choice of `, once some minimal value is exceeded. In contrast, the slopes are quite
constant with hni − nc ≈ −0.88 and just some erratic fluctuations. Their variance is small,
however, and it is found to decrease proportionally with `2 . Hence, hni − nc is recognized
as a well-defined emergent property of the BTW-sandpile.
Finding hni to vary along the sequence indeed warrants a thought. After all, rule (6.1)
is conservative and just distributes the “grains of slope”, as also illustrated in Figure 6.5.
However, there are two cause for hni to change: (i) In each step of the sequence, a single
grain is added. This increases hni by `2 . (ii) Grains can be lost at the boundary. This may
be an arbitrary number, depending on the size of the avalanche, and it results a negative
jump of hni. The probability for such a jump increases with the size of the avalanche, as
does its size. Indeed, small avalanches seldomly intersect the boundary, hence leave hni
except for the increase due to the single grain added to release it.
Area Distribution We describe the area-distribution of avalanches by the complementary
cumulative probability distribution
Z ∞
N (A)
PA (A) =
pA (a) da =
,
(6.2)
N0
A

where N (A) is the number of avalanches with area larger than A, N0 is the total number
of avalanches, and pA (a) da the probability to find one in the interval [a, a + da[. It is also
referred to as the exceedance probability. As expected, this distribution is very wide and
ranges from the area of the local neighborhood, A = 5, almost all the way to the entire
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Figure 6.8.
Complementary cumulative probability distribution (6.2) of avalanche areas for
square grids with side length ` ∈ {32, 64, . . . , 2048} (yellow to dark red), where A is the number
of cells touched. The black line represents the power-law (6.3) with α = −0.215. The right frame
shows distributions scaled using (6.4) with empirical parameters β = −2 and ν = −0.44. The
distribution for the largest grid is a bit uneven due to the limited statistics that is based on just
11’500 avalanches. The other distributions are based on ensembles with 21000. . . 115000 members.

Figure 6.9.
Sketch for finite-size scaling of a sandpile model. The same
avalanche contributes differently to N (A) depending on where
it is located within the frame of interest (yellow) and, from
the perspective of either simulating or observing the system,
on where it was initialized (star). A further difference is that
simulations have a fixed value on the domain’s boundary, while
observations do not.

domain with A = `2 (Figure 6.8). For large grids, it is actually described reasonably well
by the power-law
PA (A) = Aα ,
(6.3)
with the empirical constant α. For the two-dimensional system simulated here, we find
α ≈ −0.215. This description only holds for avalanches that are small compared to the
area of the domain, say smaller than 5% of the domain area. For larger avalanches, the
probability to hit the boundary increases rapidly, which adulterates the statistics.
Finite-Size Scaling The simulation’s finite domain raises a number of further interesting
questions. Indeed, there are two extreme perspectives: (i) numerical simulations, which
necessarily involve boundaries where the processes are very different from those in the
domain’s interior, and (ii) observations of some system through a bounded window.
We first look at the impact of prescribed boundaries (Figure 6.9). They obviously impede
the further development of an avalanche that has been initialized in the domain’s interior and
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happens to hit the boundary. The consequences of this are that the area already covered
contributes to the wrong size-class and that the avalanche cannot swash back as might
happen in an unbounded situation (blue avalanche in Figure 6.9).
Next, we consider an unbounded domain that is observed within a bounded field of view
with side length `. Now, avalanches may swash back into the field and also avalanches
initiated outside may enter. Still, they do not contribute to the correct size-class and as A
approaches `2 , the number of observed avalanches decreases much faster than expected from
(6.3). With the premisses that (i) the true distribution follows a power-law and (ii) the finite
domain is just a field of view, hence its boundary does not affect the underlying process, the
entire situation is scale-invariant such that
A
(6.4)
PA (A; `) = `−β g ν ,
`

where β and ν are the model’s critical parameters and g is the scaling function that describes
the power-law distribution of small avalanches with a rapid decay of the probability for
observation as A → `2 [Kadanoff et al. 1989]. With the above premisses, the function g is
universal in the sense that it is the same for all sufficiently large values of `. Such functions
can be obtained explicitly through the renormalization formalism [Goldenfeld 1992].
The scaling relation (6.4) may be used to empirically verify that a given process is scaleinvariant by ascertaining that constant parameters β and ν exist that map distributions
obtained for different domain sizes onto each other. Figure 6.8 corroborates that this is the
case for the BTW model.
Incidentally, (6.4) is just the most simple description of a system that is near to its critical
point and thus truly scale-invariant by definition. Farther from the critical point, scaleinvariance only applies within an ever smaller range as will be illustrated in Section 6.3.2
below. Then, multifractal scaling may still provide a useful description [Paladin and Vulpiani
1987; Kadanoff et al. 1989; Marković and Gros 2014].
Universality Class Processes with identical scaling function g and identical parameters β
and ν are said to be in the same universality class. What this means, roughly speaking,
is that the structures, here the avalanches, of the processes in such a class are the same,
i.e., have the same distribution of areas and shapes. These in turn are manifestations of the
underlying microscopic processes, specifically of their symmetry.

Self-Organized Criticality (SOC)
The observed power-law distribution together with our
understanding of the underlying mechanism indicates that the system is in a critical state
akin to what is found in fluids or magnets. These latter systems demand a careful tuning of
their parameters in order to reach the critical state and to remain there. In contrast, and
this was the great excitement emanating from Bak et al. [1987], the BTW-sandpile develops
autonomously and for all initial conditions into a critical state. This was a first instance of
a self-organized critical (SOC) system.
Notice that the critical state, here with hni − nc ≈ −0.88, still depends on microscopic
properties and in general cannot be calculated easily from them. This is no different from
a thermodynamic equilibrium system at its critical point. The difference is, however, that
the BTW-model is a non-equilibrium system that is attracted to its critical state, which in
turn is robust and easily observable.
We recognize four key ingredients for SOC: (i) The system is slowly driven by the sequence
of adding a single grain and the subsequent complete relaxation of the state. (ii) It has a
threshold, hence can at least in part store the dynamic quantity, here the sand grains.
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Figure 6.10.
Self-organization through external flux that moves stable sites
towards susceptible and on to supercritical, from which they relax
back to stable. Such a relaxation can trigger a macroscopic
event in active domain (red). The thick green line indicates the
slowly-driven regime with the red dot marking the possibly strictsense SOC state with density ρc . Increasing the activation flux
beyond the maximum shown here leads to a transitory regime
with decreasing intermittency and eventual to a fluid.

Indeed, a site that exceeds the critical value nc loses 4 units and thus can then accept
several units before contributing to an avalanche again. (iii) The dynamics is dominated
by interaction, not by inertia, for instance. (iv) The development is conservative as in the
process grains are just redistributed, neither added nor removed. Grains are of course added
to initialize the development and they are removed at the boundaries to end it. This is the
external flow, however, which keeps the system out of equilibrium.
These four points led to the characterization of SOC-systems as slowly-driven interactiondominated threshold systems [Jensen 1998], a name that never took hold, however.
The Larger Context
By definition, complex systems under weak external forcing selforganize into a macroscopic state that does not depend on details of the forcing. Specifically
for the heap of sand, the macroscopic state is the slope of the slip face, which does not
depend on how the sand grains are added, as long as an avalanche relaxes before the next
one starts.
For such weak external forcing, the resulting self-organized state may be strict-sense critical, i.e., scale-free and described by power laws, as is the case for the BTW sandpile model.
Sticking with it, we recognize that increasing the forcing, here the influx of sand grains, in
general leads to a very complicated situation. On the other hand, if the forcing remains
stochastic with a uniform spatial distribution, we may expect a more benign situation in
which the macroscopic state, here the mean slope, remains well-defined and robust. This
will probably be a different state. It will certainly no longer be strict-sense critical because
an excitation, here an avalanche, will no longer relax completely before it can interfere with
another one. The exceedance functions shown in Figure 6.8 will thus become further limited
towards larger values of A and this limit now is the same for all sufficiently large domains.
Indeed, increasing the inflow, ever smaller avalanches will overlap and the macroscopic state
is pushed ever higher up the phase separation curve until it reaches ρsusc = 0, where the
entire slope is mobile since the series of avalanches transits into a continuous albeit strongly
fluctuating sheet-flow. This is the smooth transition into fluid dynamics and the approach
to the Navier-Stokes regime.
If a robust state exists also for a strong forcing, we define it as weak-sense critical, since
it is at the transition between two qualitatively different regimes, albeit no longer scale-free.
We characterize the two different regimes, or phases, as active (mobile, unstable) and as
absorbing (immobile, stable) with the self-organizing phase separation curve between them
(Figure 6.10).
Traditionally, only the regime with a vanishing activation flux is referred to as SOC (selforganized critical). The endpoint of the phase separation curve in this regime is then called
the critical point with critical density ρc . This is motivated by the prospect it is strict-sense
critical. Since environmental systems are seldomly really scale-free yet self-organization is a
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Figure 6.11.
Sketch of contact process that comprises three parts:
(i) transition from the passive to the susceptible state
by external forcing, e.g., growth, (ii) activation, either
by a second sort of external forcing, e.g., a lightning or
an infection, or autocatalytically through contact with
a neighboring active site, and (iii) relaxation back to
passive. The susceptible state leads to the threshold
required for the self-organization into a critical regime.

relaxation

active

forcing II
activation
autocatalytic

susceptible
forcing I
passive

key principle, we refer to the entire phase separation curve as SOC, with the tacit assumption
that the forcing is such that the curve is well-defined.
Comments Despite its simplicity, the BTW model cannot be solved analytically in the
sense that the critical parameters and the scaling function can be calculated. This motivated
the formulation of even more abstracted models, most prominently a stochastic two-state
model that is independent of the spatial dimension by Manna [1991]. These models aimed
more at studying the relation between SOC and critical (second order) phase transitions
than at understanding environmental systems, however.
The BTW model is a completely deterministic automaton in that adding some given
sequence of grains to some initial configuration will lead to the exact same development when
repeated. This readily follows from the deterministic rule (6.1) and the fact that integer
arithmetic is used, which is exact. Notice, however, that the manifestations of the BTW
automaton still are stochastic as is illustrated by Figure 6.7. Indeed, initial configurations
and forcing sequences that differ ever so slightly will lead to completely different developments of the microscopic configurations, without affecting the macroscopic properties,
however. This is a first example of how in high-dimensional systems, deterministic chaos with
its fundamental unpredictability, the details of the avalanches, transits into an accurately
predictable and rather simple system through self-organization.

6.3
Contact Processes
In a contact interaction or process, some property is transferred from location i to its
neighborhood N (i) [Harris 1974]. This may be fire in a dry forest or a disease in humans,
animals, vegetation, or computer networks. It may also be a rumor or a novel idea for
humans, or a new trick learned by animals, crows for instance. These examples are all
exceedingly complicated in detail but still share a common structure: (i) some initially
passive state is turned susceptible through external forcing, (ii) the susceptible state then
becomes activated, either through an external event or a neighboring active state, and
(iii) the active state relaxes to passive again (Figure 6.11).
For the forest fire, for instance, a clearing is a passive state since no fire can catch on.
As a stand of trees has grown – this is the external forcing –, it becomes susceptible and
can get active (burning) by catching fire from a stroke of lightning, a run-away campfire, or
from some neighboring burning tree. After burning down of the trees, the site is again in the
passive state. For the spread of a concept or an idea, a satiated person or society represents
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the passive state. It becomes susceptible, for instance through some environmental changes
like climate or competition, or maybe simply out of boredom, gets excited (activated) by
an inspiration or by an idea caught from a neighbor, which in time gets integrated and
absorbed, thereby returning the person or society to passive again.

6.3.1
Basic Models
We consider automata on a two-dimensional quadrangular grid G with three states, S =
{passive, susceptible, active}, and rule R that operates on the 5-neighborhood.

Relaxation
For dissipative systems, relaxation of some active state into a passive one is
a key process. We look at a deterministic model with development rule R
passive → passive

susceptible → active , if a neighbor is active
active → passive

(6.5)

that is applied simultaneously to all cells. Starting from some initial configuration of states,
it will transform all those susceptible states to passive that are connected to an active
state through their neighborhood, possibly through the neighborhoods of further susceptible
states, and it will turn all active states passive. In addition to being a key process in more
general contact processes, we will also come to esteem it as a useful tool for analyzing discrete
random distributions.
Continuously Driven Contact Process Keeping a dissipative system away from its static
fixpoint, and thereby facilitating self-organization and the emergence of macroscopic structures, requires sustained external forcing. For the system sketched in Figure 6.11 this
includes: (i) turning a passive state susceptible, which demands the input of some sort
of energy, and (ii) activating it, which the system may be able to do autonomously, once
activation is initialized.
Using the same grid and neighborhood as before, we choose to define a stochastic automaton with the rule
passive → susceptible, with probability p

susceptible → active, with probability f

susceptible → active, with probability 1 − g if i0 ∈ N (i) active
active → passive .

(6.6)

Such stochastic models facilitate the representation of fluctuations of the environment or of
statistical heterogeneity of the state.
Rule (6.6) is dissipative throughout its domain due to (6.6)4 . This contrasts with the
sandpile model, which is non-dissipative except for the boundary. It furthermore contains
three parameters to shape its macroscopic behavior: (i) A uniform and saturating input is
described by the probability p for the transition passive → susceptible. This sets the
characteristic time p−1 , in units of update steps, for the saturation of the susceptible states,
either individually for a single cell or for the domain as a whole. We may think of this
term as a flow that supplies the “mass” that can react once it is activated. The required
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activation makes for the threshold that is one of the prerequisite for SOC. (ii) Similarly,
the probability f for spontaneous activation sets the time scale f −1 for a site to become
active with the subsequent transit to passive. Since activations propagate to the cell’s
neighborhood, the more interesting quantities are f `2 , the number of potential activations
in the entire domain during a time step, and [f A]−1 , the characteristic time for any site
in a connected cluster of area A to be activated, which eventually turns the entire cluster
passive. A connected cluster is a set of cells that are connected through their neighborhood.
(iii) Finally, the parameter g ∈ [0, 1] describes the probability for a site to be resilient against
activation. Notice that this is just a probability, hence a site that happened to be resilient
in one time step may still get activated in the next. Depending on the storyline, we may
refer to this resilience also as immunity or obstinacy.

6.3.2
Spatial Organization of Random Fields
As an application of the deterministic automaton (6.5), we look at connected clusters in some
spatially varying distribution. Such a cluster is a set of cells that all carry the same property
and are connected through their respective neighborhoods. Connected clusters are of great
importance in many fields since they may behave as macroscopic objects in the sense that
activating a single cell, instantaneously, on the macroscopic time scale τm , transforms the
entire cluster. Forest-fires are a prime example of this. For them, τm is given by the growth
time of a tree, which is decades to centuries, very much longer than the fire’s duration of
just days to weeks. Another example are communication networks within groups, with τm
corresponding to the time required to execute or implement some respective action.
Algorithm Consider the binary field with cell values 0 and 1, which in the context of the
automaton represent passive and susceptible. To analyze the field, the cells are visited
sequentially and, if they are susceptible and unmarked, the cell and its connected cluster
are marked, which corresponds to turning it active. A connected cluster is identified by
(i) marking cell i with the cluster identifier, for instance a number, (ii) recursively marking
all cells i0 ∈ N (i), and (iii) stopping if N (i) is empty.
Apparently the above procedure is not limited to binary fields since instead of testing if
the state of cell i is susceptible, arbitrarily complicated criteria may be tested for cell i with
an arbitrary associated set of cells. Specifically, if the random field represents a continuous
variable, we may test for the value of cell i to be smaller than some prescribed value.
Comment Modifying and applying the basic algorithm to fields of continuous variables as
done above, or to even more complicated structures, is an example where a model rooted in
a strict-sense cellular automaton formalism is extended. Specifically, a CA asks for a small
set of states, which is clearly violated by introducing continuous variables. This is more of
a historical and implementation-related issue, however.
Random Fields with Uniform Distribution
Construct a two-dimensional regular grid and
assign to each cell a random number ωij ∈ [0, 1]. Let these numbers be uniformly distributed
and statistically independent. They may represent the sampling of some random function
with a resolution that is much lower than the function’s correlation length.
Here, we use the field to explore connected clusters in binary, random, and statistically
uniform distributions with different densities ρ. These distributions are created by setting
the cell to susceptible if ωij < ρ and to passive otherwise. Since the ωij are distributed
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ρ = 0.550

ρ = 0.580

ρ = ρc = 0.592746

Figure 6.12.
Realizations of statistically independent binary random fields for different densities
ρ (upper) and corresponding clusters connected in a 5-neighborhood (lower) for a domain with
40962 ≈ 16.8 · 106 cells. Susceptible cells in the same cluster are drawn in the same color (out
of a palette of 21). Passive cells are drawn in white, which leads to the overall gray and pastel
appearances. All three fields are generated from the same underlying realization by just shifting
the threshold for the separation between susceptible and passive. The area-distributions of the
clusters are shown in Figure 6.13.

uniformly in [0, 1] and statistically independent, this leads for the susceptible states to the
areal density ρ. Such a binary field could for instance represent a forest with tree density ρ
and with the neighborhood defined by the distance a fire or a disease can jump.
The area-distribution of clusters depends strongly on density ρ (Figure 6.12). For small
values of ρ, the clusters are very small with a large fraction of the susceptible cells isolated.
The cumulative area-distribution indicates that smaller clusters approximately follow a
power-law distribution, which is cut off towards larger values, however (Figure 6.13).
The size-distribution of clusters is readily understood by recognizing that increasing ρ
corresponds to an aggregation process for the cluster, which may be described as a Yule
process. Indeed, as more cells are turned susceptible the density increases proportionally.
The area of the largest clusters grows much faster, however. The reason is that clusters
grow through two effects: (i) a new cell is added to an existing cluster, which increases its
area proportionally, and (ii) a cell connects two clusters by appearing in the single-cell gap
between them. The second effect leads to a rapid increase of cluster areas with ρ. Indeed,
there is a critical density ρc such that the area of the largest cluster diverges proportional
to |ρ − ρc |−ν , where ρc and ν > 0 are constants that only depend on the geometry of
the local neighborhood. For a two-dimensional rectangular grid with a 5-neighborhood,
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Figure 6.13.
Complementary cumulative area-distribution of clusters
in Figure 6.12, for the different values of ρ. The area A
is the number of susceptible cells in a cluster and is by
the factor ρ smaller than the visual area. The number
of clusters larger than A is NA . Logarithmic bins were
used to have comparable numbers in them. Still the
ends are rugged. At the large end of A, this is due to
the small number of clusters reaching that size. At the
small end, it reflects the spatial discretization, which has
several bins contain the same number of cells.
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ρc = 0.592746 [Jacobsen 2014]. Finally, for ρ > ρc , there is always one cluster that spreads
the entire domain.
The exact value of ρc is only obtained in the ensemble average over realizations with
infinite domains. Then, the area-distribution of the clusters for ρ = ρc can be shown to
follow a power law and the system is in a strict-sense critical state. The corresponding
transition at ρc is a critical transition of a thermodynamic equilibrium system.
We notice in passing that the total number of clusters, NA (1), decreases with increasing ρ
due to the aggregation of ever more sites into larger clusters. Also the exponent of the power
law, the slope of the straight part in Figure 6.13, decreases with ρ.
Comments The two rows of Figure 6.12 represent two perspectives of the exact same
fields. The upper row shows local densities, which are essentially uniform with just minor
changes between the cases. Indeed, some small averaging would result in uniform continua.
This is guaranteed by the statistical independence of cell values, hence a lack of spatial
structures. Density thus does not reflect the critical transition, which indeed is one of the
properties of continuous phase transitions. The situation is completely different when we
look at the spatial organization introduced through the definition of a neighborhood (lower
row). It reflects the critical transition by the divergence of the cluster area.
Which one of the two contrasting perspectives is appropriate depends on the processes to
be studied. For instance, estimating the harvest from a forest depends on the density, while
assessing the vulnerability to some disease depends on the distribution of clusters.
The spatial organization apparently depends on the definition of the neighborhood. Different choices lead to the same general phenomenology – the divergence of the cluster area
as the critical density ρc is approached from below – but this happens at different values
of ρc . For instance, for a uniform random distribution on a two-dimensional quadrangular
grid with 9-neighborhood, ρc ≈ 0.407 [Malarz and Galam 2005]. Further values for ρc for a
wide range of topologies and neighborhoods are readily available.
Staying with the above example of a forest, we realize that different neighborhoods are
associated with different processes, e.g., for fire, wood cutting, diseases that are transferred
by wind, or by birds, or by mammals, but also for the competition between trees for light,
water, and nutrients. This understanding is readily transferred to spatial distributions
of other quantities, all of which exhibit a range of organizations with respect to different
neighborhoods, many of which are indeed self-organized by the respective processes. We
will explore examples in the following sections.
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ρf = 0.570

ρf = 0.321

ρf = 0.129

ρ0 = 0.583

ρ0 = ρc = 0.592746

ρ0 = 0.603

Figure 6.14.
Percolation of a configuration initialized with a random uniform distribution of
susceptible cells with density ρ0 . All cells on the lower boundary are then activated. The final
distribution of remaining susceptible cells (green) with density ρf is shown. Cells that turned
passive during the transition are shown in red, originally passive cells in yellow. The simulation
was run on a square grid with ` = 4096 with rule (6.5) operating on the 5-neighborhood.

6.3.3
Percolation
A two-state distribution where cells are either passive or susceptible, but none is active, is
stable under rule (6.5). Its spatial organization only becomes manifest if a subset of cells
is activated. In the most simple situation rule (6.5) is then iterated until a new stable
configuration is reached, a transition that relaxes the cluster of all susceptible cells that are
connected with the initially activated set. Such a process is called a percolation.
The name originates from the example of a liquid that invades and eventually percolates
through a porous medium. Such a medium may be thought of as a network of connected
pore-throats and -bodies. The diameter of the pore body in conjunction with the liquid’s
wettability and interfacial tension determines if the liquid can fill the pore. Percolation then
occurs if there is a continuous path from the liquid’s entrance through the porous medium
to its outlet.
In order to explore percolation, we start out from a random uniform distribution of
susceptible cells with density ρ0 and all other cells passive. As initial activation, all cells
at the domain’s lower boundary are set to active. After relaxation, the density of the
remaining susceptible cells is ρf . For this system, the density of the initial state determines
the quality of the final state, in particular whether the passive cells form clusters of bounded
or unbounded size.
Subcritical State For ρ0 < ρc , all susceptible clusters have a finite size. Hence, the
activation will stop eventually as it encounters local configurations with all passive cells in
the neighborhood. The area of cells that turned passive thus has a finite size and typically is
much smaller than the entire domain (left frame of Figure 6.14 with ρ0 = 0.583). The final
configuration, here with ρf = 0.568, corresponds to an absorbed state in Figure 6.10. Notice
that in the limit of an infinite domain with a localized initial activation, ρf → ρ0 .
Critical State For ρ0 = ρc , which is also referred to as the percolation threshold, the
largest susceptible cluster, the percolation cluster, just spans the entire domain. It can be
shown that this cluster has a fractal geometry and that, for a two-dimensional quadrangular
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ρf = 0.388

ρf = 0.319

ρf = 0.079

ρ0 = 0.397

ρ0 = ρc = 0.407

ρ0 = 0.417

Figure 6.15.
Percolation as in Figure 6.14 but with rule (6.5) operating the 9-neighborhood.
Notice that the lower initial density leads to a lighter appearance of the colors.

grid, its boundary has dimension 91
48 ≈ 1.896 [Sahimi 2014]. Notice that the critical state
here requires fine-tuning of the initial density ρ0 . Hence, it is not self-organized.
The probability of hitting the percolation cluster in the simulation with the initial activating line is high. Indeed, some 46% of the susceptible cells are turned passive (middle
frame of Figure 6.14). Actually more than just the percolation cluster is turned passive in
this simulation because a number of smaller clusters is also activated. On the other hand,
for any finite domain, a fully penetrating cluster already occurs for ρ0 < ρc because a smaller
cluster already suffices for this. Finally, notice the broad size-distribution of patches that
remain susceptible.
Supercritical State For ρ0 > ρc , the largest connected cluster of susceptible cells is larger
than the percolation cluster. Its activation thus turns a large fraction of the cells passive,
ρ
in the simulation with ρ0 = 0.603 some 80% as calculated from 1 − ρf0 (right frame of
Figure 6.14).
Comments As mentioned above, a critical state that separates the sub- and the supercritical domains is generally found. The critical density ρc depends on the topology of the
grid and on the definition of the neighborhood. This is illustrated in Figure 6.15 where a
9-neighborhood is used.
The transition between sub- and supercritical occurs in a narrow range of ρ0 , a range that
becomes ever smaller as the domain size increases. This illustrates the degree of fine-tuning
required to reach the critical state.
Figures 6.14 and 6.15 show single realizations and in addition a “fat” activation. In more
precise studies, we would use ensembles and point-like activation, and would correspondingly
sharpen the language to “for ρ0 = ρc the size of the cluster turned passive almost always
diverges with the size of the domain”. Choosing fat activation is a trick that ascertains, for
graphical purposes only, that a maximum cluster is found in one shot.

6.3.4
Forest Fires
Consider a large forest during the dry season. The trees stand densely with occasional
clearings where new trees grow. A stroke of lightning may set a tree on fire, which in turn
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may set its neighbors on fire, and so on until an entire cluster of trees is burnt down, thereby
creating a new clearing. Such new clearings apparently cannot burn anymore, even when
hit by a lightning, because there is not sufficient wood. Also, a tree may not catch fire even
when a neighbor is burning, for instance because the neighbor happens to be small and to
be a bit farther away. Then there is of course topography, the mix of vegetation, the soils
and their moisture, and the weather, temperature, wind, and precipitation that must be
taken into account for real forest fires.
Shortcutting the complications of reality, Bak et al. [1990] proposed the contact process
(6.6) as a minimal forest-fire model (FFM). They considered a system with three states,
{empty, tree, burning}, on a two-dimensional quadrangular grid with n` × n` cells. The
boundaries are chosen as periodic, fixed, or impermeable and the neighborhood N comprises
either 5 or 9 cells. For the development rule, they used (6.6) with f = 0 and g = 0, hence did
not account for spontaneous activation and resilience. These two aspects were added later
by Drossel and Schwabl [1992, 1993] and Clar et al. [1996] and led to the Drossel-Schwabl
Forest-Fire Model whose rule
empty → tree, with probability p (growth)

tree → burning, with probability f (lightning)

tree → burning, with probability 1 − g if i0 ∈ N (i) burning

burning → empty ,

(6.7)

is a direct translation of (6.6). It is applied simultaneously to all cells.
The model’s state is typically initialized as a random distribution with some prescribed
density or as an empty field. This is not crucial, however, because the system is constantly
driven by the growth probability p that guarantees its self-organization that is independent
of its initial state.
Choice of Parameters Formulation (6.7) is generic and must be fleshed out to represent a
specific process and situation. This is where (i) the contact process becomes a forest fire, and
not a spreading of diseases, or such, and (ii) the actual coupling to the environment comes
in. Prerequisites for this step are a quantitative understanding of the specific environmental
system and a qualitative understanding of the model’s capabilities.
We first envisage the physical system and recognize three characteristic times that are
determined by (i) the time required for a stand of trees to grow from an empty domain, which
in a natural setting mainly depends on site conditions like climate and soil type, and on the
type of vegetation that develops there, (ii) the frequency of lightnings that can set a tree or
a stand on fire, which again depends on climate, specifically the number of thunderstorms
during dry spells, and local conditions like exposition and specific vegetation, and (iii) the
propagation velocity of a fire front, which depends on the dryness of vegetation and soil, on
the amount of dead material, on the local geomorphology, and on the weather, mainly wind
and precipitation. Typical values for forests are τg = 50 . . . 200 y for the growth of a stand
and vf = 0.5 . . . 5 km d−1 for the propagation velocity of a fire front.
Turning to the model, we notice that rule (6.7) can represent growth and lightnings
directly, through parameters p and f . There is no direct means to incorporate the velocity
of the fire front, however. The model indeed has an inherent maximum velocity of 1 – one
cell per time step – as any automaton that operates on a 5- or a 9-environment. Representing
vf thus is through the translation of cell size and time step into their physical analogs, the
spatial and temporal resolutions ∆` and ∆t, respectively. Choosing ∆` as 100 m to resolve
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small uniform patches that are represented as “trees”, yields ∆t = 0.2 . . . 0.02 d. Studying
the dynamics of the forest’s growth calls for simulated times of at least 10τg = 500 . . . 2000 y.
Resolving this with ∆t leads to nt = 105 . . . 108 time steps.
While a correct simulation of the fire front may indeed be required for representing
real landscapes, and then demands a supercomputer for the simulation, it is far beyond
reasonable for our study with its focus on understanding the general dynamics and selforganization of such systems. To still explore (6.7) as a structurally correct representation
of forest fires, we ask for conditions on parameters g and f that warrant this. The key
aspect to this end is that the typical duration τf of a fire is very much shorter than τg , say
τg
3
4
τf ≈ 10 . . . 10 . Notice in passing that parameter g for the probability for resilience affects
the velocity of a fire front in the model in two ways, by increasing the density required for a
fire to spread – recall the percolation threshold – and by then limiting the velocity to 1 − g.
We neglect this aspect and set g = 0.
First focus on parameter p and recognize that in the absence of fires, the density of an
initially empty patch increases with rate ρ̇ = p[1 − ρ] as an empty cell turns into a tree with
probability p and the probability for a cell to be empty is 1 − ρ. Hence, ρ(t) = 1 − exp(−pt)
and
τg = p−1
(6.8)
is the natural choice. As ρ(τg ) ≈ 0.632 is sufficiently near to ρc ≈ 0.593 for the 5neighborhood, τg is the time required approximately for a large empty patch to transit
into a domain that would allow fire fronts to penetrate.
We look at parameter f in a similar fashion but start out from a domain with density
near ρc . Lightnings that occur with probability f and then hit a tree with probability ρ will
initiate fires that propagate with velocity 1. With (6.8), a burned down patch has a recovery
time of about τg before a next fire can cross. It is the distance between such patches that
determines the characteristic time τf for the duration of a fire. Consider a domain with n2`
cells and approximately constant density ρ. During time τg , ρf n2` τg trees are set on fire.
Assuming that their cells
p are uniformly distributed, the mean distance between burned-down
patches becomes λ = n2` /[ρf n2` τg ]. Together with the maximum velocity, which is 1, and
(6.8) this leads to the characteristic time
r
p
τf = λ =
.
(6.9)
ρf
With (6.8)–(6.9) we are finally in the position to choose parameters. Since, the development of fires is resolved, burned patches shall be macroscopic. We choose λ & 10, hence
τ
burnt patches have an extent of O(100) cells. Further, choosing τfg & 103 for a realistic forest
fire, hence [pλ]−1 & 103 . We choose p = 7.5 · 10−5 . This then also sets f = ρλp 2 ≈ 2 · 10−6 .
We choose f = 10−6 , which produces a bit larger patches. Simulated distributions of trees
for these parameters, starting from an initially empty domain, are shown in Figure 6.16.
Computational Effort Two quantities determine the required effort: the spatial extent n`
of the domain and the maximum time nt to be simulated. Expecting patches of linear
extent λ, we choose n` = 100λ to get sufficient coverage for a statistical analysis. With the
characteristic time τg for growth, choose nt = 10τg to reach the self-organized regime. Both
are first estimates that in practice will be adjusted as a study progresses. Still, to get an
order of magnitude estimate, we insert the parameters chosen above and find that n2` nt =
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nt = 5000

nt = 10000

nt = 200000

ρ = 0.311

ρ = 0.478

ρ = 0.362

Figure 6.16.
Snapshots from a developing Drossel-Schwabl forest-fire model with growth rate
p = 7.5 · 10−5 and lightning probability f = 10−6 simulated up to nt = 2 · 105 time steps. The
boundaries remain empty at all times and at t = 0, the domain carries no trees. The simulation is
run on a grid with 10242 cells using rule (6.7) on a 5-neighborhood. The different shades of green
result from the density of trees as empty cells are yellow. Hence, the shades indicate the patch’s
age.
5

11
[102 λ]2 10τg = 10
ρf = O(10 ) cell-updates are required. The simulation for Figure 6.16
11
actually consumed 2 · 10 updates.
Incidentally, the forest-fire model (6.7) is an example of a so-called stiff problem for which
two quite different time scales must be resolved. While such simulations can be implemented,
they are not economical. We will pursue another route in the following.

Two-State Forest-Fire Model With the time scales for the growing and the burning down
of trees vastly different, it is reasonable to separate the two completely and to simulate the
associated phenomena in two different lines of models. One would focus on the propagation
of fires, and essentially neglect the growth of trees, the other one would aim for the growth
and dynamics of a forest with the instantaneous removal of connected clusters of tree if one
of them is hit by lightning. Here we choose the second line and express it by a two-state
model where each cell is either occupied by a tree or it is empty. The corresponding rule
then becomes
empty → tree, with probability p (growth)

tree → empty, with probability f (lightning) removing CN ,

(6.10)

where CN is the cluster connected to the tree hit by lightning. It depends on the neighborhood N on which the automaton operates, and on the local density of trees. Rule (6.10)2
is implemented as the algorithm developed in Section 6.3.2. The probability g for resilience
could be easily included such that (6.7) in the limit of a forest would be completely represented.
Computational Effort
With the transit from (6.7) to (6.10), the model is no longer stiff
and the physical time step can be enlarged. The limit now is that the growth of stands
of trees are represented faithfully. Recalling that p−1 is the characteristic growth rate,
choosing p = 0.075 in the model leads to a temporal resolution of the growth time into
10 time steps. Compared to the parameters used for Figure 6.16, this corresponds to a
stretch of the physical time step by 103 , hence the lightning rate becomes f = 10−3 . A
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nt = 5

nt = 10

nt = 200

ρ = 0.320

ρ = 0.475

ρ = 0.371

Figure 6.17.
Snapshots from two-state forest-fire model, rule (6.10), with p = 0.075 and f =
10−3 . Simulated time was scaled correspondingly to represent the coarser scale and thus stay
comparable with Figure 6.16.

consequence of this stretched time is a reduction of the computational effort by the same
factor, 103 , which now allows to handle larger and more complicated problems.
Despite the drastic coarsening of the time scale and the correspondingly rough representation of the growth process, the simulation results compare quite favorably with no relevant
structural difference (Figure 6.17) and average densities deviating by less than 3%. Reducing
the scaling to 102 – by choosing p = 0.0075, f = 10−4 , and running the simulation up to
nt = 2000 – leads to a correspondingly higher temporal resolution of the growth process and
brings the maximal differences to less than 0.3%.
The more economic simulation directly reflects on the actual CPU time. For instance,
the simulation time for obtaining Figure 6.16 was by a factor of 103 longer than that for
Figure 6.17.
Phenomenology
As a storyline imagine a large plain, initially devoid of trees, maybe after
a devastating fire, and surrounded by mountains. Represent this plain by a quadrangular
domain with n2` = 40962 cells and choose 1 y as the physical time unit. We then choose
p = 0.0075 as the probability for a new tree to appear, hence τg = p−1 = 133 y, and consider
the effect of different lightning rates f ∈ {10−7 , 10−6 , 10−5 }. Notice that in contrast to the
τ
previous section, the choices for p and f are no longer limited by some τfg -ratio, because τf
exists no more. The phenomenology of course will depend on the ratio fp .
For f = 10−6 (Figure 6.18), the domain is on average struck by about n2` f = 17 lightnings
per year, of which the fraction ρ actually hits a tree. We first look at short times t < p−1 =
133, for which the forest is practically uniform with ρ < ρc and clusters are correspondingly
small (Figure 6.19). Indeed, the some 1’677 lightning strikes by nt = 100 just left a few
minor marks even though the density already reached some 90% of its critical value (left
frame of Figure 6.18).
As the forest continues to become denser, cluster size increases rapidly. A lightning will
strike a large cluster eventually. The first consequence of this is that the mean density drops
significantly, eventually to just some 60% of the critical value. As a second consequence, the
originally uniform distribution of trees develops into a patchwork with a wide range of scales
from just a few trees all the way to the entire domain. This is illustrated by the distributions
for nt = 500 and nt = 5000 in Figures 6.18 and 6.19. Its cause is that a lightning destroys
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nt = 100

nt = 500

nt = 5000

ρ = 0.528

ρ = 0.383

ρ = 0.415

Figure 6.18.
Snapshots from a developing forest-fire model with growth rate p = 0.0075 and
lightning probability f = 10−6 . At nt = 0, there are no trees and the boundaries remain empty at
all times. The simulation is run on a grid with 40962 cells using rule (6.10) on a 5-neighborhood.
The corresponding distribution of clusters is shown in Figure 6.19.

t = 100

t = 500

t = 5000

ρ = 0.528

ρ = 0.383

ρ = 0.415

Figure 6.19.
Clusters of connected trees for the snapshots shown in Figure 6.18, with f = 10−6 .
The large, apparently gray areas in reality are composed of many very small clusters that result
from the regrowth of the forest after the large area has burned down. Indeed, no gray color is used
in this figure.

all trees in the connected cluster, leaving just some isolated small clusters that happened
to be engulfed by the burnt cluster but not connected to it. We already encountered this
effect when looking at percolation in Figure 6.14. With the burning of clusters, the local
density becomes approximately constant within the burnt area and discontinuous across its
boundary. As trees appear with constant probability, the density increases monotonically
and the clusters remain visible for a long time.
Organization We refer to the arrangement of connected clusters as the organization of
the distribution of constituents and we distinguish it from the density field. As is illustrated
by Figure 6.12, the organization of a uniform random field depends on the mean density of
constituents. Such a direct link need not exist for more complicated fields, however.
Comparing Figures 6.18 and 6.19 we recognize that there is a significant correlation
between the patches, the domains with uniform density, and the clusters, the connected
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Figure 6.20.
Same as rightmost frame of Figure
6.18 but with f = 10−5 (left) and
f = 10−7 (right).

nt = 5000

nt = 5000

ρ = 0.398

ρ = 0.390

sets of trees, but that they generally do not coincide completely. The lack of coincidence
is expected because the patches mirror ancient clusters, that have burnt down, while the
current clusters might burn down in the future. They are thus separated in time. Where
does the observed correlation then come from?
Impact of Lightning Rate
With a constant probability p for the appearance of a new
tree and a non-vanishing lightning rate f , the distribution of cluster sizes at the large end
is apparently determined by the value of f . This is because the probability of a cluster
to be hit is proportional to f A, where A is the number of trees in the cluster, which in
turn is proportional to its area. Increasing f is thus expected to lead to smaller clusters
since the time for expansion is reduced. This is illustrated in the left frame of Figure 6.20,
which shows the local densities for a higher lightning rate, f = 10−5 with 167 strikes on
average per year. Conversely, with f = 10−7 and less than 2 strikes per year, clusters
become much larger, actually larger than the simulated domain (right frame of Figure 6.20).
The corresponding distributions of cluster sizes and their development in time are shown in
Figure 6.21 below.
Self-Organization and Criticality
The model forest is driven by two structureless but
counteracting processes, (i) creation, the appearance of new trees on empty sites with
constant and uniform probability, and (ii) destruction, the burning of connected clusters
that are ignited by random lightning with a constant and uniform probability distribution.
Clearly, this system is not conservative since trees are created and destructed throughout
the domain. In the language of the critical phase diagram (Figure 6.10), creation drives
the absorbing or immobile state towards the active or mobile regime and destruction drives
mobile states towards the immobile regime. We may expect, and the simulations confirm
this, that there exists a dynamic equilibrium where the two processes are of equal strength
and balance each other, thereby stabilizing the equilibrium.
Growth of trees and lightnings are both represented as structureless processes. Hence,
they cannot produce any structures by themselves. Their counteracting operation apparently
can, however. We recognize the key mechanisms by reconsidering the spatial structures in
uniform random fields as shown in Figures 6.12 and 6.13. There, it was demonstrated that
occupying sites on a regular grid in a completely random process leads to the formation of
clusters whose distribution depends in a characteristic way on the mean occupation density ρ.
Specifically, for a given definition of a neighborhood there is a value ρc such that with
ρ → ρc the size of the largest cluster diverges and the size-distribution of all clusters becomes
scale-free. The randomly appearing trees are an instance of such a process. Such growth

229

6.3 Contact Processes

100
500
5000

log10 (NA )

5
4
3
2

6
4
3
2

1

1

0

0
0

2

4
log10 (A)

6

10−3
10−4
10−5
10−6
10−7

5
log10 (NA )

6

0

2

4
log10 (A)

6

Figure 6.21.
Complementary cumulative distribution of cluster sizes at different times for f =
10−6 (left) and at nt = 5000 for different lightning probabilities (right), where A is the number
of trees in a cluster and NA the number of clusters with at least A trees. The thin vertical lines
indicate the mean size hAb i of burnt clusters as estimated by (6.11).

apparently does not lead to any structures, the forest just develops as a uniform mass (upper
row of Figure 6.12). However, it does lead to a continuously coarsening organization of the
distribution of trees as ρ → ρc .
The probability for a random lightning to hit and destroy a cluster is proportional to
its size. This reduces the density of trees in the area originally occupied by the cluster
to ρsusc  ρc and produces an embedded distribution of smaller clusters that were not
connected to the burnt one. These smaller clusters may have arbitrary densities.
The effect of lightnings thus is to emboss some of the organizational structures onto the
density field, which in turn resets the organization in the affected patch. Furthermore,
this linking between organization and density depends strongly on the size of clusters.
Incidentally, any other type of ignition would work as well, for instance a constantly burning
fire at some point or on a line. Practically, however, the random lightning is easiest to
understand and analyze.
Trees that grow in an initially empty domain and without fires lead to a monotonic
coarsening of the clusters in time. As illustrated by Figure 6.13, the size-distribution of
small clusters thereby follows a power law whose upper limit diverges as ρc is reached.
Since the trees grow continuously, a power-law distribution for all clusters is thus realized at
just one particular time. Maintaining it would require fine-tuning, hence this process alone
is not an instance of self-organization. A question then is: Is the power-law distribution
retained if the constantly growing forest is subject to random lightning? Already a glimpse at
Figures 6.18–6.20 reveals that if this is the case, it will not be at the static value of ρc .
Size-Distribution of Clusters First focus on the temporal development (left frame of Figure
6.21) and on the case with f = 10−6 . For short times, nt = 100, the clusters are all small,
most of them encompassing less than a few hundred trees. Lightning has not yet had any
significant effect and the size-distribution is similar to the one shown in Figure 6.13. As
the critical density is approached, the clusters coarsen and ever larger patches burn down.
This rapidly transforms the size-distribution into an approximate power-law distribution.
While the density still develops between nt = 500 and 5000, the size-distribution appears to
remain approximately constant, following a power law over some 4 areal decades.
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6

Figure 6.22.
Complementary cumulative distribution of cluster sizes
in a few realizations with f = 10−8 (color) and with
f = 10−6 (gray) for reference. The huge spread between
realizations results from the dominating role of the largest
clusters and of their insufficient statistical representation.
The corresponding density fluctuations are also manifest
in Figure 6.23.
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Turning to the role of f (right frame of Figure 6.21) we recognize that despite the two
orders of magnitude change in its value, the resulting size-distributions are quite similar.
Significant differences mainly occur for large values of A. These have different causes: (i) For
f ≥ 10−5 , the maximum cluster size is by a few orders of magnitude smaller than the domain.
This results from the high lightning intensity. Indeed, with f = 10−5 , some ρn2` f = 67 trees
are set afire in each time step and burn down with their associated clusters. For larger values
of f , the number of hits grows approximately proportionally with f . Since the probability
of a cluster to be hit is proportional to its size, larger ones burn down more often. (ii) For
f = 10−6 the situation changes in that the largest cluster is still much smaller than the
domain, A = O(106 ), but the only about 7 lightnings that hit trees per time step cannot
deform the distribution any more. Hence, the domain is too small to capture this. Notice
that the largest cluster here is not a percolation cluster, far from it actually. Instead, its
size is determined by the growth rate of clusters and by the time available for unimpeded
growth. (iii) For f ≤ 10−7 the lightning rate is so low that clusters could grow to areas A
much larger than the simulated domain. Then, the probability to be hit in the simulation
– [f ρA|` ]−1 , where A|` is the part of the cluster within the simulated domain – is smaller
than the one for an unbounded domain, [f ρA]−1 . As a consequence, the simulated clusters
grow more dense. Once hit, the cluster’s higher density results in a more intense burn-down
and smaller remaining clusters. Finally, the chances to capture the state with the largest
cluster still existing when determining the size-distribution, which is done at a fixed time,
are small. Hence, the distribution’s larger end is deformed towards smaller numbers. This
is corroborated by looking at a small ensemble of distributions for f = 10−8 (Figure 6.22).
Maximum Cluster Size
There apparently is a maximum cluster size that increases with
decreasing f , and that can be expected to diverge as f vanishes. Smaller scales follow
a power-law, which appears to be approximately the same for different values of f . The
operation of this system – individual trees that appear with a constant probability p and
clusters that disappear with constant probability f – thus leads to a size-distribution that
adjusts to the lightning probability f such that an approximately constant density emerges,
where the effective rates for the growth of trees and the burn-down of clusters balance each
other. The average rate of trees appearing in the domain with area n2` is p[1 − ρ]n2` . The
average rate of burned trees is f ρn2` hAb i, where f ρn2` is the number of trees hit per unit
time and hAb i is the average size of burned clusters. Notice that hAb i is not the average
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Figure 6.23.
Density ρ(ti ) of trees with growth probability p = 0.0075 and different lightning
probabilities f . Time-averaged values ρ̄ for ti > 1000 are indicated by short lines at the right hand
boundary. Snapshots of the corresponding spatial distributions are shown in Figures 6.18 and 6.20.
The dashed lines indicate the percolation threshold ρc = 0.592746 and the density ρ ≈ 0.320 after
the percolation cluster has been burnt down, respectively, both in a uniformly growing distribution
as illustrated in Figure 6.14.

cluster size in the domain, because the probability for a cluster to be hit is proportional to
its size. Equating the two rates yields (right frame of Figure 6.21)
hAb i =

p1−ρ
,
f ρ

(6.11)

which reflects that p adds one tree to an empty cell, 1 − ρ, while f removes an entire cluster,
on average hAb i trees.
p
Self-Organized Critical (SOC)? On spatial scales 1  `  nc = hAb i, the distribution
of clusters is scale-free. The boundaries are determined by length scales that break the
scale-invariance. The lower one results from the spatial resolution of the automaton, the
upper one from the mean size of the burnt clusters. Since there is no fine-tuning involved in
approaching this distribution, the system is self-organized. While the forest-fire model is not
strict-sense critical for ` > nc , we still call it critical because is undergoes a rapid transition
towards the boundary between the mobile and the immobile phase where it gets dynamically
stabilized (Figure 6.10). On intermediate scales, however, it actually is a strict-sense SOCsystem with all the attributes like a finite-size scaling as discussed with Figure 6.8.
It is instructive to identify
the size of nc , for instance in the left frame p
of Figure 6.20
p
for which (6.11) yields hAb i ≈ 34. The typical extent of such a cluster is hAb i/ρ ≈ 53,
which corresponds to a length fraction of 0.013, about 0.5 mm in the image. The length
scale nc is thus much smaller than what might be deduced from visual inspection. This is
also corroborated by Figure 6.21.
Mean Density As a lowest order description of the complicated dynamics encountered
above we look at the density of trees, ρ := ntree /n2` , and its development with time
(Figure 6.23). Apparently, this system has an attractive fixpoint that is oscillatory stable for
sufficiently large values of f . Furthermore, the inherent frequency appears to depend only
weakly on f , as may be conjectured from the developments for short times and sufficiently
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Figure 6.24.
Asymptotic mean state of forest-fire model for different
lightning probabilities f . As f → 0, the system reaches
its self-organized critical state with ρ̄ ≈ 0.41.

lightning probability log10 (f )
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large values of f . Finally notice that, as f decreases, the magnitude of the density oscillation
around its fixpoint increases, eventually transiting into an apparent chaotic regime. The
reason for this is that for ever smaller values of f , the clusters can grow ever denser,
locally and eventually also globally exceeding ρc , which upon burn-down leads to density
undershoots, relative to percolation in uniform domains.
The development of ρ(t), the average state of the system, is reminiscent of the nonlinear
and chaotic systems studied in previous chapters. The main difference is that now a
significant noise is present, which stems from the spatial distribution. However, as the
simulated domain gets much larger than n2c , the noise becomes negligible, even though we
know that the fluctuations persist. This opens an important route to greatly simplify the
system’s representation and leads to a mean-field theory [Christensen et al. 1993]. It is
the way to go in situations where (i) the mean, together with some low-order statistical
moments, suffices as a representation of the complex system, (ii) the domain is sufficiently
large to allow a meaningful average, and (iii) details of the spatial structure of the complex
system are not essential for its dynamics.
Finally, we glimpse at the fixpoint reached by the forest-fire model after the initial
transients have vanished. To this end, we calculate the time-averaged density ρ̄ and relate
it to the lightning probability f (Figure 6.24). Apparently, ρ̄ approaches a constant, about
0.41, as f → 0. This corresponds to the strict-sense self-organized critical state for which
we recognize – recalling the earlier operational definition – (i) slow driving as f vanishes,
(ii) friction domination since there is no overshoot from a burning cluster, and (iii) the
threshold from the growth of susceptible clusters that are released eventually.
It is interesting to notice that limf →0 ρ̄ remains constant even though the largest clusters
can no longer be represented by the simulated domain. It is found in the limit of long
averaging times, which incidentally corresponds to an ensemble average. Alternatively, the
domain size could be increased such that the largest clusters can be represented, using (6.11)
as an estimate, and ρ approaches a constant.

6.3.5
Contagious Diseases
Contagious diseases, more generally host-pathogen and host-parasite interactions, comprise
a huge range of specific situations that include microbial infections of plants, the annual
flu of humans, and viruses in computers and their networks. These interactions are yet
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more complicated than wild fires. They specifically demand representations of the detailed
processes in the hosts and pathogens together with their interactions, including the defense
and attack systems, of the transmission paths, of the motion of hosts and pathogens,
including long-distance travel, and finally of their evolution and coevolution.
Again we forego all complications and focus on the fundamental contact process as
formulated in (6.7). As a storyline that somewhat conforms with that simple model, we
stick with trees and imagine some disease that takes a long time for developing on a tree
before it can get transmitted to its neighbors. With this the state burning in (6.7) is
renamed as infected and correspondingly “lightning” as “infection”. The long incubation
time in this storyline brings the time scales of growth and death nearer to each other and
leads to a characteristically different phenomenology.
We retain 1 y as the unit of time and the probability p = 0.0075 for the appearance of a
tree, hence τ = 133 y for the characteristic growth time of the forest. Actually, τc , the time to
reach the critical density ρc from an empty state, is more interesting than τ . With (6.8) and
ρc = 0.593 for the 5-neighborhood in two dimensions, we find τc = − log(1 − ρc )/p ≈ 122 y,
which is close enough to τ .
Invasion
We start out with an empty domain and let the new forest grow next to an
infection source, which is represented by a lower boundary with constantly contagious trees.
As a preliminary, we notice the system’s two time scales: (i) τc ≈ 122 y for the growth of a
connected cluster of trees and (ii) τp = n` for a front to propagate through a domain with
τ
side length n` . In the following simulations, n` = 4096, hence τpc ≈ 33.6.

Propagation of Front
We focus on the initial stage, the domain’s first infection. As ρ
approaches ρc a front starts to propagate into the domain with a velocity of at most 1, leaving
behind areas with initial densities ρa  ρc . Since trees grow with constant probability p
throughout the domain, the stand ahead of the front becomes ever more dense, saturating
at ρ = 1, and the density behind increases approximately linearly with distance from the
front. It is this asymmetry that forces the infection to propagate forward. As a consequence
of the high density ahead of the front, the trees there are almost all connected, the front’s
velocity vf approaches 1, and the density right behind it is 0. Indeed, by nt = 1000 with
the front propagated by about 846 cells, the density ahead is ρ = 0.999 (Figure 6.25) and
the propagation velocity is 1.
Waves
As the stand of trees behind the first infection front begins to grow and ρ again
approaches ρc , a new front is initialized at the lower boundary and the development starts
all over again, in time leading to a moving wave-like pattern. Apparently, the first few of
these waves are farther separated than those further back. The reason for this is that the
first front starts at the lower boundary around time τc , after the density has reached ρc ,
which allows unbounded propagation. At the start, vf < 1 because there is still a significant
fraction of empty cells that inhibit propagation. As the density ahead of the first front
continues to increase and approaches 1, so does vf and the density right behind the front
drops to 0. The second front to set off thus encounters a different situation. It again starts
to propagate around τc , ρc has been reached. However, in the domain ahead ρ < ρc , hence
its velocity remains below 1. With the distance to the first front increasing due to that
velocity difference, hence also the time for the density to increase from ρ = 0 to ρ > ρc ,
the velocity of the second front also increases, eventually to 1, which is attained already
for values of ρ somewhat smaller than 1. Behind the second front, ρ > 0 because ahead of
it ρ < 1. Actually, right at the start with ρc ahead, ρ ≈ 0.32 right behind the front (see
Figure 6.14 on page 221). Hence, it takes less than τc to again reach ρc for the next wave
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nt = 100

nt = 1000

nt = 5000

ρ = 0.526

ρ = 0.999

ρ = 0.490

Figure 6.25.
Snapshots from the development of a forest that grows with rate p = 0.0075 in
an initially empty domain next to a continuous infection source at the lower boundary. There are
no external infections within the domain, f = 0. The simulation is run on a square grid with
n` = 4096 and rule (6.7) that operates on the 5-neighborhood. Each cell is in one of three states:
empty (yellow), tree (green), or infected (red). The resolution of the graphics is too low for the
infection front to be seen, however. The density ρ is calculated for the upper half of the domain.
The apparent darkness of green results from the local density of trees. Notice that the coloring
scheme differs from the one in Figures 6.14–6.15.

nt = 25000

Figure 6.26.
Asymptotic regime of the invasion shown in Figure 6.25. The
original regular waves are completely displaced by the cauliflower
patterns, which, as will be corroborated below, is the self-organized
state of the contagious disease model.

ρ = 0.422

to start. With this, the first wave “pulls” the following ones accordion-like, which leads to
the decreasing separation distances.
Already the first invasion front is not flat because a range of extended clusters already
exists for ρ < ρc and allows local propagation. This roughness grows with every new
front that is generated. Eventually, newly emerging fronts become so rough that the wave
field starts to become “turbulent”, which here happens by about nt = 5000. Apparently the
invasion process is unstable even though the lower boundary is a constant source of infection.
Such an instability can be expected whenever a front propagates into a region with ρ ≈ ρc ,
while regions with ρ  ρc will just maintain a front’s shape. This instability indeed is the
mechanism that causes the system to transit into its self-organized state (Figure 6.26). We
will find below, that this state no longer depends on details of the excitation.
Random Point-Infections
Again imagine the forest growing in an initially empty domain,
but now in a pristine environment with infected agents hitting at random locations. These
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nt = 200

nt = 800

nt = 6000

ρ = 0.629

ρ = 0.539

ρ = 0.425

Figure 6.27.
Similar to Figure 6.25, with p = 0.0075, but now with all boundaries inactive
and infections occurring as random point processes with probability f = 10−6 . The density ρ is
calculated for the entire domain.

agents may be envisaged as wind-blown spores or some biological vectors transported by
birds. In a wider context, this is the one infected traveler – infected by a disease or a brilliant
new idea – who arrives from afar. The situation is reminiscent of the forest-fire scenarios
studied in Section 6.3.4, with the major difference that now the propagation velocity of the
infection is finite while it was infinite for the fire.
Intermediate Infection Probability We choose f = 10−6 for the infection probability, as
for Figure 6.18 above. This again translates into some 17 possible infections per unit of
time, ρ of which will be realized.
For short times, nt = 200, the same general phenomenology is encountered as with the
invading front before. The difference is that propagation now is approximately circular,
which leads to predominantly isolated patches in a field with a rather high density of trees
(Figure 6.27).
By nt = 800, the initially uniform density is already strongly modified throughout the
entire domain. Indeed, the earliest spreading infections that originated around nt = 100
in the meantime grew to patches with diameters of about 31 of the domain’s size. The
superposition of many of them causes the fuzzy and roughly uniform background, and the
reduction of the mean density. Recent infections, which are correspondingly small, still
stand out on this background.
After sufficiently long times, here nt = 6000, the forest’s architecture, i.e., its sizedistribution and arrangement of clusters, has developed into a completely different state
that apparently is highly adapted to the given random infections to the point that none of
the still occurring infections leaves a discernible trace. We conclude from this that details of
the infections are no more relevant in this state. Relevant is only that there is some uniformly
distributed random infection occurring continuously in time. These then propagate as highly
irregular wave-like patterns through the domain, on their path interacting nonlinearly with
each other. Despite the intricacy of the structure, which in addition is in constant motion,
we recognize an approximately constant distance between density minima. Recalling the size
of the domain, 4096, the maximum velocity in this system, 1, and the typical time for an
empty domain to grow critical, 122, we recognize this distance (some 1.1 mm in Figure 6.27)
as a result of the forest’s recovery after a catastrophic infection.
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nt = 800

nt = 2000

nt = 10000

ρ = 0.592

ρ = 0.604

ρ = 0.418

Figure 6.28.
Similar to Figure 6.27 but now with the reduced infection probability f = 10−7 .
The three snapshots, whose times are different from those in Figure 6.27, display the propagation of
the primordial infections as 45◦ fronts (nt = 800), the appearance and spreading of bullseye pattern
(nt = 2000), and their decay into cauliflower patterns (nt = 10000), which is completed by nt =
20000.

Low Infection Probability
Reducing the infection probability to f = 10−7 leads to about
one infection per year. The initial phase, say at nt = 200, is thus very similar to the first
frame in Figure 6.27, except that there are by a factor of 10 fewer infection patches. Two
consequences follow: (i) The patches grow much larger before they start to interfere with
each other and (ii) the tree density outside of the patches grows to practically 1, thus allowing
the maximal propagation speed of the infection front. With this, the fronts, which emanate
from various centers, propagate with the characteristic 45◦ angle of the 5-neighborhood
(Figure 6.28). This artifact is not as pronounced in Figure 6.27 because the patches interfere
before the density is sufficiently high for straight fronts to form. Incidentally, these fronts
would be vertical and horizontal with the 9-neighborhood and they would be isotropic on
an equilateral triangular grid.
By nt = 2000, the mean density is still above critical and, more interestingly, some
fronts have developed into bullseye patterns. How can these emerge? Repeatedly hitting
the approximately same spot to create waves is highly improbable in a grid with some
16 million cells and using just some 2000 shots, 1 per year. The regular structure of the two
bullseyes thus insinuates a different origin: the infection continues to be active at the center
of the structure and sends out new waves whenever the forest has recovered, very much like
the situation encountered with the invasion. This is corroborated by the separation distance,
which is approximately the same as found in Figure 6.25. How can the infection survive in
the center? Zooming in reveals that the center actually consists of an open mushroom-like
structure that is infected at its surface and where the infection also propagates around the
center, where the density is too low to allow propagation. By the time the two ends meet,
the forest has recovered sufficiently to carry the infection towards the center and to start a
new mushroom.
By nt = 10000, the bullseyes have expanded over the entire domain, they interfere with
each other, and they reduced the mean density. While the ring-like structures still prevail,
the cauliflower patterns found in the final state of the previous case (Figure 6.27) start to
emerge at the center of the original bullseyes. Simulation for longer times show that by
nt = 20000 they eventually embrace the entire domain.

237

6.3 Contact Processes

nt = 1000

nt = 10000

nt = 20000

ρ = 0.781

ρ = 0.414

ρ = 0.419

Figure 6.29.
Similar to Figure 6.28 but with the further reduced infection probability f = 10−8 .
The three snapshots, whose times are different from those in Figure 6.27, display the propagation of
the primordial infections as 45◦ fronts (nt = 800), the appearance and spreading of bullseye pattern
(nt = 2000), and their decay into cauliflower patterns (nt = 10000), which is about to be completed
around nt = 20000.

Very Low Infection Probability
Reducing the infection probability further, to f = 10−8 ,
with about one infection every 10 time steps, leads to much stronger manifestations of the
different phases (Figure 6.29). The reason is that infected patches grow very large before
they interact. Interaction, however, is a prerequisite for density variations to develop, which
then lead to the transition into the self-organized state. Another cause for such heterogeneity
are of course the new infections. To be effective for heterogeneity, they must hit near the
front of an already existing patch. With the low infection rate the probability for this is
also low. Indeed, running this simulation on a 10242 -grid instead of the 40962 shown in
Figure 6.29, which reduces the number of infections by a factor of 16, leads to much longer
transition times.
Similar to the primary patches, also the bullseye patterns grow to much larger sizes.
By nt = 10000, there is just a single one of them that is feed by the single center that
fortuitously formed at least some 3000 time steps back and that now covers the entire
domain. By nt = 10000, the center apparently already became unstable and a few more
centers of instability are visible. These are consequences of random infections that interfered
with the otherwise uniform pattern. Finally, by nt = 20000, the bullseye pattern is all but
gone with just some remnants lingering around.
High Infection Probability We increase the infection rate to f = 10−5 (Figure 6.30). At
the equilibrium density ρ = 0.414, this corresponds to some 69 infections per time step.
Inspecting the parts of the previous figures with regular patterns yield a typical distance
between wave crests of about 120, hence typical times of 120. p
During this time, some 8’300
infections occur on the 40962 -grid with a mean distance of 40962 /8300 ≈ 45 between
them. Hence, the infection rate is so high that no regular patterns like the bullseye can
occur. The system is thus forced into quite a different state, one that is still self-organized,
but more along the lines of the forest-fire model studied before.
For the case of low infection rates – f < 10−5 for p = 0.0075 – the equilibrium states
appear to be independent of f and to depend on the system’s internal dynamics alone.
This will be further corroborated below. In contrast, higher values f > 10−5 lead to a
self-organized state that depends also on the external forcing, in addition to the system’s
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nt = 200

nt = 800

nt = 7000

ρ = 0.243

ρ = 0.526

ρ = 0.414

Figure 6.30.
Similar to Figure 6.27 but with the higher infection probability of f = 10−5 . The
first two frames happen to capture two extreme states: the first minimum at nt = 200 (left), after
the first maximum was reached at nt = 136 with ρ = 0.602, and a later maximum at nt = 800
(middle), actually the fifth maximum. The distribution in the right frame reflects the dynamic
equilibrium state.

nt = 5000

Figure 6.31.
Dynamic equilibrium state for the very high infection probability
f = 10−4 . In equilibrium, this corresponds to some 630 new
infections per year, which add to the fronts that are already active.

ρ = 0.375

internal dynamics. This is corroborated by Figure 6.31 which shows the equilibrium state
for a still higher infection rate.
Mean Density
Similar to the forest-fire model, the mean density of trees, ρ = ntree /n2` ,
approaches a constant value also in the contagious-disease model (Figure 6.32). It furthermore appears to be approximately equal, ρ ≈ 0.42 < ρc , for systems with f . 10−5 . For
larger values of f it decreases. The latter is readily understood as a consequence of the
large creation rate f ρn2` of infection foci discussed above. For f = 10−4 this leads to some
630 new propagating fronts per unit of time, in addition to the already existing ones. The
corresponding loss of trees is balanced by regrowth at a rate of p[1 − ρ]n2` ≈ 72000.
During the initial phase, while the system is far from its equilibrium state, ρ(t) oscillates
strongly, with both amplitude and relaxation time decreasing as f increases. These curves
are deceivingly simple and hide the massive reorganization of the tree distribution – from
single fronts to bullseyes an eventually to cauliflower patterns – that is required to reach
the asymptotic regime. It also hides the fact that the equilibrium regime is highly dynamic
and constantly restructuring all the while ρ remains constant with minor fluctuations that
would decrease with an increasing domain size.
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Figure 6.32.
Mean density ρ(t) of trees in the contagious-disease model with growth probability
p = 0.0075 and different infection probabilities f . Snapshots of corresponding spatial distributions
are shown in Figures 6.27–6.31. The dashed line indicates the percolation threshold ρc = 0.593 for
a uniform distribution.
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t = 6000

ρ = 0.629

ρ = 0.539

ρ = 0.425

Figure 6.33.
Clusters of trees in contagious-disease model with infection probability f = 10−6
corresponding to the spatial distribution shown in Figure 6.27. Clusters are connected through
their 5-neighborhood.

Self-Organization and Criticality The contagious-disease model is clearly self-organized.
However, its operation and its manifestations are quite different from those of the forest-fire
model (Section 6.3.4). As illustrated by Figures 6.25–6.29, the same dynamic equilibrium
state appears to be reached under quite different forcings. This state is a cauliflower pattern
that is in constant motion, has an approximately constant mean density (Figure 6.32), and
an approximately constant width τc of the strip-like segments of the pattern.
Clusters and their Role
For a first look into the organization of the spatial distribution and
the functioning of the pattern, we again employ clusters (Figure 6.33). Before interpreting
them, we recognize that clusters now play a role quite different from that in the forest-fire
model before. There, a cluster disappears momentarily when hit by a lightning. Here, an
infection spreads through the cluster at a maximum speed of 1 all the while the cluster itself
develops, growing with the emerging trees and being consumed by infection fronts. Notice
that while fronts propagate with velocities . 1, a cluster’s speed of expansion is not limited
because it can grow by merging.
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Figure 6.34.
Size-distribution of connected clusters of trees in the contagious disease model.
(Left) Development in time for f = 10−6 . The clusters are shown in Figure 6.33. For nt = 200,
there is one single cluster that encompasses almost the entire domain with all the others being at
least 4 orders of magnitude smaller. Notice that NA = const in some interval signals that there
are no clusters of the respective sizes. (Right) Role of infection rate f for the distribution in the
dynamic equilibrium state. As before, the size A of a cluster is defined as the number of non-infected
trees and NA (A) is the number of clusters whose size is larger than A. The apparent areal coverage
of a cluster is by the factor ρ−1 larger than its size because of the empty sites and infected trees it
encloses.

Phenomenology We first look into the initial development when starting from an empty
domain. As shown in Figure 6.32, for all values of f there is a density overshoot, which for
small values even exceeds the critical density ρc . This corresponds to the formation of very
large clusters in the early phase as is confirmed visually by Figure 6.33 and quantitatively
by their size-distribution as exemplified in the left frame of Figure 6.34. The largest such
early-phase clusters are of the size of the entire domain and about an order of magnitude
larger than those occurring in forest-fire models with the same parameters (Figure 6.21).
The reason for this is that clusters in the contagious-disease model continue to grow also
after infection and that they can actually outgrow the infection front.
As the development progresses, the clusters become smaller and at the same time thinner.
With this, the random infections have only a minor quantitative impact. Indeed, the growth
of trees is not balanced by new infections but by the propagation of the existing infection
fronts, more accurately by the total length of such fronts per unit area. Notice that in
contrast to the forest-fire model, where at any one time, there are no active fires, the
contagious disease model always contains several extended active fronts – the stripe-like
features – that propagate through the domain. The role of new infection foci is to keep the
infection fronts going by initiating ever new waves. This is very different from the role of
lightnings, which emboss organizational clusters onto the density distribution.
The negligible direct impact of new infections explains why the size-distributions for quite
different infection probabilities are so remarkably similar (right frame of Figure 6.34). As
a detail in passing, which is not shown here, between nt = 10000 and 20000 the bullseye
patterns in the systems with f = 10−7 and 10−8 are displaced by cauliflower pattern. While
this does affect the perception of the spatial distribution, its effect on the size-distribution
of clusters is minor. More importantly, f = 10−5 leads to a density distribution that is quite
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t = 200

t = 800

t = 7000

ρ = 0.243

ρ = 0.526

ρ = 0.414

Figure 6.35.
Cluster distribution in contagious-disease model for f = 10−5 . For intermediate
times, a wide range of scales develop. These are again destroyed as the equilibrium regime is
reached.

different from those reached with higher infection rates. This becomes obvious by comparing
the rightmost frame of Figure 6.30 with that of Figure 6.29, for instance. Nevertheless, the
size-distributions of clusters are rather similar. This only changes with the still higher
infection rate f = 10−4 , which leads to a completely different distribution that is more akin
to those found in purely random fields as shown in Figure 6.13.
SOC? The contagious disease model is clearly self-organizing with well-defined, albeit
complicated and dynamical equilibrium states that balance the growth of new trees (forcing)
and the infection of existing trees (dissipation). However, the distributions of its structures
do not follow a power-law, hence are not scale-free. This is also illustrated by the stripes
whose constant width, which is determined by the growth rate p, introduces a scale. The
contagious disease model is thus a further instance of a weak-sense SOC systems.
To be sure, there are regions in parameter space that lead to scale-free distributions,
at least within certain ranges. These domains are more typical for the forest-fire storyline,
however. Also, there are transient states with a wide distribution of scales, e.g., for f = 10−5
(Figure 6.35).
Paths to Dynamic Equilibrium
First we ascertain that “equilibrium” here is quite different from some static state or from the statistical fluctuations in thermodynamic equilibrium.
We look at continuously developing and rather well-structured patterns that are in equilibrium in the sense that their low-order macroscopic properties remain constant in time. This
indeed is quite a typical situation also for other complex systems. We already encountered
it with the forest fires, even though the structures there were completely different and more
akin to the fluctuations found in thermodynamic equilibrium.
Dimension of State Space
Describing the dynamic equilibrium is challenging because the
system’s microscopic state space has a very high dimension, here 40962 . Obviously, at any
one time the state only occupies a minute subspace with a much lower dimension. This
can be gathered from the presence of the complicated patterns, which are manifestations of
neighborhood relations that extend over quite a distance and thereby reduce the effective
dimension. This subspace changes with time, however. A first, and very crude approach is
to just consider the lowest order terms, here densities ρi of different quantities i. We already
did this in Figure 6.32 for the density of healthy trees. Clearly, this cannot represent spatial
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f = 10−5

0.01
ρactive

Figure 6.36.
Trajectories of the contagious disease model in
the lowest order representation for constant lineinfection with f = 0 (red dashed) and for random
point-infections with different values of f (solid).
The initial state for all is an empty domain. For
the line-infection, the times shown in Figure 6.25
are marked. The final state is shown in Figure 6.26. For the case of f = 10−7 , time is colorcoded linearly from violet (nt = 0) to red (nt =
10000).
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structures at all and the same values of ρ can result from completely different configurations.
This issue can be resolved if the underlying structure is known and its quality does not
depend on ρ. An instance are the random fluctuations in thermodynamic equilibrium, which
allow the use of quantities like temperature, pressure, and mass density in thermodynamics.
Another instance are the self-organized patterns encountered here.
Phase Diagram Going with the lowest order representation of mean densities ρi , we look
at trajectories of the system as it develops from the initially empty to the asymptotic state
for different forcings and different values of the infection rate f (Figure 6.36). For f . 10−5 ,
with p = 0.0075, these trajectories all end in the same equilibrium even though their paths
are very different. In all cases, ρsusc at first increases rapidly while ρact remains essentially
negligible. This changes only long after ρsusc has grown beyond ρc = 0.593. The exception
to this is the case with f = 10−5 for which we already found above that direct infection is
a significant contribution to the balance between growth and death of trees.
First consider the situation with the constant line infection, the red dashed line with
phase distributions shown in Figure 6.25. The infection front starts to propagate once ρsusc
exceeds ρc , here by nt ≈ 122. Since the front only propagates with velocity 1 and the density
in the untouched domain continues to grow, so does ρsusc . Inspection of the data reveals
that infections can only start to balance growth by nt = 504 by which time the maximum
density with ρsusc = 0.929 is reached and growth in the untouched domain all but ceased
as there are almost no empty sites left. Furthermore, the patterns of waves are established
and propagate with approximately constant velocity. With this, ρsusc decreases while ρact
increases, both linearly. This regime ends when the first infection wave reaches the upper
boundary. It leads to some characteristic downward loops in the phase diagram, which are
hardly perceptible in the figure, however. In the final phase, the waves transform into the
cauliflower pattern, with densities continuing to change as before, although with a slightly
different slope. Eventually, the densities fluctuate in a rather well-defined equilibrium state.
Indeed, using the last 10% of simulation data yields
ρsusc = 0.421 ± 0.0018

and ρactive = [4.30 ± 0.06] · 10−3 .

(6.12)

With random point infections, the paths become characteristically different. After the
initial growth phase, which is identical in all cases, the states develop on spiraling trajectories
whose amplitudes and end points depend on f . Interestingly, for f < 10−5 , these spirals’
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end points lie on the trajectory followed by the line infection, from which the trajectories
continue essentially on the approximately straight line towards the equilibrium densities.
Why is this so? The equilibrium densities are found as
ρsusc = 0.420 ± 0.002

and ρactive = [4.30 ± 0.08] · 10−3 .

(6.13)

Hence, they are identical to the case with constant line infection, even for f = 10−5 , which
is a border case since the end point of its spiral is at the equilibrium point. In contrast, the
system with f = 10−4 reaches a different state with
ρsusc = 0.375 ± 0.0007

and ρactive = [4.65 ± 0.05] · 10−3 .

(6.14)

Its trajectory also spirals, although offset to smaller values of ρsusc , as is manifest in Figure
6.32 above.
Low-Dimensional Dynamical System? Looking at the phase diagram in Figure 6.36, it is
tempting to recognize an effective two-dimensional dynamical system. This is not the case,
however, as is signaled by the self-intersection of the trajectories for f = 10−7 and 10−8 , on
closer scrutiny also for 10−5 . In fact, every macroscopic state (ρsusc , ρactive ) can be produced
exactly by a large number of different microscopic states. Some of these are very far away
from the self-organized regime and will take a long time to relax towards it. Imagine for
instance an arrangement where all healthy trees are in the left part of the domain and all
the infected ones in the right part. However, in the self-organized regime, nearby states
in lowest order representation can be expected to develop similarly, and to react similarly
to macroscopic forcings, because they will consist of the same microscopic structures, the
cauliflower patterns. In this regime, a low-dimensional representation of the complex system
may indeed be feasible.

Exercises
6.1 Edge Detection
Devise a rule for a cellular automaton that detects edges in one-dimensional binary patterns, that
is, looking at Figure 6.2, transitions from black to white or vice versa. What is the number of this
rule?
6.2† Percolation
Consider a uniform square domain with side length 2n with the forest fire dynamics where connected
clusters are burnt instantaneously. Assume an initially empty domain, a constant growth probability
p, no lightning, and the lower boundary always on fire.
1. Describe the expected dynamics of this system. (No simulation required. You still may wish
to produce a movie to verify your expectations.)
2. Draw time series of ρ(t) for domains of increasing size with n ∈ {3, 4, 5, . . . }.

3. Calculate and draw the asymptotic values of expectation ρ and of its variance σρ2 as functions
of n.
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6.3† Percolation and Fractals
For a uniform and binary random field {0, 1} with density ρ on a two-dimensional, square grid,
estimate the dimension of the 0-phase, of the 1-phase, and of the boundary length between them
that result from relaxation – rule (6.5) – after activation of a diagonal line if ρ 6= ρc and of the
percolation cluster if ρ = ρc . Choose the 5-neighborhood for which ρc = 0.592746. Plot the results
as a function of ρ.
Steps:
1. Generate a realization of a uniform continuous random field ωij ∈ [0, 1[ on a regular square
grid with n2 cells, where ωij are statistically independent random variables with indices i and
j running in 1- and 2-direction, and n is a power of 2, say 4096.
2. Based on the continuous field ω define a raw binary field b∗ρ by letting b∗ρij = 1 if ωij > ρ and
0 otherwise. From this raw field generate the final one by randomly choosing locations ij and
setting them to 0 or 1, respectively, in order to get the desired density ρ exact.
3. For ρ 6= ρc activate a diagonal and relax the field using (6.5).
For ρ 6= ρc randomly choose location ij, activate the cell if its value is 1 and again relax the
field, keeping track of all the cells that become passive in the process. Determine if the so
relaxed domain can be the percolation cluster. If not, restore the original field and try again.
4. Estimate the requested dimensions by box-counting for the phases and by the yardstick
method for the boundary between them using definition (5.6). To generate the required
sequences with ever higher spatial resolution, divide the original n2 -domain into 4 subdomains
by dividing the sides by 2, and iterate until the highest resolution is reached.
6.4 Utopia – Getting Operational
Utopia is a framework for the numerical simulation, exploration, and analysis of complex and
evolving systems. It provides, among several other models, implementations of the BTW sandpile
model, of the two-state forest-fire model, and of the contagious disease model. For the following
exercises, Utopia is used as a blackbox and its inner workings are not of our primary interest. It is
this supplied as a Docker image. The aim here is to get operational with the framework.
1. Download the Docker Desktop from docker.com/products/docker-desktop and install it on
your machine.
2. Following the instructions on hub.docker.com/r/ccees/utopia, pull the Utopia docker image
ccees/utopia:latest and run the container.
3. Open the Utopia documentation available at hermes.iup.uni-heidelberg.de/utopia_doc/
latest/html/ and follow the tutorial to familiarize yourself with the following aspects of the
framework:
(a) run already implemented models SandPile and ForestFire,
(b) configure those model using YAML, a human-readable data-serialization language commonly used for configuration files,
(c) configure plots, and
(d) implement your own plotting function.
Configure and run simulations of a model of your choice using some interesting parameters. Specifically,
1. plot a single simulation run,
2. run and plot a parameter sweep, and
3. design and implement your own plotting function.

6.3 Contact Processes
A suggestion for your own plotting function is a variation of the SandPile model’s mean_slope
plot such that the effect of the seed parameter can be studied. Consult the plotting section of the
Utopia documentation for instructions on how to implement new plotting functions.
6.5 Forest Fire Model (FFM)
Explore forest fires in heterogeneous environment (rocks) and ways to prevent large fires. Specifically
consider the following cases:
1. The environment consist of randomly distributed rocky patches (cells) with density ρr . (If
these patches are regular, they may also correspond to fire lanes.)
2. Active fire management: Occasionally set fires at sites with local densities α1 ρc < ρ < α2 ρc ,
where α1 < α2 < 1, where “local” is defined as the nn- or nnn-neighborhood.
3. A mixed forest with some more fire-resistant trees: Study the role of (random) immunity g.
For all cases
• look at the dynamics by plotting some spatial distributions after selected times (a movie may
be helpful)
• compare time series of the density ρ(t) with that for the uniform base situation, specifically
plot the asymptotic mean density and its variance as a function of the pertinent parameter(s)
6.6 Contagious Disease Model (CDM)
Explore the propagation of contagious diseases in heterogeneous environments and the role of
immunizations. Look at the following cases:
• Let the environment consist of randomly distributed rocky patches (cells) with density ρr .
• Study the role of (random) immunity g.
For understanding and analysis do as for the FFM. Discuss the differences.
6.7 Threshold of a Contagious Disease
A contagious disease is eventually self-maintaining, hence needs no further external infections.
Study this in a square domain with side length n, e.g., with n = 1024, by inserting N infections
and observe their possible dying out or propagation.
As initial state choose a uniform domain with density ρ0 . What is the impact of ρ0 , i.e., how to
choose the value? Think of the different modes for inserting these infections:
• initial condition: infect N randomly selected occupied sites,
• deterministic sequence: infect N randomly selected occupied sites at time intervals ∆t,
• fully probabilistic: choose a rate f of infection and a duration ∆t of infectious time such that
N = ρ0 n2 f ∆t, and think about the role of f .
To do:
1. What do you expect for the possible asymptotic values of ρ? (No simulation needed.)
2. Plot ρ(t) for different choices of parameters.
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Patterns are coherent structures in space, in time, or in both, where “coherent” refers to some
regularity across extended domains. They are omnipresent in nature [Ball 1999] and easily
observable in our environment (Section 5.1.2). We may roughly group them into two classes:
(i) Externally determined patterns depend in detail on a highly structured external forcing.
In the extreme case, there is a one-to-one relation between the pattern and the external
process that creates it. Examples include patterns that grew under fluctuating conditions, for
instance tree rings and layers in glaciers or in other sedimentary deposits. They also include
the patterns of agricultural fields in a plain, of cities, of a page in book, or of a computer
chip. This class of phenomena results from fine-tuning, often a highly sophisticated one,
and thus does not belong to the class of complex systems. (ii) Self-organized patterns are a
manifestation of systems that are non-linear in an essential way. They transform some rather
unspecific external flow into an internal organization that is largely independent of the details
of the forcing. A few examples from our physical environment are given in Section 5.1.2 and
Section 6.3.5 also demonstrates how they emerge in discrete complex systems.
Self-organized patterns are a hallmark of complex systems that contain at least two
counteracting processes that operate on different spatial or temporal scales. We choose
to study them in continuous complex systems. The underlying processes are invariably
nonlinear and typically described by partial differential equations. In this chapter, we will
only consider the most simple pattern-forming systems, (i) the heuristic Swift-Hohenberg
model that was explicitly constructed to produce and study patterns and (ii) the reactiondiffusion model, which represents a large class of processes in our physical and sociocultural
environment.

7.1
Self-Organized Patterns
The spontaneous formation of structures out of a uniform state was a conceptual enigma for
a long time. The issue was only resolved by Rayleigh [1916] for flow processes and by Turing
[1952] for transport and reaction processes in chemical and biological systems.
Patterns invariably signal a system that is away from its static equilibrium, driven by
the flow of some quantity like energy, momentum, mass, information, or money through the
system. This driving flow need not be structured and can even be uniform in space and
constant in time. The most important such driver for our physical environment at large is
the radiative flux from the Sun. We notice that this flux is structured both in space and time
for most environmental systems, in space for instance through variations in the exposition, in
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time through Earth’s rotation. For many self-organizing patterns in our environment, these
structures in the forcing are far away from those in the resulting patterns, however.
While patterns that are dynamically sustained by some flux are typical for dynamic
environments, there are many phenomena where the system is in a metastable locked state
long after the pattern-forming processes have ceased. As we already encountered with the
study of sand piles, such metastable states are quite common in complex systems and are
linked to the aspect of thresholds that are at the base of self-organization. Examples of such
metastable or even completely frozen states include solidified and subsequently cracked lava
flows, soil patterns that are remnants of structures formed by ice-wedges during the last ice
age, but also the furs of many animals.

7.1.1
Origin of Dynamic Patterns
Environments that may give rise to dynamic patterns include flowing fluids, which are described by the Navier-Stokes equation, and multicomponent transport and reaction systems,
which lead to convection-dispersion equations together with sets of algebraic equations.
The general behavior of such nonlinear systems can often be expressed in terms of some
dimensionless quantity µ and its critical value µc , or by sets of such parameters. The
Reynolds number Re and the Rayleigh number Ra are examples for fluid flow and for heat
transport, respectively.
For µ < µc , the system is in a uniform state, which may be characterized by spatially
uniform or layered fields of quantities like density, temperature, or velocity. As µ grows
beyond µc , this uniform state becomes unstable. We already studied this in some detail
for thermal convection in a small, two-dimensional, vertical domain that admitted just a
single circulation cell (Section 4.2). Now, the focus is on a horizontally extended setting
that admits a large number of cells. With µ growing beyond µc , we thus expect such cells
to first emerge with some critical wave vector kc and corresponding angular frequency ωc .
The reason for the instability still is that convection transports the driving quantity more
efficiently than the corresponding uniform state. The reason for the periodicity is the fact
that there exists some optimal geometric configuration between friction-limited thin and high
cells on the one hand and wide and rather inefficient cells on the other. Once initiated, the
periodic structures will rapidly saturate in the sense that their amplitude will quickly adjust
such that the surplus flow beyond the critical point can be maintained without affecting the
structures’ geometry. Their amplitude can be expected to be described by f (µ − µc ), where
f is some monotonic, ideally also homogeneous function, often [µ − µc ]α , where α is the
corresponding critical exponent.
Looking in more detail into the drivers behind dynamic patterns, we find a number of
mechanisms. The typical one for flow systems is the antagony between some conservation
law and some constraint as exemplified by the Rayleigh-Bénard convection where buoyancy
would lift the entire fluid mass that is heated from below but cannot do so because the
constraining walls prevent this [Cross and Hohenberg 1993]. The typical mechanism for
transport systems are competing interactions where some short-range activation is opposed
by some long-range inhibition. As an example we will consider two reactants in Section 7.3
below. They diffuse with different rates and thereby give rise to a Turing instability. Other
mechanisms, which require a modulated forcing however, include parametric resonances or
other noise-induced transitions like the random switching between uniform states [Borgogno
et al. 2009].
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7.1.2
Representation of Patterns and their Dynamics
We focus on spatial patterns and their development in time. Let u(x, t) be the quantity
of interest, for instance a velocity component, temperature, or concentration. The uniform
stationary state is thus described by the constant field u(x, t) = u0 . As the critical point is
crossed, some spatial and/or temporal variation will emerge. In an unbounded and uniform
medium, and with the system’s state driven across the critical value µc sufficiently slowly,
we expect spatial Fourier modes to be a convenient tool for describing the processes.
Fourier Decomposition Fourier modes, the functions exp(ik · x) with wave vector k, form
an orthogonal basis for the Schwartz space S, the space of infinitely differentiable functions
f (x) that decrease rapidly together with all their derivatives as |x| → ∞. Functions that
faithfully describe environmental state variables belong to this space. Hence, the spatial
function u(x) may be written as
Z
u(x) =
u
e(k) exp(ik · x) dk ,
(7.1)
Ω

where u
e(k) is the amplitude, in general a complex number, of the Fourier mode exp(ik · x)
in the function u(x), and Ω is the domain of all wave vectors. In d dimensions, we typically
have Ω = Rd with u
e(k) as the Fourier transform of u(x), its spectrum, and (7.1) as the
corresponding Fourier decomposition.
With (7.1) we may describe the temporal development of the spectrum u
e(k) instead of
the one of u(x). While the two are formally equivalent, the spectrum is much simpler for
the transition state, which can be expected to emerge at some critical value kc .
The focus in this chapter will be on spatial patterns for which (7.1) is convenient. The
analogous also can be used for time, by replacing exp(ik · x) with exp(iωt).

Local Stability Transitions between a uniform stationary state and a structured state
may be represented as bifurcations that are associated with some control parameter µ. As
a system’s state is pushed from the uniform regime towards the transition at µc and across
it through external forcing, we expect the pattern to emerge with characteristic spatial
and/or temporal frequencies, kc and ωc . If they exist, they define the critical length and
time,
2π
2π b
k and τc =
,
(7.2)
λc =
kc
ωc

where b
 denotes the unit vector. These scales are related to the reach of the activating and
inhibiting processes, the simultaneous action of which leads to the formation of the pattern.
Individually, none of these processes would lead to a pattern.
In analogy to Section 2.3.3, we describe the stability of some state u(x) by the initial
development of some small fluctuations. With the focus on the transition at µc we assume
the macroscopic uniform state as u(x) = 0 and ask for u̇ in the linear approximation. As a
physical backdrop, we assume this macroscopic state to actually consist of a wide spectrum
of microscopic states as it is for instance the case for thermal fluctuations. Let u
e(k) be the
spectrum of these fluctuations and consider their development in time. Following (2.25),
we would then first gain the Jacobian matrix from the underlying process at the state of
interest – for instance from (4.35) for Rayleigh-Bénard circulation with given values of Ra
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Figure 7.1.
Growth function αk for the three types of instabilities for ε < 0 (dashed), ε = 0
(solid), and ε > 0 (dashed-dotted).

and Pr –, determine the eigenvalues σ = α + iβ of the matrix for each of the Fourier modes,
and write


u(k)
ė
= α(k) − iω(k) u
e(k) ,
ω(k) = −β(k) ,
(7.3)

where we assumed an isotropic medium, which then leads to eigenvalues that only depend
on the magnitude k = |k|. Waves propagate in k-direction with the choice ω = −β.
Integrating (7.3), and using the shorthand αk := α(k) and ωk := ω(k), leads to


u
e(k, t) = u
e(k, 0) exp αk t exp −iωk t
(7.4)
and, inserting into (7.1) and rearranging, further to
Z

u(x, t) =
u
e(k, 0) exp(αk t) exp i[k · x − ωk t] dk .
Ω

(7.5)


We recognize that exp i[k · x − ωk t] is a plane wave with wave vector k and angular
frequency ω. It travels with velocity c = ω/k into the direction of k. Its amplitude develops
with exp(αk t) from the initial amplitude u
e(k, 0). Apparently, the fluctuation with wave
vector k decays if Re(σk ) = αk < 0. We call αk the growth function.
In addition to k, the growth function αk also depends on the system parameter µ. Since
we here are interested in the behavior near µc , we introduce the dimensionless control
parameter
µ − µc
,
(7.6)
ε=
µc
which vanishes at the critical point. This turns the growth function into αk (ε). Again, we
often suppress this argument for better readability.
Notice that (7.5) is only useful near the onset of an instability, i.e., for ε small and also αk t
small, such that the system’s dynamics is approximately linear, the principle of superposition
thus applicable.
Classification of Instabilities With a focus on spatial patterns we classify instabilities
according to (i) the value kc at which the system first loses stability and (ii) the corresponding value of ωc . We distinguish three types, I. . . III (Figure 7.1), each with two
subtypes, monotonic and oscillatory with respective subscripts m and o. In the literature,
the monotonic subtype is also called “stationary” and then gets the subscript s.
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Type I


1
ε − ξ 2 [k − kc ]2
(7.7)
τ
This is the main type of a pattern forming instability. As ε grows positive, the Fourier mode
with k = kc 6= 0 becomes unstable and spatial structures with wavelength 2π/kc emerge
√ out
of the uniform state. As ε grows further, the range of unstable modes grows with ε/ξ.
The parameter τ is a time-scale of the instability.
αkI (ε) =

Type II


ξ2 2
k ε − 12 ξ 2 k 2
(7.8)
τ
This is the pattern forming instability that is often found with quantities u that are conserved. For them, the uniform state k = 0 is neutrally stable for all values of ε, reflecting
that uniformly adding quantity u just shifts the state and leaves it there. Fluctuations with
k 6= 0 are damped away exponentially
below the critical point, i.e., for ε < 0. √
For ε > 0,
√
modes are unstable for k ∈]0, 2ε/ξ[, with the maximum growth rate for k = ε/ξ. The
factor 21 was introduced for comparability with the type I behavior. As an aside, notice that
ξ 2 /τ has the dimension of a diffusion coefficient.
αkII (ε) =

Type III


1
ε − ξ 2 k2
(7.9)
τ
This is the special case of type I for kc = 0, an instability where in first order no spatial
patterns emerge but where the uniform state either drifts away monotonically (IIIm ) or
oscillates (IIIo ). Patterns may still form at higher orders, however.
αkIII (ε) =

Behavior near Critical Point As always, a linear analysis is only useful near a continuous
critical point, i.e., with a saddle node or a supercritical bifurcation. It is in general not
applicable with a subcritical bifurcation where the state variables change discontinuously
and transitions are often hysteretic. When applicable, however, we notice that for small
values of ε every growth function αk can be locally approximated by one of the above
types. Hence, after appropriate scaling, all transitions between a uniform and a structured
state look initially identical, independent of the underlying processes and their details.
Only if the system is driven farther from its critical point, which often occurs naturally
as time progresses, this need no longer be true. Then, nonlinear phenomena like patterncoarsening occur that depend on the degree of nonlinearity, which in turn depends on process
details.

7.1.3
Initial Conditions, Boundary Conditions, and External Forcing
We assumed an unbounded uniform domain and a slow and uniform crossing of the critical
point. Only then do the narrow-range Fourier modes emerge. Environmental systems are
more complicated, however. They are typically bounded by some non-trivial shape, exhibit
an at least mild heterogeneity, and are usually noisy, sometimes even driven by strongly
fluctuating forces. All these aspects lead to the selection of an often small subset of modes
that are feasible in the unbounded, slowly driven, and uniform medium. This subset becomes
accessible when the critical point has been sufficiently transgressed, ε > 0, such that the
correspondingly wider interval of modes gets amplified (left frame of Figure 7.1). We look
at some instance of complications in the following.
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Periodicity At the transition from the uniform into a patterned state, at ε = 0, a type I
instability in a uniform and unbounded domain produces a periodic pattern of parallel lines
separated by λc . Consider the same situation in a square domain with side length `, with
prescribed values of u on two opposing sides, e.g., u = 0, which corresponds to a Dirichlet
boundary, and with vanishing gradients on the other two so-called Neumann boundaries.
If ` is an integer multiple of λc , lines with wavelength λc will emerge parallel to the Dirichlet
boundary upon transgressing ε = 0.
If `/λc is not an integer number, such parallel lines will still emerge, but with a different
wavelength and at a larger value of ε. For other conditions – non-constant Dirichlet
boundary, non-vanishing Neumann boundary, more complicated shape of the domain, or
non-uniform domain – some pattern will still emerge, but this will be no longer parallel lines
and ε will have to be still larger to allow for the required broader range of modes.
Heterogeneity and Rapid Transitions The critical properties µc and λc are determined
by properties of the domain, for instance densities, conductivities, or diffusion and reaction
coefficients. If these properties vary in space, so do µc and λc . In addition to the necessity
to fit the pattern into the domain, a further complication arises in that at different locations
the transition from the uniform to the patterned state will occur at different values of µ.
As µ increases, patches of patterns will thus emerge and they will be quite independent
of each other. They will expand with further increasing µ until the entire domain is
eventually patterned. Depending on the formation process and on the range of parameters,
the individual patches are still deformable as they merge, which then leads to a macroscopic
reorganization of the entire field, or they may already be in rather stable state, which leads
to discordant patterns at their interface and so-called “frustrated patterns”. For processes
for which a potential exists – for example (7.21) below for the Swift-Hohenberg model –
such configurations represent local minima of the (high-dimensional) potential that are far
from the global minimum, however.
A similar situation also arises in uniform domains with an initial noisy state that is
pushed very rapidly across the critical threshold µc . Fluctuations of the noise then lead
to the simultaneous emergence of patterns at different locations. Their amplitude grows
rapidly and they expand in space. Depending on the relative speed of these two processes
– one approaching the saturation of the process’ nonlinearity, the other one reaching the
limit of the domain – this will produce a late macroscopic reorganization of the entire field
of frustrated patterns.
Periodic Domains A partial remediation against the effects of boundaries is to remove
them by invoking a periodic domain. Some of their aspects still remain effective, however.
Specifically, the largest structure that can be represented is still determined by the domain’s
extent. Similarly, periodic structures only fit if the domain size is an integer multiple of the
wavelength.
The two classes of domains – bounded or periodic – are used with different foci, the
first one primarily for studying interactions between the dynamics of the system and the
particular boundary, the second one for exploring the dynamics per se.
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7.2
Swift-Hohenberg Model
The Swift-Hohenberg model was originally constructed to study the influence of thermal
fluctuations on hydrodynamic bifurcations and in particular the link to the thermodynamics of phase transitions [Swift and Hohenberg 1977; Hohenberg and Halperin 1977]. It
indeed reproduces some of the characteristics of Rayleigh-Bénard convection and of similar
processes. Today, it is used in a much larger field, primarily as a generic model for studying
the formation and temporal dynamics of patterns for different domains and forcings. We
just touch the surface in the following but broader expositions are offered by Cross and
Greenside [2009], Hilali et al. [1995], and Lloyd et al. [2008].

7.2.1
Heuristic Model Construction
For imagination, consider a horizontal plane through Rayleigh-Bénard convection in a horizontally domain that is much larger than the critical wavelength λc . Let the scalar quantity
u(x, t) represent the fluctuation of the vertical velocity vz0 or of the temperature T 0 within
this plane. The two are closely related because hvz0 T 0 i is the convective heat flux.
Experimental evidence teaches us that a Rayleigh-Bénard process has a type Im instability
and is inherently isotropic, with anisotropy possibly entering later through boundary conditions. With this we use (7.7) for the growth function and slightly reformulate it as
αk = ν − D[k − kc ]2 ,

(7.10)

where the control parameter ν may be written as [r − 1]/tc with the relative Rayleigh
number r already introduced with (4.42) for the L63 system, and tc the time-scale of the
instability. The parameter D, with units of a diffusion coefficient, describes the increase of
the interval with unstable modes as ν grows positive.
With a focus on the onset of convection, we consider a single Fourier mode. For a type
Im instability, where ω = 0, it may be written as
uk (x, t) = exp(αk t) exp(ik · x) .

(7.11)

Notice that for this mode


u̇ = αk u = ν − D[k − kc ]2 u

and

∇2 u = −k 2 u .

(7.12)

While (7.12)1 already looks like a development equation, it does not describe the role of
the spatial structure of u(x) in its temporal change u̇. Apparently, (7.12)2 opens such a
possibility. However, just formally incorporating it leads to the awkward expression u̇ =

√
2 
ν −D −∇2 −kc u. To ameliorate this, we modify (7.10) such that (i) its form is retained
√
near kc and (ii) it leads to an operator that is more manageable than −∇2 . To this end
we follow Cross and Hohenberg [1993] and use (Figure 7.2)
αk = ν − D

h k + k i2 
2
2
D 
c
k − kc = ν − 2 k 2 − kc2 .
2k
4kc
| {zc }

≈1 for k≈kc

(7.13)
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αk
kc

Figure 7.2.
Type I growth function (7.10) (black) for different values of
control parameter ν and its approximation (7.13) (red) as used
for the Swift-Hohenberg model.

k

ν>0
ν=0
ν<0

Introducing the dimensionless wave vector κ and absorbing the resulting constant into the
dimensionless time τ then leads for (7.12)1 to
u̇ = µu − [κ2 − 1]2 u ,
with
κ :=

k
,
kc

ξ := kc x ,

τ :=

Dkc2
t,
4

(7.14)
and µ =

4
ν.
Dkc2

(7.15)

At this point we may now use (7.12)2 and write, for the single Fourier mode (7.11),
u̇ = µu − [∇2 + 1]2 u ,

(7.16)

where [∇2 + 1]2 is the so-called bi-harmonic operator. Recall that this equation is only valid
for this one mode and near the bifurcation point with µ = 0 and κ = 1. The key construction
step for the Swift-Hohenberg model is to postulate (7.16) as the model’s general development
equation, which is a linear partial differential equation with constant parameter µ.
With (7.16) and µ < 0, the Fourier modes (7.11) decay in time for all values of k.
For µ > 0, some of them grow exponentially, however. In physical systems, the resulting
blow-up will be suppressed by some nonlinear terms that become dominant as |u| increases.
For many physical systems, the dissipation term is invariant under the parity transform
u ↔ −u. Choosing −u3 as the lowest order nonlinear stabilizing term finally leads to the
classical Swift-Hohenberg equation
u̇ = µu − u3 − [∇2 + 1]2 u .

(7.17)

Qualitative Phenomenology
To recognize the working of (7.17), it is useful to separate
it into an amplitude and a spatial part,
u̇ampl = u[µ − u2 ]

and u̇sp = −[∇2 + 1]2 u ,

(7.18)

with u̇ = u̇ampl + u̇sp .
The amplitude part (7.18)1 apparently is a supercritical pitchfork bifurcation as intro√
duced with (2.51). Its stable fixpoints are ± µ. The amplitude is thus determined by
control parameter µ and by the chosen nonlinearity (Figure 7.3). For µ < 0, uampl decays
at least exponentially since u̇ampl and uampl then always have different signs. This decay
√
is faster for larger |uampl |. For µ > 0, amplitudes with 0 < |u| < µ grow, while large
√
amplitudes |u| > µ continue to decay. Hence, in the unstable range, fluctuations of u tend
√
to grow to a maximal amplitude of µ.
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u̇ampl

−1
0

1

1

1

−1

u

−1

ακsp

1

h µ i 23
−2
3

Figure 7.3.
Amplitude part u̇ampl = µu − u3 of the classical Swift-Hohenberg
equation (7.17) for µ ∈ {−1, 0, 1}. The symbols indicate the stable
and unstable fixpoints for µ = 1.

κ
Figure 7.4.
Growth factor ακsp of the spectral component with dimensionless wave number κ of the spatial part usp for the
isotropic Swift-Hohenberg equation (7.17). The dashed line
indicates range of modes for which the growth due to the
amplitude component can compensate the the decay due
to the spatial component.

−1

The spatial part of (7.17) is best studied in Fourier space. There, (7.18)2 becomes
sp

which leads to

u
ė

= −[κ2 − 1]2 u
e,

u
esp (κ, τ ) ∝ exp(ακsp τ ) ,

ακsp = −[κ2 − 1]2

(7.19)
(7.20)

where ακsp is the growth factor of the spatial part (Figure 7.4). It reveals that all spatial
modes decay exponentially, except for the critical one with κc = 1, whose amplitude in usp
remains constant. Specifically, large structures with |κ|  1 vanish on time scale 1, small
structures with |κ|  1 on even smaller ones. Hence, we choose τ sp = 1 as a time scale for
the selection of spatial features.
Summarizing our qualitative understanding, for µ > 0 fluctuations of u grow to a typical
√
amplitude µ while their wave numbers are selected towards κc . Indeed, with u̇ = u̇ampl +
u̇sp , the growth due to the amplitude component can compensate the decay due to the
spatial component within a certain range of κ. This is determined the maximum
of u̇ampl ,
q
√ µ
µ 3/2
which is found as 2[ 3 ] . It leads to the range κ ∈ [κ− , κ+ ] with κ± = 1 ± 2[ 3 ]3/4 for
Fourier modes that are amplified.
Variational Formulation It can be shown that a potential V (u) exists such that V (u(x, t))
decreases monotonically as the state develops. The original formulation indeed started out
from this potential [Swift and Hohenberg 1977], which is
V (u) = −

Z h
2 1 i
1 2 1 2
µu − [∇ + 1]u − u4 dA ,
2
4
Ω 2

(7.21)
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where Ω with areal element A is the domain of interest. To ascertain the claim, calculate
the temporal rate of change of V by taking the derivative of the integrand of (7.21) with
respect to time and recognize that it equals (7.17) multiplied by u̇. Hence,
Z
∂t V = − [u̇]2 dA ,
(7.22)
Ω

which demonstrates that V decreases monotonically as u(x, t) develops in time. The SwiftHohenberg model thus describes the relaxation of some excited state.
As already in Section 2.2.2, having a potential for the development of u(x, t) evokes
the imagination of a mass that slides down the mountain range V in a steepest descent,
with friction so high that acceleration is negligible. It will come to a halt eventually, at
a minimum that may or may not be the global minimum of V . Notice that in contrast
to the typical potential V (x) encountered in classical physics, the potential here exists
in a high-dimensional space – the space in which the function u(x) is represented – with
correspondingly intricate and diverse paths between states.
Generalized Swift-Hohenberg Equation
An extension of the formulation (7.17) is the
introduction of a quadratic growth term ηu2 that leads to
u̇ = µu + ηu2 − u3 − [∇2 + 1]2 u ,

(7.23)

which is referred to as the generalized Swift-Hohenberg equation. In the context of RayleighBénard circulation, the additional term represents the temperature dependence of viscosity
[Hilali et al. 1995]. For η = 0, the state with the lowest potential is a set of parallel lines
with distance λc . Increasing η shifts the state towards a regular hexagonal arrangement of
cells [Lloyd et al. 2008].
Another extension is the choice of the nonlinearity, for instance replacing −u3 by −u5 or
by some higher odd power. Whatever the detailed functional shape, the function must be
odd in order to limit the system.
Caveat
The Swift-Hohenberg equation (7.17) is a first-order perturbation approximation
for the Rayleigh-Bénard class of processes. As such it produces some of the phenomena that
are also observed in various physical systems. However, as an essentially linear approximation it is only able to correctly describe the onset of patterns for small values
√ of the control
parameter µ. Crucial issues are the replacement of the nonlinear operator [ −∇2 − kc ]2 in
(7.13) with the linear operator [∇2 + 1]2 in (7.1) and the choice of −u3 for the nonlinear
stabilization term. Other choices have been used and have been shown to produce different
patterns. The qualitatively most important deviation from reality is that patterns in physical
Rayleigh-Bénard systems tend to develop in time, in particular if they are strongly driven,
corresponding to large values of µ. This was one of the topics studied with the L63 system
in Section 4.2, which neglected the spatial organization and dynamics, however. In contrast,
the Swift-Hohenberg model reaches a stationary state due to its potential dynamics. The
two approaches thus offer complementary simplified perspectives on the Rayleigh-Bénard
class of processes.

7.2.2
Numerical Simulations
We consider the classical Swift-Hohenberg model (7.17). In contrast to the development
equations considered in previous chapters, where the right-hand side was some simple
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function, (7.17) now contains a differential operator. This turns the formulation into a partial
differential equation, which is much more difficult to solve. However, the situation can be
salvaged by transiting into Fourier space, which we will exploit in the following.
Algorithm Applying the Fourier transform F to (7.17) leads to
f3 ,
u
ė = µe
u − [κ2 − 1]2 u
e−u

(7.24)

u
ei+1 = u
ei + ∆t u
ėi+1 ,

(7.25)

where u
e = Fu and we used that F is a linear operator.
Discretization in Time With (7.24) we now have an ODE, in Fourier space, for which we
formulate an implicit Euler-step as
where u
ei is the value of u
e at time ti and ∆t is the time step. This formulation is implicit
because the derivative u
ė is evaluated at the future time ti+1 . This is numerically more
stable than the explicit formulation that would evaluate u
e at ti . Next, insert (7.24) to arrive
at
h
i

f3 i+1 .
ei+1 − u
u
ei+1 = u
ei + ∆t µ − [κ2 − 1]2 u
(7.26)

f3 i+1 , the Fourier transform of u3 , which we
An easy solution is prevented by the term u
cannot express in terms of u
ei+1 . To resolve the issue, we evaluate it at time ti , at the cost
of thereby breaking the fully implicit formulation and loosing stability for late times with
their typically very strong gradients. This, and some rearranging, finally leads to
h



i−1
f3 i ,
u
ei+1 = γ u
ei − ∆t u
γ = 1 − ∆t µ − [κ2 − 1]2
.
(7.27)

Discretization in Space Consider a two-dimensional quadratic domain with side length `
and discretize it into a regular grid with grid constant ∆ξ. This leads to n2` nodes with
`
n` = ∆ξ
+ 1. In Fourier space, this corresponds to a grid constant ∆κ = 2π
` , again with
2
n` nodes. With this, (7.27) translates into a propagator for the Fourier modes u
emn =
exp(i[m∆κ ξ1 + n∆κ ξ2 ]), where (ξ1 , ξ2 ) are the coordinates in the physical domain. Notice
that (7.27) is formulated for a single mode while operationally all modes are propagated
simultaneously as the Fourier transform operates on the entire field u.
Propagator The propagator consists of two parts, (i) the linear one with γmn described
f3 i . Notice that with
by (7.27)2 with κ2mn = [m2 + n2 ]∆κ2 and (ii) the nonlinear term u
a constant time step ∆t, γmn is constant in time, hence need not be updated during the
iteration. The second term is more difficult since the nonlinearity cannot be evaluated in
Fourier space. It is thus transformed into real space, evaluated, and transformed back,


f3 = F [F −1 u
i.e., u
e]3 . This same procedure is also used for more complicated nonlinearities
as for instance in (7.23). Employing two Fourier transforms per time step is feasible also for
large domains with the fast Fourier transform (FFT). It is most efficient on grids for which
n` is a power of 2.
Notice in passing that with just the linear part, u
emn;i+1 = γe
umn;i , the development of u
at different nodes is decoupled. This manifests that linear processes cannot introduce new
scales, here a transfer of the quantity described by u from mode mn to some other mode.
This changes with the appearance of a nonlinear term.
 While3 this may not be immediately
apparent from (7.27), it is brought in by the term F [F −1 u
e] , which links different modes
with each other.
Finally, the formulation in Fourier space lends itself naturally to periodic boundary
conditions, which we will employ in the following.
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τ =0

τ =1

τ = 100

Figure 7.5.
Development of solution of the Swift-Hohenberg equation (7.17) with µ = 0.01 for
a random initial condition and periodic boundary conditions over short times τ . The dimensionless
spatial extent is 32 with the domain discretized as a 2562 regular grid. Dimensionless time τ
between the frames increases because the development slows down. Upper: Amplitudes u(ξ, τ ).
The maximum decreases with time. For the three frames it is 1, 0.51, and 0.18. The contour
levels are adjusted accordingly. Blueish and reddish colors represent negative and positive values,
respectively. Lower: Power spectrum u
e∗ (κ, τ )u
e(κ, τ ) with linear scaling from 0 to the maximum.
The dotted line represents the asymptotic shape expected from Figure 7.4.

Development with Small Growth Rate We consider a square domain with dimensionless
extent ` ∈ N+ . The state with minimal potential consists of a bundle of parallel stripes separated by approximately λc and oriented such that it conforms to the boundary conditions.
Since periodic boundaries are used, the optimal bundle can deviate from the horizontal or
vertical orientation to thereby realize the separation distance λc exactly. Initializing the
system near to this state indeed leads to a rapid convergence. This results from the strong
damping of deviating Fourier modes (Figure 7.4).
Initializing the system state far from the minimum potential leads to a long path in state
space that may or may not end at the globally minimal potential. Key to the development
is the time scale µ−1 on which the patterns grows. For illustration, we choose ` = 32
and uncorrelated uniform random noise as initial state, which leads to the widest possible
distribution of initial Fourier modes. Such a state is apparently far away from the singlefrequency optimum. To allow for a slow growth of the pattern, we choose µ = 0.01.

Short Times The random initial pattern relaxes rapidly. Already by time τ = 1, patches
emerge whose sizes and separation distances are about the same (Figure 7.5). This is mainly
a selection process on the initial distribution of Fourier modes, most strongly on those with
κ very different from 1, which are damped strongly. Modes with κ ≈ 1 are damped only
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weakly, or they even grow. However, with τ  µ−1 = 100 the effect of the growth is still
negligible and the maximum amplitude decays rapidly.
The early patches tend to expand in the direction of their maximum elongation and to
thereby orient themselves parallel to neighboring elongated patches. By τ = 100, this leads
to the appearance of string-like arrangements of short positive and negative patches that
are oriented locally parallel to each other but globally apparently randomly.
The power spectrum of u(ξ, τ ) offers a more condensed perspective on the development
with the focus on structures, their size and orientation (bottom row of Figure 7.5). It
confirms that the initial distribution is quite structureless with small and large features
present in the same proportion and in all orientations. It further illustrates how structures
with wavevectors κ whose magnitude differs significantly from 1 (dotted line) are strongly
suppressed already by time τ = 1. Recalling (7.20), τ sp = 1 has indeed been defined as the
characteristic time for the selection of spatial features. Finally, by τ = 100, deviating structure elements have all but vanished and the spectrum has developed into a highly localized
function around |κ| = 1 that also corroborates the isotropy of the structures.
Long Times
For times τ > µ−1 , amplitude growth becomes an important process besides
the selection of Fourier modes. Hence, modes that pass the spatial filter grow slowly, with
time scale µ−1 = 100, towards saturation, while the growth in other domains is suppressed
rapidly, on time scale 1. It is this joint action that forms the eventual pattern with the ratio
of the time scales determining the temporal progress and path of development.
By τ = 100, the amplitudes in many of the patches already reached their maximum, stabilized by the counteraction of the growth term µu and the nonlinear term −u3 (Figure 7.6).
By τ = 500, first bundles of parallel stripes have formed. They continue to expand, both in
their local longitudinal and lateral directions. This eventually leads to the interference with
other bundles and a very slow local reorganization that is accomplished by the spatial term
−[∇2 + 1]2 u. Such reorganization obviously entails the dissolution of one bundle and the
expansion of another. It proceeds through the formation of “checkerboards”, instabilities
along stripes that lead to patches with alternating signs and separated by about 12 . This
processes becomes ever slower as the structures that have to be reorganized increase. In
fact, even by τ = 6000 the pattern is quite a bit from its optimal configuration, which is
a bundle of parallel stripes. Locally, however, the organization is almost perfect with the
bundles parallel and at the correct distance.
The power spectrum of u shows that spatial features are narrowly limited to κ = 1, as is
expected with the spatial operation some two orders of magnitude faster than the uniform
growth of amplitudes. It also reflects the eventual loss of isotropy.
Development with Large Growth Rate
The part of the potential V that stems from
the spatial structure, [[∇2 + 1]u]2 in (7.21), does not depend on µ. Hence, the pattern
of parallel stripes remains the global minimum also for large values of µ. However, for
strong nonlinearities, this optimal configuration is no more reached, not even approached,
as Figure 7.7 illustrates for µ = 0.3. The reason for this is that the time scales of the
two formative processes – uniform growth and size-dependent suppression – are now much
closer to each other. Hence, small fluctuations rapidly lead to localized pockets of stripes of
arbitrary orientation. They are furthermore much stronger – nonlinear stabilization limits
√
|u| to about µ – and thus effectively block each other after a rather short time, forming socalled “frustrated patterns”. These dissolve, if at all, on time scales that are very much longer
than those of their formation. While the local shape of these patterns is still determined
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τ = 500

τ = 1500

τ = 6000

Figure 7.6.
Continuation of Figure 7.5 for longer times. The contour levels are the same for all
three frames and span ±0.14.

by the spatial operator, hence wavenumbers will be near κ = 1, the large-scale appearance
depends on details of the initial state.
Compared to the case with µ = 0.01, the power spectrum of u now is considerably wider.
This is a consequence of the shorter time scale for the amplitude growth. It compensates
the suppression by the growth factor ακsp (Figure 7.4) for a wider range of κ around 1 and
allows their growth.
Macroscopically Structured Initial State Starting a pattern-forming system from a structured initial state can have a long-lasting effect, particularly in systems with short characteristic growth times µ−1 . From an application perspective, such structured initial states often
result from some engineering action on an environmental system. Examples range from the
disinfection of microbial environments to agricultural operations in semi-arid regions.
We choose an initial state that is at odds with the optimal state of bundles of parallel
stripes by starting from some large circular structure Figure 7.8. The interior of this
structure consists of the same random distribution considered above, the noise amplitude
in the exterior is reduced by a factor of 100. To allow a sufficient development path
before the fixation of the pattern sets in, let µ = 0.1, hence the characteristic time for
organizing the Fourier modes is an order of magnitude shorter than that for the growth of
the amplitude.
The development in the interior of the disk is very similar to that encountered in the
initially uniform states above. Indeed, by τ = 3 only features with k ≈ 1 remain, except for
the still existing shadow of the macroscopic structure that would still dominate the spectrum.
By τ = 59, the organization of the pattern in the interior is practically completed.
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τ = 10

τ = 20

τ = 200

Figure 7.7.
Development of the solution of the Swift-Hohenberg equation (7.17) with µ =
0.3. The other parameters and the initial state are as in Figure 7.5. The dotted line in the power
spectrum again represents κ = 1.

The situation is very different in the exterior. Here, circular waves with wavenumber κ = 1
appear to radiate outwards. Actually, they do not propagate but just induce the formation
of the next ring at the correct distance. Once formed, the structure remains localized in
space. These ring-like periodic structures demonstrate the formative role of macroscopic
shapes, whether they come with the initial state or with boundary conditions.
Resilience of Patterns We start out from a reasonably well-organized state and perturb it
to get an appreciation for the resilience of patterns once they have formed. For illustration,
the simulation shown in Figure 7.8 is continued. At τ = 60, the interior of a disk with
radius 10.1 and offset against the initial disk is reset to a uniform random distribution
(Figure 7.9).
In contrast to the first part of the simulation, for τ < 60, the new macroscopic disturbance
can no longer propagate outward, into the already structured domain. Conversely, the
structures newly emerging in the reset interior prevent the invasion of the patterns from
outside the disk. In particular, the ring-like structures from the prior development do not
fill the gap created by the disturbance even though they continue to propagate outwards
and new such structures also emerge from the second disk.
Finally, we gather from the distribution at τ = 119 that the ring-like features are rather
fragile and are not recreated once they are disturbed. This may happen by either an actual
disturbance as just observed, when the rings encounter some boundary, or, as in this case,
when they start to interact with other rings.
Generalized Swift-Hohenberg Model
We turn to the generalized formulation (7.23) that
introduces the nonlinear local growth term ηu2 in addition to the linear term µu. This
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τ =0

τ =3

τ = 59

Figure 7.8.
Development of Swift-Hohenberg model with µ = 0.1 on a square domain with
spatial dimensionless extent 64 resolved by a 2562 regular grid. The initial state is a uniform
distribution of uncorrelated random values u ∈ [0, 1] in the interior of a disk with radius 20.2 and
some much weaker noise with u ∈ [0, 0.01] outside. For the spectrum (bottom row), a small disk
around κ = 0 was excluded to suppress the strong peak that results from the macroscopic structure.
The dotted line again represents κ = 1. Notice that it is larger than in Figure 7.5 because the ratio
between resolution and extent is smaller, 256
versus 256
.
64
32

term breaks the symmetry between positive and negative values of u in (7.18)1 and leads to
different geometries for the domains with u > 0 and u < 0. With η > 0, cells with positive
values emerge in a background of negative values (Figure 7.10). For η < 0 the situation
would reverse. The cells tend to organize into a regular hexagonal grid, which turns out to
be very robust against disturbances similar to the one used for Figure 7.9.
Finally, we consider an initial state that leads to the formation of stripes, a step across
which u jumps from +1 to −1, with uniform noise with amplitude 0.01 superimposed (Figure
7.11). The flat discontinuity indeed induces strips with κ = 1, which then also propagate
away from it. Farther away from the discontinuity, the initial noise leads to the emergence
of the natural pattern, the hexagonal cells, which eventually stop the fast propagation of
the stripes. On much longer time scales, the stripes are in fact dissolved and transferred
into cells.
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τ = 60

τ = 63

τ = 119

Figure 7.9.
Continuation of the development shown in Figure 7.8, which is disturbed at time
τ = 60 by resetting it in the interior of a disk with radius 10.1, again to some strong random noise
with u ∈ [0, 1].

τ = 10

τ = 20

τ = 300

Figure 7.10.
Development of the generalized Swift-Hohenberg model (7.23) with µ = 0.2 and
η = 1 on a square domain with spatial dimensionless extent 32 resolved by a 2562 regular grid. The
initial state was a random uniform distribution with u ∈ [−1, 1].

7.3
Reaction-Diffusion Model

The Swift-Hohenberg model focussed on generic mechanisms that lead to the formation of
patterns. In contrast, reaction-diffusion models aim to correctly represent a class of physical
processes, the diffusion of some components in some environment and the local reaction
between the components. For simplicity, the environment is usually assumed to be uniform,
isotropic, and at rest. The nature of the process details – the components, their interactions,
the mechanisms of diffusion – can be quite divers.
The context that historically provided the technical terms is a set of chemical components
dissolved in some fluid [Turing 1952]. They are transported by molecular diffusion alone and
interact with each other, thereby transforming one into the other and possibly also forming
new components.
In the meantime, the concept is applied to diverse fields and disciplines [e.g., Kondo
and Miura 2010]. One of them is patterned vegetation, where plant species are transported
through their seeds and they interact with each other through their competition for resources
[Klausmeier 1999; Deblauwe et al. 2008]. Another example are multifaceted sociocultural
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τ =0

τ = 40

τ = 300

Figure 7.11.
Development of the analogous model as in Figure 7.10 but with a different initial
state and with η = −1, illustrating the switch of cells to u < 0. Notice that the upper and the
lower boundary are connected, hence the additional discontinuity of the initial state.

environments that get transported through travelers, whose different capabilities for traveling is represented by different values of the diffusion coefficient, and they interact with
each in multiple ways, from cultural adaptation to destructive wars [Axelrod 1997; Fort and
Méndez 1999; Shennan 2000; Henrich and McElreath 2003].

7.3.1
General Formulation
To be specific, we consider a chemical reaction-diffusion system in a fluid that is uniform,
isothermal, and at rest. We first study a system with a single component, for which we
will find a type IIIm instability, and continue with a two-component system, which already
exhibits the basic characteristics of n-component systems, in particular a type I or type IIIo
instability (Figure 7.1).
One-Component System
Let u be the concentration of the single component that is
produced with rate f (u) and that diffuses isotropically, described by coefficient D. This
yields the development equation
u̇ = f (u) + D∇2 u .

(7.28)

A concentration, in particular a chemical one, is a non-negative quantity. However, we also
admit more general quantities and thus allow u to become negative.
A process is called self-activating if ∂u f (u) > 0. If unchecked this leads to a runaway.
Conversely, a process is self-inhibiting if ∂u f (u) < 0. Notice that (i) for non-monotonic
functions f , the nature of the process depends on u, and (ii) f (u) = a > 0 also leads to a
runaway, a slow one, though.
Local Stability Focussing on pattern formation, we study the stability of a spatially
uniform state u0 (x, t) that is stable per se, hence f (u0 ) = 0. We call this the base
state. The stability is assessed by studying the development of a small, zero-mean perturbation ε(x).
We follow the linear analysis introduced in Section 2.2.1 and first linearize f in (7.28).
With f (u0 ) = 0 we obtain the approximation
ε̇ = aε + D∇2 ε ,

a=

∂f
∂u

.
u0

(7.29)

265

7.3 Reaction-Diffusion Model

We solve this linear partial differential equation with the help of the Fourier transform for the
spatial part and assume for simplicity that the spatial domain is unbounded, with ε vanishing
as |x| → ∞. If the domain were bounded, the Fourier transform would have to be replaced
by a Fourier series into which the appropriate boundary conditions are integrated.
Transforming (7.29) into Fourier space leads to the ordinary differential equation εė =
[a − k 2 D]e
ε, where k is the wave number. This states that the individual Fourier modes are
decoupled, which is a direct consequence of the linear approximation. To be explicit, we
formulate the equation for an arbitrary but fixed mode k, i.e.,
εėk = [a − k 2 D]e
εk ,

which leads to

(7.30)

εek (t) = exp(σk t)e
εk (0) ,

(7.31)

where εek (0) is the amplitude of Fourier mode exp(ik · x) in the initial fluctuation ε(x)
and
σk = a − k 2 D
(7.32)

is the amplification relation, which is also referred to as the dispersion relation. Notice that
this relation is isotropic, hence depends on k not on k, because we assumed diffusion to be
isotropic.
The base state u0 is stable if an initial perturbation ε(x) decays with time. This is the
case if all Fourier modes εe(k, 0) decay. Since σk is real this leads to the requirement σk < 0
for all k, which in turn is satisfied for a < 0 since k 2 and D are both positive quantities.
This represents a self-inhibiting reaction, which is thus seen to be stable against all small
perturbations.
For a > 0, the base state is unstable. Comparing (7.32) with (7.9), we recognize that the
single component reaction-diffusion process is type IIIm unstable. It is monotonic because
σk is real. Hence, this system is most sensitive to uniform perturbations, which apparently
does not lead to patterns, not in the linear approximation at least.
p
a/D
The amplification relation (7.32) shows that high-frequency modes with k >
decay, whereas low-frequency modes grow exponentially with time, with the instability
first occurring for k = 0. This behavior is expected because diffusion is a fast process
at small spatial scales. It disperses fluctuations ε on spatial scale ` = 2π/k on
p time
scale τ = `2 /[2D]. With τ = 1/σ0 = 1/a, this gives the correct form for k > a/D,
up to a constant factor.
Two-Component System
An isotropic two-component reaction-diffusion system is described in analogy to (7.28) by
u̇1 = f1 (u1 , u2 ) + D1 ∇2 u1

u̇2 = f2 (u1 , u2 ) + D2 ∇2 u2 ,

(7.33)

where the production rates fi and the diffusion coefficients Di may differ for the two components. For notational convenience and easy generalization, we aggregate this into
u̇ = f (u) + D∇2 u
with
f (u) =



f1 (u1 , u2 )
f2 (u1 , u2 )



,

and D =

(7.34)


D1
0

0
D2



.

(7.35)
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General Operation The system (7.34) consists of two parts, (i) the reaction or interaction
part u̇r = f (u) and (ii) the transport part u̇t = D∇2 u. With (2.16) and Section 2.3 we
recognize the reaction part as a continuous dynamical system and recall that, under the
premise that f is Lipschitz-continuous, the two-dimensional system may possess fixpoints
and limit cycles, but that it cannot turn chaotic. The transport part on the other hand
carries the system’s state to other locations, hence couples the otherwise isolated dynamical
systems at different locations with each other.
Since the diffusion coefficients Di can be different for different components i and the
components in turn can have activating or inhibiting effects on themselves and others,
the two-component reaction diffusion equation already leads to a rich spectrum of phenomena that includes bulk oscillations, stationary patterns, and traveling waves. With
three and more components the spectrum gets even richer, first because of the increased
dimensions, more importantly because the underlying dynamical system may now contain
chaotic regimes.

Local Stability
We again start from a spatially uniform and stable base state u0 = uu210
0
for which f (u0 ) = 0. Obtaining u0 entails solving a system of ordinary differential equations
– (7.34) with D = 0 –, which in general are coupled and nonlinear. The trivial solution
u = 0 may or may not belong to the solution space.

To study the development of the perturbation ε(x) = εε12 (x)
of the base state u0 ,
(x)
insert u = u0 + ε into (7.34), and linearize f at u0 , using f (u0 ) = 0, to arrive at the
approximation


∂fi
a11 a12
2
.
(7.36)
ε̇ = aε + D∇ ε , a =
, aij =
a21 a22
∂uj u0
In analogy to the single-component system, we introduce the notion that component j
activates component i if aij > 0 and inhibits it if aij < 0. This includes self-activation and
self-inhibition, with the former leading to an autocatalytic process and the latter to saturation. The system’s Jacobian matrix a is known by several names including amplification
matrix and, in population dynamics, community matrix.
Transforming (7.36) into Fourier space, again leads to an ordinary differential equation,
ė
ε, and explicitly for a fixed but arbitrary Fourier mode to
ε = [a − k 2 D]e
ė
εk = Ak e
εk ,

Ak := a − k 2 D ,

(7.37)

with k 2 = k · k. Notice that as a consequence of the linear approximation, the reaction
system only couples Fourier modes with equal wavevectors.
We recognize the analogy between (7.37) and (2.25), hence proceed with the analysis
following Section 2.3.3 and transform (7.37) into the eigenspace of Ak , where it decouples into
a set of independent equations of the form (7.30) for the eigenvectors e
ε0k . Analogous to (2.32),
the eigenvalues of Ak are the roots of the corresponding characteristic polynomial,
det[Ak − σk I] = σk2 − [tr Ak ]σk + det Ak = 0 ,

(7.38)

where tr Ak is the trace of Ak and det Ak its determinant. Hence,
σk± =

1
1p
tr Ak ±
[tr Ak ]2 − 4 det Ak
2
2

(7.39)
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with
tr Ak = a11 + a22 − [D1 + D2 ]k 2

det Ak = [a11 − D1 k 2 ][a22 − D2 k 2 ] − a12 a21 .

(7.40)

The relations σk± are again the amplification relations of the linear approximation (7.36).
Recall that σk± is shorthand for σ ± (k).
Classification of Solutions
Decomposing the eigenvalues σk± in (7.39) into real and imagi±
±
±
nary parts, σk = αk −iωk , we may write the development of Fourier mode k of component j
as
ε(x, t; k) = e
ε0k0 exp(σk± t) exp(ik · x)

= e
ε0k0 exp(αk± t) exp(i[k · x ∓ ωk± t]) ,

(7.41)

where e
ε0k0 is the mode’s amplitude in the original perturbation at t = 0. The prime refers to
the eigenspace of amplification matrix Ak . Notice that for a two-component system, there
are just two eigenvalues, σk± , which can be either both real or conjugate complex.
With (7.41) we can now classify the possible phenomena. We first recall that the above
analysis is linear, hence only applies up to the onset of instabilities at the critical wavenumber
kc and to their initial growth phase. For this situation, α± is negative for all k outside of a
small interval around kc , hence the corresponding modes vanish exponentially fast. Then,
we distinguish three regimes: (i) For kc = 0 and ω 6= 0, bulk oscillations emerge in a Hopf
bifurcation. (ii) For kc 6= 0 and ω = 0, stationary patterns with wavelength 2π
kc will appear
through a so-called Turing instability. (iii) For kc 6= 0 and ω 6= 0, waves traveling with phase
ω
velocity kkcc will set in. All these transitions occur as at least one of α± turns positive. If
±
αk < 0 for all k, then the base state u0 is linearly stable, of course.

7.3.2
Bulk Oscillations
Well-mixed systems may be represented with (7.34) by setting D = 0, which apparently turns
them into ordinary, and typically low-dimensional, dynamical systems. Away from static
equilibrium these systems may give rise to a stable limit cycle through a Hopf bifurcation. In
the terminology of reaction-diffusion systems, this then corresponds to a type IIIo instability
where the wave number kc = 0 is the first to turn unstable with a non-vanishing imaginary
part of the corresponding eigenvalue. This is manifest in a bulk oscillation [Noyes and Field
1974]. Prominent examples are the dynamics of a uniform population [May 1974] or the
class of Belousov-Zhabotinsky reactions in well-mixed cells [Zhabotinsky 1991].
Gray-Scott Reaction
A minimal setup for studying systems in dynamical equilibrium are
chemical reactions in well-mixed cells with a constant flow through them. This flow brings
reactants into the tank and removes products, thereby preventing the system from relaxing
to static equilibrium.
With the aim to study autonomously oscillating systems, Gray and Scott [1985] proposed a
minimal configuration with a two-component autocatalytic reaction with active components
A and B, both dissolved in a liquid, and passive component S (Figure 7.12). The reaction
is observed in a well-mixed cell with volume V . Respective concentrations are a and b.
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concentrations. For the substrate A, this leads to ȧ = kf a0 − k1 ab2 − kf a, where the terms
on the right represent, in this order, the inflow of substrate, the reaction A→B, and the
outflow of substrate. Apparently, terms can be collected to produce ȧ = kf [a0 − a] − k1 ab2 .
Dividing by a0 then yields u̇1 = kf [1 − u1 ] − k1∗ u1 u22 with k1∗ = k1 a20 . As the last step,
introduce the dimensionless time τ = k1∗ t, hence refer time to the characteristic time for the
k
chemical reaction, to arrive at u̇1 = κf [1 − u1 ] − u1 u22 with κf = kf∗ . We proceed in analogy
1
also for the catalyst B and finally obtain the development equation
u̇1 = κf [1 − u1 ] − u1 u22

u̇2 = u1 u22 − [κf + κ2 ]u2 ,

(7.43)

with κ2 =
Gray and Scott [1985] demonstrate that (7.43) has a rich phenomenology
that ranges from monotonic stable and unstable fixpoints, saddle nodes, oscillatory stable
and unstable fixpoints, all the way to Hopf bifurcations.
k2
k1∗ .

7.3.3
Turing Instability
If the underlying reaction system u̇ = au has a stable fixpoint the whole system may still
be spatially unstable if the components have different diffusion coefficients. Formally, this
is manifest in a type Im instability, i.e., the Fourier mode with wavelength 2π/kc > 0 will
start to grow first and a non-oscillating pattern will develop. It was Turing [1952] who first
noticed that there exist reaction systems that are stable as long as they are well-mixed but
become unstable once diffusion is allowed to set in.
Local Stability We recall with Figure 2.4 on page 44 that the reaction system alone –
with D = 0 in (7.37) – is stable if tr a < 0 and det a > 0, hence if
a11 + a22 < 0

and a11 a22 − a12 a21 > 0 .

(7.44)

Next, we look at how diffusion turns the system unstable and first notice that Di > 0 and
k 2 > 0, hence tr Ak < 0 remains true. With this, the instability only arises from the diffusion
term in det Ak . Writing (7.40)2 as
det Ak = det a − k 2 [a11 D2 + a22 D1 ] + k 4 D1 D2 ,

(7.45)

we notice that det Ak is positive for sufficiently large values of k (Figure 7.13). The onset
of the instability is thus determined by the minimum of det Ak . Calculating the derivative
∂k det Ak and choosing the solutions for k 6= 0 yields
2
kmin
=

a11 D2 + a22 D1
2D1 D2

(7.46)

and further, inserting back into (7.45),
det Akmin = det a −

[a11 D2 + a22 D1 ]2
4
= det a − kmin
det D ,
4D1 D2

(7.47)

with det D = D1 D2 > 0. The uniform state is unstable and leads to patterns if det Akmin <
4
0, hence if det a/ det D < kmin
. It is critical if det Akmin = 0, which yields the critical
wavenumber
r
det a
2
kc =
.
(7.48)
det D
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det Ak
det a
3
2
Figure 7.13.
Determinant of Ak as given by (7.45) for Turing instability with a stable (solid), marginally stable (dashed) and
unstable (dotted) set of system parameters Di and aij .
Notice that det a > 0 by (7.44). The thin solid line shows
det Ak / det a = 1 − [kmin /kc ]4 , the minima of det Ak .

1
0
−1

1

k
kc

Recalling that a determinant can be interpreted as the unit volume in the respective space,
here with dim(det a) = T −2 and dim(det D) = L4 T −2 , shows that kc−1 is determined by the
distance over which the components diffuse during their characteristic reaction time. To
spell this out, we first notice that a11 and a22 have opposite signs. This is a consequence
of (7.44)1 and (7.46), recalling that Di > 0. We choose a22 < 0, hence component 2 as
self-inhibiting, and correspondingly a11 > 0. Next, we introduce the diffusion length `i for
component i, as a characteristic distance for its diffusion during the characteristic time for
its self-reaction. With the variance of a diffusing, initially narrow pulse after time t given
by 2Dt, we define
r
r
2D1
2D2
`1 :=
and `2 :=
.
(7.49)
a11
−a22
Inserting this in (7.47) and rearranging finally leads to
r
det a
`2 − `2
< 22 21 .
0<
det D
`1 `2

(7.50)

Hence, `1 < `2 , which shows that the formation of patterns requires activation to occur over
shorter characteristic distances than inhibition.
Mechanisms
At this point it is instructive to recall the results for the one-component
p
system where we found that in a self-activating setting, low-frequency modes with k < a/D
grow exponentially. In the two-component system, the critical wave number has the same
general structure, given by (7.48), with the difference that modes with both lower and higher
wave numbers are suppressed. This is accomplished by the fact that two-component systems
that undergo Turing instability contain both an inhibiting reaction and an activating reaction
in such a way that self-inhibition is stronger than self-activation. The latter follows from
the necessary conditions
a11 + a22 < 0
a11 D2 + a22 D1 > 0 ,

(7.51)

where the first inequality was already demanded by (7.44) and (7.51)2 follows from (7.46),
together with Di > 0 and k 2 > 0, and leads to
D2 > −

a22
D1 .
a11

(7.52)
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Furthermore, with a11 a22 < 0 and (7.44)2 , we deduce that a12 a21 < 0. With this the
amplification matrix a must have one of the following forms

 
 
 

+ +
+ −
− +
− −
,
,
,
.
(7.53)
− −
+ −
− +
+ +
We look at the first form to see the system’s functioning. The other ones work in analogy.
In (7.53)1 , component 1 is the activator, a11 > 0, component 2 the inhibitor, a22 < 0,
with 0 < a11 < −a22 following (7.51)1 . Then, 2 activates 1, whereas 1 inhibits 2, hence
1 is activated through both channels, whereas 2 is inhibited through both. With this,
(7.36) shows that component 2 vanishes quickly, while the concentration of component 1
increases indefinitely, hence the system would become uniform. This is prevented by (7.52),
which ascertains that the inhibitor diffuses faster than the activator, which has two effects:
(i) The concentration of component 2 decreases faster due to√transport, which reduces
its decay.
(ii) Inhibition reaches to longer wavelengths λ2 ∼ D2 than activation with
√
λ1 ∼ D1 < λ2 . Hence, there is an interval in which activation wins and corresponding
patterns develop.
Gray-Scott Reaction-Diffusion Model
A popular instance of a reaction-diffusion system
is obtained by enhancing the Gray-Scott reaction (7.43) with diffusion terms with different
coefficients D1 and D2 ,
u̇1 = −u1 u22 + κf [1 − u1 ] + D1 ∇2 u1

u̇2 = u1 u22 − [κf + κ2 ]u2 + D2 ∇2 u2 ,

(7.54)

This system was first presented by Pearson [1993] and supported with experimental studies
by Lee et al. [1993].

Exercises
7.1 One-Dimensional Swift-Hohenberg Potential
Study the one-dimensional form
V (u) = −

Z h
Ω

i

2 1
1 2 1 2
ru − [∂x + 1]u − u4 dx
2
2
4

of the Swift-Hohenberg potential (7.11). Choose periodic boundary conditions wherever needed.
1. Show that this potential indeed leads to the one-dimensional form of (7.17).
2. Discuss the amplitude
R effect, hence V (αu), and illustrate it for some characteristic shapes
for u(x), for which Ω u(x) dx = 0. Possible shapes are (i) a wide pulse, shifted such that its
mean vanishes, (ii) a periodic function, or (iii) two nearby pulses.
3. Discuss the size effect, hence V (u(αx)), the stretching of the x-axis, and again illustrate for
some shapes.
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7.2 Development of One-Dimensional Swift-Hohenberg Equation
Consider the one-dimensional form of the Swift-Hohenberg equation (7.17)
∂τ u = ru − u3 − [∂x 2 + 1]2 u
for u(x, t) and control parameter r. Study its development using a simple explicit Euler procedure
and in particular plot u(x, ti ) for a few time steps i and the corresponding potential V (ti ). Of course
also the variable x is discretized: First calculate the critical wavelength λc , choose a domain of at
least 10λc , with a spatial resolution of at least 4 grid points per λc , and choose periodic boundary
conditions.
7.3 Phenomenology of Two-Dimensional Swift-Hohenberg Equation (qualitative)
Explore the two-dimensional Swift-Hohenberg equation (7.17) using SH-experimental.cp, which is
an experimental C-code. In particular:
1. Install or adapt the code, modify directory names to fit your settings, choose parameters and
a small problem, say NX=64, run the code and check the data files and figures (compare with
figures from the lecture notes).
Alternatively, if you want to implement the model yourself, search for “heart” in the code,
implement those few lines.
Notice: fourn(u,...,1) is the two-dimensional Fourier transform, fourn(u,...,-1) is its
inverse. In the implementation provided, the inverse transform has to be scaled with the total
number of cells. Check if this is also the case with your implementation.
2. Run some choices of parameters to get acquainted with the phenomenology. In particular
observe how and where the large-scale reorganization of pattern is brought about. Besides µ,
also explore ν, which leads to the formation of cells instead of rolls.
3. Calculate and plot the spectrum – this is already available in the iteration loop, just have to
plot it – and convince yourself that it is indeed isotropic.
4. Think of some disturbance to keep the state out of equilibrium. Notice that you can
manipulate the physical state u as well as its Fourier transform u
e, i.e., the spectrum.

7.4† Development of Two-Dimensional Swift-Hohenberg Equation (quantitative)
For the simulations done for Exercise 7.3 calculate, draw, and discuss
1. the potential V (u) along the path of development as a function of time,
2. the autocovariance functions Cuu (x) and Cuu (y).
We define the autocovariance function Cuu (x) in x-direction as
Cuu (xk ) :=

nx ,ny
X
1
[u(xi , yj ) − u][u(xi − xk , yj ) − u] ,
nx ny
i,j

where

u :=

nx ,ny
X
1
u(xi , yj ) .
nx ny
i,j

Notice that the periodic boundaries must be used. The function Cuu (y) is defined in analogy.
Notes in passing: (i) The above can be generalized to Cuu (x). (ii) The suggested algorithm of
direct summation is computationally very inefficient. A much more efficient way is
R to recognize that
Cuu is essentially a convolution, the discrete version of Cuu (x) = (f ∗ f )(x) := f (y)f (y − x) dy,
euu (k) = fe∗ (k)fe(k), where e
which in Fourier space becomes C
 is the Fourier transform and ∗ the
complex conjugate. Hence, Cuu (x) is usually calculated using the discrete fast Fourier transform
(DFT).

7.3 Reaction-Diffusion Model
7.5 One-Component Reaction-Diffusion System
Consider (7.28) with a self-activating reaction, hence f (u) such that ∂u f = a > 0. Assume the base
state to be u = 0. (i) Let the domain be unbounded
and let the initial concentration distribution
p
be such that its spectrum vanishes for k < a/D. How does u(x, t) develop? (ii) How does this
change if the domain is bounded with impermeable boundaries?
7.6 Gray-Scott Reaction
Study the Gray-Scott reaction (7.43), i.e., fixpoints, linear stability, phase diagrams, and bifurcations.
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8
Population Dynamics

A population is a large set of interacting individuals, where an individual is an “atomic” unit,
i.e., a clearly distinguishable entity that has an existence of its own. Apparent examples for
populations are humankind with single persons as individuals, many other animal species,
or the trees of a forest. Less apparent but essential examples include the microorganisms
in some piece of soil, but also in the gut and on the skin of a person [Bouslimani et al.
2015]. Still less apparent examples are the genes of a single person or those of its assortment
of microorganism, industrial companies, the global banking system, or the stocks in some
market [Lucas 1976; May et al. 2008; Levin and Lob 2015]. Finally, we may think of various
cultural systems with their believes, ideas, and concepts.

8.1
Fundamentals
Population dynamics has a very wide applicability. To keep the terminology specific, we
will focus on biological ecosystems. Reasons are that (i) these systems are most relevant for
our physical environment and (ii) the development of the concepts started in this field and
it continues to be seminal for other disciplines. The specific populations may then consist
of plants, animals, microorganisms, or conglomerates of them. However, after appropriate
rebranding the same concepts are applicable to a wide range of populations also beyond our
physical environment.

8.1.1
Some History
Population dynamics has fascinated researchers for ages. First quantitative studies aimed
at understanding the growth and development of humankind, most influential the essay of
Malthus [1798] who came up with the law of exponential growth and Verhulst [1838] who
introduced the logistic model for limited environments. Later, and independently, similar
models were introduced in other fields.
A major advance beyond single species came in the 1920s and 30s with the works of
Austrian-American chemist A. J. Lotka, Italian mathematician V. Volterra, and Russian
microbiologist G. F. Gause. Lotka [1910], in early studies of multicomponent chemical
reactions, discovered systems that did not approach equilibrium in a monotonically but
oscillated indefinitely. He later realized that such behavior was not particular to chemical
systems but could be expected for rather general types of populations [Lotka 1920, 1925;
275

276

8 Population Dynamics

p-process
(competition)
Figure 8.1.
Elementary interactions with two species, 1 and 2, and one
resource r. The arrows indicate the flow that keeps the
system away from equilibrium. Resources may be matter or
energy, but also money, even ideas.

s-process
(predator-prey)
1

1

r

2

2
r

Goel et al. 1971]. Initially unaware of the previous work of Lotka, Volterra [1926, 1927, 1939]
developed the mathematical formulation of interacting species and thereby explicitly referred
to the “struggle for life”, which was introduced as a key concept by Darwin [1859].
Volterra already distinguished the two basic modes of interaction: competition for a
common resource and predator-prey relation (Figure 8.1). He described the basic phenomenology of the models, formulated them for k interacting species, and even explored
means to manipulate populations in order to achieve some desired result like a maximal
mean density of a particular species. Gause [1932] worked both experimentally in the lab
with different species of single-cell organisms and, together with the physicist A. A. Witt,
also theoretically [Gause and Witt 1935]. His focus was on the quantitative study of the
dynamics of two competing species. One of his important contributions is the competitive
exclusion principle.
We will find that the two modes of interaction – competition and predator-prey – lead
to quite different phenomenologies. For two species that compete for the same common
resource, the competitive exclusion principle allows coexistence only under rather special
circumstances. In contrast, for predator-prey systems, a stable limit cycle or even a stable
fixpoint is the rule.

8.1.2
Basic Processes
The development of populations is determined by a multitude of processes, which may
be classified into motion, interaction, and adaptation. In reality, these groups are rarely
identifiable in pure form. For instance, the predator-prey interaction invariably has a motioncomponent in that either the predator has to move to the prey (chasing) or the other way
round (trapping). Still, we separate them here for a rough characterization.
Motion and Transmission
The obvious mode of motion is by transferring from one
location to another. To cover a distance ` this requires a time proportional to ` for directed
motion and to `2 for random motion. We notice as an aside that this rule of thumb needs
some further consideration in heterogeneous environments – think of walking in a landscape
of mixed grassland, bushes, and forests – and even more so in environments that have to
be represented by more complicated manifolds where “nearby” in Euclidian space does not
imply “nearby” on the manifold the object can move on. For the latter think of walking on
a meridian through the Alps or imagine a microbe in a soil’s pore space.
Many objects are not mobile in the strict sense. Examples include trees, lichens, many
microorganisms, but also factories. They may still move, sort of, by growing stolons, or
runners, like in many grasses and some bushes, by reproduction as in many microorganisms,
and through seeds. Still more ephemeral are the transmission of pollen, of fragments of
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genetic material as seen with horizontal gene transfer, or eventually just the emission of
chemical markers and similar signals.
Interactions
Interactions may be roughly classified as local or non-local. Local interactions require direct contact between individuals, e.g., one animal eating another one.
Non-local interactions involve some sort of extended effect, like the appearance of an eagle
above a colony of marmots. In the following, we will focus on local interactions, the effects
of which may be expressed in aggregated form as functions of species densities.
We distinguish elementary interactions according to the flow of the resource into pprocesses (parallel, competition-cooperation-mutualism) and s-processes (serial, predatorprey) as illustrated in Figure 8.1. Looked at from a different angle, species in p-interactions
are able to independently consume a common resource while in s-interactions the resource
must be transformed by one before it is accessible to the other. Whether this is in the grim
form of literal prey and predators is irrelevant.
With p-interactions, the associated species may be able to coexist, but they need not.
In contrast, with s-interactions all the lower levels through which the resource passes to
species k must exist for k to survive.
P-Process (Competition-Mutualism) Space is arguably the most fundamental resource
with a competitive consumption because no two individuals of comparable size can occupy
the same volume at the same time. It is immediately followed in importance by energy and
material resources, with matter (food) often the conveyor of energy. Occupation seldomly
means that the volume is filled out completely but only that no other individual of the same
species can permanently exist within the volume of another. Examples include trees in a
forest and plants in arid regions. The branches of a tree collect a significant fraction of the
available energy (sunlight), thereby depriving other trees from it, and they defend their space
through their motion. In analogy, plants in arid regions extend a root system far beyond their
surficial footprint to collect sufficient water and the roots defend their space with chemical
markers. Further examples include the territories of animals, including humans, and of
more general populations. Such territories are essentially determined by (i) the mean flux of
resources, (ii) the individual’s demand, and (iii) their capacity to conquer and defend their
space in the competition for resources like energy but also protection, breeding sites, and
mates. In general, occupation is a soft concept with territories being flexible, often highly
dynamic, and strongly dependent on internal organization and environmental forcing. Still,
for given situations it leads to characteristic spatial patterns and scales. These patterns can
undergo reorganizations that correspond to phase changes like for instance the condensation
of human populations from scatter colonization, to villages, and on to cities.
Competition apparently limits the growth and distribution of species. There are many
situations, however, where there is mutualism instead of competition, i.e., where two individuals benefit from the presence of the respective other. Mutualism within a species is often
referred to as cooperation. Examples from our environment include the joint modification of
the microclimate by different plants, for instance trees and grasses where trees reduce wind
speed, hence wind erosion, and recycle strong precipitation, while grasses prevent surface
sealing and again erosion, and they recycle low intensity precipitation. Other examples are
the symbiotic existence of lichen, the association of mycorrhiza and plant roots, or the social
structures within species. Mutualism apparently is a process that leads to a higher carrying
capacity of the environment.
Competition and mutualism can occur within a species as well as between species. They
will be quantitatively rather different, however.
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Figure 8.2.
Interaction web of a small, well-mixed ecosystem. Circles and lines represent species and interspecies relations,
respectively. The planes indicate trophic levels, e.g., vegetation (green), herbivores (yellow), and carnivores (red).
The spatial extent here is irrelevant and in particular does
not imply spatial separation.

With three competing species, two additional interactions become possible, intransitive
(cyclic) ones, A → B → C → A, and transitive ones, A ↔ B ↔ C.

S-Process (Predator-Prey)
This interaction introduces a hierarchy, certainly an order. In
ecology, it is called the trophic levels or the food chain. The typical example consists
of autotrophic plants as primary producers (level 1), herbivores (level 2), and carnivores
(level 3). The analogous situation with a resource that is processed at one level before it
can be consumed by the next higher level is found in many other populations as well, for
instance in the primary, secondary, and tertiary sectors of an economy.
Interaction Web Real systems form interaction webs that link many elementary interactions and extend over several trophic levels (Figure 8.2). Main issues with such webs are
resilience and efficiency. Resilience refers to the stability against internal fluctuations of
species-densities, environmental changes, immigration of new and disappearance of existing
species. Efficiency refers to the operation within a larger environment, for a terrestrial
ecosystem for instance the transformation of solar radiation into various qualities of biomass
that is exported to the environment or, at the largest scale, into the continued evolution of
ever more sophisticated structures.
Both issues, resilience and efficiency, are currently discussed with respect to diversity,
which refers to the number and quality of species within the population. Experience from
natural ecosystems teaches that they grow more resilient as their diversity increases and as
their structures become more complicated. In contrast, uniform random webs turn more
unstable as they increase. Indeed, as cited by May [1972], a simple system of the form
u̇ = au, where a is a uniform random matrix, is stable with probability 1 if
nα2 < 1

and n → ∞ ,

(8.1)

where n is the number of non-zero entries of a and α the average magnitude of the interaction
constant aij . Apparently, natural interaction webs are not random, as may be expected
after realizing that they result from a typically long evolutionary process. This has been
corroborated by several detailed studies, for instance Neutel et al. [2002].
What features of a natural interaction web determine its stability remains a hotly debated
field of current research [Montoya et al. 2006; May 2009; James et al. 2012; Allesina 2012].
Several aspects of stability have emerged so far: (i) A number of studies demonstrate that
p-interactions tend to weaken a web whereas s-interactions tend to stabilize it [Allesina and
Pascual 2008; Allesina et al. 2009; Allesina and Tang 2012]. Omnivorous species, which are
represented by a mixture of p- and s-interactions, tend to destabilize a web. This hints
at a stronger destabilization by p-interactions than stabilization by s-interactions. (ii) A
hierarchy of loosely connected sub-webs appears to stabilize the system at large. Indeed,
natural networks are often found to be nested, so-called disassortative, with more than 95%
of the species within 3 links of each other. (iii) Recalling (8.1), weak interactions and fewer
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connections may be expected to be more stable [Fussmann and Heber 2002]. (iv) James
et al. [2015] point out that while the topology of a web, for instance its nestedness, is
important, the coupling constants may play an important role as well. Looking at another
field with related questions – water flow through the network of soil pores [Vogel 2000]
– leads to the conjecture that first order correct representations of both metric (coupling
constants) and topology (connectedness) are required and sufficient to describe a web’s
effective behavior.
Organization We often distinguish further organizational levels between a population and
its individuals. The most important of these is the species, a subset of individuals that
are characterized by some common traits. These traits lead to often qualitatively different
intra- and interspecies interactions, i.e., between individuals of the same and of different
species. The most prominent example are biological species that are defined by whether
sexual reproduction is in general feasible or not. This narrow definition is useless for species
with no sexual reproduction, which is for instance the case for bacteria. Indeed, the very
definition of prokaryotic species is an open question [Gevers et al. 2005]. We will in the
following use “species” in the broader sense that the variation of interaction strengths within
is much smaller than the range of interaction strengths between. With this, we might for
instance conceptualize the banking sector, the metal industry, and information technology
as three species in our economy.
Depending on the situation, further organizational levels like quasi-species [Wilke 2005;
Gross et al. 2014], clans [Cantor et al. 2015], and metapopulations [Zhang et al. 2006;
Jackson et al. 2014] are introduced. With few exceptions, these concepts serve to categorize
the hierarchical reality that indeed may even be continuous. This then allows the formulation
of simple models. Important functions arise from interconnections across spatial scales and
organizational levels. Examples include the role of microbial communities in soil and in
ruminants’ guts for carbon cycling or of horizontal gene transfer for the rapid adaptation and
evolution of microbial life [Amábile-Cuevas and Chicurel 1993; Barraclough 2015].

8.1.3
Scales and Representations
The dynamics of a population is determined by the basic processes accessible to its individuals and by the extent and architecture of the domain they exist in. This leads to a number
of characteristically different situations, some of which we identify in the following and will
then study in later sections.
Non-Spatial vs Spatial Domains
A first distinction comes with the motion of the individuals relative to the extent of the domain. The two extreme situations are (i) a motion that
easily covers the entire domain and (ii) a domain that is much larger than the range of any
of the individuals. For the former, neither the details of the domain are relevant nor the
spatial distribution of the individuals. This leads to well-mixed systems, which we refer to
as non-spatial domains. The other end then are spatial domains whose extent and possible
structure are essential for understanding the population’s development.
Stochastic vs Deterministic A second distinction refers to the number of individuals in the
different species that comprise the population. If this number is small, the system becomes
stochastic in an essential way as the survival of the population, at least of some of the species,
depends on the probability for specific configurations and interactions. An extreme instance
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is whether or not the last reproductive individuals fall prey to some predator, some illness, or
some accident before they can reproduce. Correspondingly, the population’s development is
no longer predictable. In contrast, if the number of individuals is very large, an individual’s
actions and its fate become irrelevant. The species can then be represented by their densities
and the interactions by continuous interaction relations. The development thus becomes an
essentially deterministic and smooth process. The latter would still allow for deterministic
chaos, of course, but the local development would be deterministic.
Effective Representations Finally, consider the size ` of structures within the spatial
domain relative to its extent L. Such structures may originate from the domain’s architecture, i.e., the population’s environment, or from pattern-forming populations themselves.
For a structured environment think of the assortment of grassland and mountains for
a herd of bisons with some packs of wolves, or of the human body’s different domains
for its microbiome. For L`  1 and a self-organizing system, representing the entire
complicated situation with some low-dimensional, eventually even non-spatial system may
become feasible at least for some classes of forcings. Such representations are called effective.
Determining their feasibility and, if given, the respective effective parameters, is the key step
in transiting from some microscopic to a macroscopic representation. This is a still wide
open research field, however.

8.2
Non-Spatial Domains
We consider a population in a situation where spatial aspects are not relevant and first focus
on autonomous systems. These are good approximations for situations in which the time
scales of the population are very different from those of the external forcing. Specifically,
if they are much longer, the environment acts as a high-frequency perturbation, whose
statistical effect is incorporated into effective properties of the population. An example
is the growth rate of trees given the daily variation of light intensity. If, on the other
hand, internal time scales are much shorter than external ones, then the environment is a
quasi-static setting. Climate change is such a forcing for grasses and perennials.

8.2.1
Stochastic Models
Consider a small population with a small number of interacting species and let it occupy a
uniform environment that can sustain at most N individuals. We presume that all species
have the same specific demand for resources. The individuals are subject to reproduction,
demise, and competition within and between the species. Since the population is small we
choose a discrete representation and, in order to account for natural randomness, a stochastic
one [McKane and Newman 2004; Black and McKane 2012]. For imagination, we think of a
population of bacteria in a marginal environment. Other storylines work as well.
Single Species True to the desired simplicity we model the non-spatial, resource-limited,
single-species situation with N beads marked as either E (empty) or B (bacterium), and we
look at n(t) ∈ N, the temporal development of the number of beads marked B. Since the
system is well-mixed, n describes its state completely. This is called an urn model.
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Construction of Model
Interactions are implemented by (i) randomly selecting a required
number of beads and (ii) changing their marks accordingly with a certain probability. Such a
model represents a stochastic Markov process because the system’s future state only depends
on its present state and the development is probabilistic.
Specifying the two aspects of the model – the number of beads that interact in a single
event and the associated probabilities – is the key modeling step because, in reality, the
respective processes do not work in this simple way. The required probability distributions
and their parameters are thus not observable. Instead, they are chosen such that the desired
phenomenology emerges at some larger scale. This after all is the core of modeling.
We first conceptualize the processes: (i) Reproduction is asexual, a single individual
suffices and it just divides. It needs an empty neighboring site for the new individual,
however. Alternative concepts would be sexual reproduction, which would require two
partners, or even some social construct required for successfully raising the newborn, an
experienced parent or a grandmother, for instance. (ii) Competition is for resources, which
may include cannibalism, such that if two individuals meet, which means that they exist
in close proximity, one of them vanishes, with a certain probability. Alternative concepts
would be that more than two individuals have to meet for a single one to vanish. Besides
competition, reality also shows cooperation. In the current formulation, one sort of cooperation can be represented by more complicated rules for reproduction, like the social construct
mentioned above. The true value of cooperation, increasing the environment’s carrying
capacity cannot be represented in the current simple framework with a fixed value of N .
(iii) Demise, or death in a biological context, is due to age, independent of the neighborhood.
Notice that another form of demise is already included in the competition process.
With the above we have two types of interactions: demise, which operates on a single
individual, and reproduction or competition, which both operate on two of them, in the
simplest case. This will lead to different rate equations, linear and quadratic ones.
Master Equation With the model formulated as a stochastic Markov process, the system’s
trajectory n(t) becomes a random function, which is a rather complicated object. To grasp
it, imagine a large ensemble of identical systems that are indexed by ω (Figure 8.3). These
are realizations of the stochastic system. The development in each of them starts from the
same initial state n(0; ω) and develops according to the same equation. However, due to
its stochasticity, the trajectories n(t; ω) of the different realizations will develop differently.
The system’s trajectory n(t) then is the set of all of its realizations n(t; ω).
A local description of the random function n(t) is its probability density function (pdf)
p(n; t) that gives the occupation density of state n at time t, i.e., the probability to find n
beads marked B at time t. In the following, we deduce the development equation for p(n; t),
the so-called master equation.
First, we discretize time into equal steps and sample the population for interactions at
each time step. To this end – recalling that there are two types of interactions and following
McKane and Newman [2004] – a random pair of beads is considered with probability α and
a single bead with probability 1 − α. The parameter α actually has no physical analogon
and is introduced for algorithmic and analytic convenience only. It will get absorbed into
effective parameters eventually, with (8.10). Depending on the configuration, one of the
following transformations is then performed
r ∗ /2

BE −→ BB ,
r ∗ /2

EB −→ BB ,

c∗

BB −→ BE ,
1

EE −→ EE ,

d∗

B −→ E ,
1

E −→ E ,

(8.2)
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hni(t)
n(t; !)

n
N

t
Figure 8.3.
Sketch of development of small single-species
population. Upper: The number of individuals,
n(t) ∈ [0, N ], is a discrete random function. An
exemplary realization is n(t; ω), with the random variable ω indicating the chosen member
of the ensemble. In contrast to the individual
realizations, the ensemble average hni(t) is a
smooth and continuous function. Lower: A
method to describe a random function is the
probability density function (pdf) p(n; t) for the
ensemble of realizations. Its temporal development, i.e., the transfer of “probability mass”
between the states n ∈ [0, N ], is determined
by the corresponding transition probabilities,
e.g., (8.4), and leads to the master equation
(8.5).

hni
2

1
0

n

hni(t)
n(t; !)

n
N

t

hni
2

1
0

p(n; t1 )
p(n; t0 )

where r∗ is the probability for reproduction, c∗ for competition, and d∗ for demise. The
factor 21 for r∗ enters because two configurations, BE and EB, lead to BB. The choice of
parameters {N, α, r∗ , d∗ , c∗ } completely describes the model. However, these parameters
are not orthogonal since different choices lead to exactly the same phenomenology. This is
obvious for products of α with one of the starred parameters.
For a population with n beads marked B, and N − n beads marked E, the probabilities
for the selection of configurations BE, BB, and B, respectively, are
N −n
,
N −1
n−1
,
N −1
n
prob(B) = [1 − α] .
N

n
N
n
prob(BB) = α
N
prob(BE) = α

(8.3)

Multiplying these with the probability for the corresponding interaction to then take place
yields the probability density T (nf |ni ) for the transition ni → nf of the system’s state
within a time step,
n
N
n
T (n + 1|n) = r∗ α
N
T (n − 1|n) = c∗ α

n−1
n
+ d∗ [1 − α] ,
N −1
N
N −n
.
N −1

(8.4)
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Finally, we formulate the development equation for p(n; t) as the probability balance
ṗ(n; t) = T (n|n + 1)p(n + 1; t) + T (n|n − 1)p(n − 1; t)


− T (n − 1|n) + T (n + 1|n) p(n; t) .

(8.5)

This is the generic form of the master equation for a system with single jumps only. Each of
the terms on the right hand side describes a probability flux to or from state n, the sum of
which gives the temporal rate of change of the probability density to find state n at time t.
Inserting (8.4) into (8.5) yields the master equation for the single-species system.
Next, we go for a low-order representation of the random function n(t) in terms of the
statistical moments
N
X
hnk i(t) =
nk p(n; t)
(8.6)
n=0

of its pdf, where k is the moment’s order. Notice that n here is an independent variable,
not the function n(t). With this, the temporal derivative of the k-moment becomes
X
dt hnk i(t) =
nk ṗ(n; t) ,
(8.7)
n

which is also its development equation. In the following, we are content with the development
of just the first moment, dt hni(t), which we gain by inserting (8.5) into (8.7). The resulting
expression may then be simplified by relabelling the sums, using that n ∈ [0, N ], hence
probability densities outside this range are zero as are transition probabilities to and from
the outside. This then yields
dt hni =

N
X

n=0

+

T (n − 1|n)[n − 1] p(n; t)

N
X

T (n + 1|n)[n + 1] p(n; t)

n=0
N
X


−
T (n − 1|n) + T (n + 1|n) n p(n; t) ,

(8.8)

n=0

which can be rearranged to
dt hni =

N
X

n=0

|

T (n + 1|n) p(n; t) −
{z

growth

}

N
X

n=0

|

T (n − 1|n) p(n; t) .
{z

decay

(8.9)

}

As a preparation to the final step – inserting the explicit transition probabilities from (8.4) –
we rescale time from the microscopic frame of the individual interaction to the macroscopic
frame of the population. Specifically, the interaction probabilities r∗ , c∗ , and d∗ refer to a
single encounter. Macroscopically, the appropriate unit of time is the number of samplings
required to cover the entire population of N single beads, or N −1 pairs. Hence, we introduce
the macroscopic probabilities for reproduction (r), competition (c), and demise (d),
r :=

α r∗
,
N −1

c :=

α c∗
,
N −1

d :=

[1 − α] d∗
.
N

(8.10)
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These link microscopic and macroscopic parameters. The former are used for instance in
a numerical simulation but also in a detailed individual-based representation of some real
system. The latter characterize the phenomenology at the population level. Apparently,
any combination of {N, α, r∗ , c∗ , d∗ } that leads to the same {r, c, d} describes the same
macroscopic system. This illustrates that different microscopic systems can have the same
macroscopic phenomenology.
Combining (8.4), (8.9), and (8.10) finally leads to

N 
N
hn
h
X
X
1i
ni
p(n; t) −
+ d n p(n; t)
(8.11)
cn
−
dt hni =
rn 1−
N
N
N
n=0
n=0
and, using

PN

f (n)p(n; t) = hf (n)i, to
D h
D hn
n iE
1 iE
dt hni = r n 1 −
−c n
−
− dhni .
(8.12)
N
N
N
This is a deceptively simple ordinary differential equation for the mean development of the
single-species system and it is exact for all values of N . There is a trap, however, and this
is the term hn2 i. With (8.6) we recognize it as the second moment of n(t). It could be
calculated by going through (8.8)–(8.12) in analogy. We readily gather, however, that this
would lead to yet higher moments. Hence, there is a fundamental closure problem.
Large Systems The closure problem vanishes as the size N of the well-mixed system
2
i
increases. As a preliminary to recognizing this we use that limN →∞ hn
hni2 = 1 for any system
whose population does not die out. This follows from (i) the central limit theorem, which
ascertains that with increasing size of the ensemble var(n) becomes proportional to hni, and
(ii) a rearrangement of the definition of the variance to hn2 i = hni2 + var(n).
Now, introduce the density u := hni/N as state variable, divide (8.12) by N , neglect N1 ,
n
which vanishes for increasing N , in contrast to N
, which approaches some constant value,
2
2
and use hn i ≈ hni from above to obtain in the limit N → ∞ the nonlinear ordinary
differential equation u̇ = u[µ − νu] with µ = r − d and ν = r + c. This is the so-called mean
field equation for the single species system. We express it in the more common form
h
ui
µ
r−d
u̇ = µu 1 −
,
µ = r − d , uc = =
,
(8.13)
uc
ν
r+c
n=0

which is the logistic growth model with net growth rate µ, the difference between reproduction and demise, and with the environment’s carrying capacity uc . Dividing both sides by
uc and relabeling uuc with u leads to u̇ = µu[1 − u] that was introduced with (2.13).
Two Species
Populations with two and more species can be treated along the same line
as above. The resulting expressions rapidly become complicated although they remain quite
intuitive. For instance, McKane and Newman [2004] consider the two-species population
{B1 , B2 } with the following transformation rules
B1 E
B1 B1
B2 B1
B1
EE

r1∗ /2

−→
c∗
11

−→

c∗
21 /2

−→
d∗
1

−→
1
−→

B1 B1 ,

B2 E

B1 E ,

B1 B2

B2 E ,

B2 B2

E,
EE ,

B2
E

r2∗ /2

−→

c∗
12 /2

−→
c∗
22

−→
d∗
2

−→
1
−→

B2 B2 ,
B1 E ,
B2 E ,
E,
E,

(8.14)
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where the notation is analogous to (8.2). The represented processes are (i) reproduction,
or competition for the resource “space”, with (8.14)1 , (ii) destructive interactions including
cannibalism with (8.14)2,3 , (iii) demise or death with (8.14)4 , and (iv) “nothing comes from
nothing” with (8.14)5 . The master equation for such a single-jump system is
ṗ(n1 , n2 ; t) = T (n1 , n2 |n1 ± 1, n2 )p(n1 ± 1, n2 ; t)

+T (n1 , n2 |n1 , n2 ± 1)p(n1 , n2 ± 1; t)


− T (n1 ± 1, n2 |n1 , n2 ) + T (n1 , n2 ± 1|n1 , n2 ) p(n1 , n2 ; t) ,

(8.15)

where n1 and n2 are the number of individuals of species B1 and B2 , respectively, and ± is
sloppy shorthand for the two respective terms with the understanding that only one of them
n1 or n2 jumps. The transition probabilities are obtained in analogy to (8.4), inserted into
(8.15), and used to obtain the development equation of the mean numbers of individuals,
hn1 i and hn2 i, as in (8.8). Finally, looking at the limit of large systems, again using ui = hnNi i
and N → ∞, leads to
u̇1 = u1 [µ1 − ν11 u1 − ν12 u2 ] ,

u̇2 = u2 [µ2 − ν21 u1 − ν22 u2 ]
with
µi :=

α ri∗
[1 − α] d∗i
−
,
N −1
N

νij :=

α[ri∗ + c∗ij ]
N −1

(8.16)
(8.17)

for the relation between microscopic and macroscopic parameters, where α is still the
probability for selecting a pair of beads. Rearranging in analogy to (8.13) yields
u̇1 = µ1 u1 [1 − α11 u1 − α12 u2 ] ,

u̇2 = µ2 u2 [1 − α21 u1 − α22 u2 ]
−1
with αij
=

µi
νij

(8.18)

taking the role of fractional carrying capacities.

Comments The master equations (8.5) and (8.15) describe the development of the entire
probability density functions and contain much more information than what (8.12) and its
analogon for the two-species system extract with their description of the mean developments,
let alone that of the large-system approximations (8.13) and (8.17). As hinted at above, the
development of higher moments are gained along the same way. They are indeed required
for small systems in order to push the closure problem to higher orders. Of particular
importance is the second moment, which provides a first-order description of the fluctuations
of hni and thus brings in an essential feature of smaller systems. It leads to a FokkerPlanck equation, essentially an advection-diffusion equation for the probability densities p(n)
and p(n1 , n2 ; t). For uniform situations and neglecting moments of order 3 and higher, its
solutions are Gaussian distributions [e.g., van Kampen 2007; Gardiner 2009].
Whatever the order of moments considered, they invariably lead to smooth representations. This is of course what we expect for large ensembles even if the systems are small,
hence N is small. This may then yield a useful representation for the large-scale dynamics
of systems that consist of many, largely isolated subsystems. Examples include the regional
ecological impact of large numbers of herds, groups, or families of animals or humans.
In many circumstances, however, a population consists of just a small number of groups,
in the extreme case of a single one. If these groups are small themselves, the development of
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hni(t) and of the higher order moments hnk i(t) is misleading at best and structurally wrong
at worst. As a starter, recall that n is a discrete quantity while hni is continuous. Hence,
the probability to vanish is finite for small populations. Indeed it approaches 1 as t → ∞,
which is in blunt contradiction to the development of the continuous system. For instance,
(8.13) for the single-species system predicts limt→∞ hni(t) = uc N . We already found this
with (2.14), which is obtained by scaling µ in (8.13) with uc .
The only way to adequately represent small ensembles of small systems is their explicit
stochastic simulation as an ensemble of individual realizations. A straightforward approach
is to implement the rules, for instance (8.2) or (8.14). This is not particularly efficient,
however. A more advanced method, the Gillespie algorithm, was originally proposed by
Gillespie [1977] and has been improved ever since [e.g., Vestergaard and Génois 2015].

8.2.2
Deterministic Competition Models
Consider a large population of k species, the discrete nature of each of which can be neglected
at all times. Further assume that all species breed continuously and that they feed on the
same flux-limited resource in a common bounded environment that is equally available to
all individuals at all times. We obtained the development equations for the corresponding
single- and two-species populations already as limiting cases in Section 8.2.1, as (8.13) and
(8.16), respectively.
Historically, deterministic development equations were postulated heuristically, without
reference to the microscopic perspective of stochastic interactions. For instance, Lotka
[1925] looked at the development equation u̇ = f (u), stated that there must be at least two
fixpoints – u0 = 0 and uc > 0, the former because there must exist at least one individual
for the species to grow, the latter due to the environment’s carrying capacity – and that
f (u) = µu[1 − uuc ] is the lowest order function that satisfies these conditions. In population
terms, the rate of change of species i depends on three factors: (i) its current size ni , (ii) its
inherent growth rate µi , and (iii) the free resources, which for each species is determined
by the fraction of the resources’ total supply rate q that is not consumed or spoiled by the
population of all species, the “unutilised opportunity for growth” [Gause 1932].
Environment
In our highly abstracted perspective, the environment is reduced to one
resource, which we envisage as a renewable rate q. We quantify the impact of a species in
terms of specific rates a, i.e., as quantity of resource per unit time per individual, such that
na
q is the fraction of the resource that is either consumed or wasted. Other situations, in
particular time-varying and non-renewable resources, can be implemented readily along the
same line, but are beyond our current scope.
We distinguish three different specific rates: (i) The consumption rate acons
represents
ii
the actual uptake of the resource by species i. (ii) Associated with each consumption is
some wasting of the resource, e.g., by the trampling of grass or diluting of ore in mining.
The resource may still be there, but it is no more accessible for species i. We call this
the self-wasting rate awast
. (iii) Wasting also affects other species and this impact may be
ii
different for different species. It may actually even be beneficial in that the resource becomes
better available to species j after being wasted by species i. The latter is for instance the
case for savanna ecosystems with lions, hyenas, and gnus, where hyenas also consume kills by
lions. We call this the inter-species impact rate aji of species i on species j. In the following,
we aggregate the consumption and the self-wasting rate into the intra-species impact rate
aii .
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Gause-Lotka-Volterra Model
of species i as

With the above, we formulate the temporal rate of change

h
i
1X
ṅi = µi ni 1 −
aij nj ,
q j

aii > 0 ,

(8.19)

where n is the size – as number of individuals or as total mass –, q is the total supply rate,
and aij is the specific impact rate.
The development equation (8.19) implies various simplifications [Gause and Witt 1935]:
(i) The parameters µi and aij are assumed to be constant even though in real populations,
they depend on ni . (ii) The actual processes are completely hidden. In particular the
distinction between actual consumption and wasting or polluting, which is crucial for real
systems, is hidden in the single conglomerate parameter aij . It again is constant while in
reality it depends on ni and nj .
Next, we switch to dimensionless variables by expressing ni relative to the environment’s
carrying capacity for species i alone, and we introduce the competition factor α,
ui :=
This transforms (8.19) into

aii
ni
q

and αij :=

aij
.
ajj

h
i
X
u̇i = µi ui 1 −
αij uj ,

(8.20)

(8.21)

j

the two-species version of which we already obtained as the mean field equation (8.18). The
intra-species competition factor αii is apparently 1. In contrast, the inter-species competition
factor αij may have any value. For easier interpretation, we write this factor as
αij =

aij nj
ajj nj

(8.22)

by expanding (8.20)2 . The term ajj nj accounts for the part of the resource flux q that is
consumed by species j and wasted for itself. The term aij nj again accounts for the part
actually consumed by species j and in addition what it wastes for species i, which can be
different from the waste for itself. Hence, for αij > 1, species j wastes more of the resource
flux for species i than for itself. For 0 < αij < 1, it wastes more for itself than for the other
species. Finally for αij < 0 species j would make additional resources available to species i,
which apparently would no longer be a competitive interaction.
Example: Sheep and Cows
To appreciate the simplicity of our current models, consider a
population of sheep (u1 ) and cows (u2 ) that is feeding on the grass of some common meadow. We
then make the unrealistic assumption that the grass is growing at a constant rate, independent
of the size of the animal populations and further neglect all other complications of such an
ecosystem to arrive at (8.21). Simplistic as this model is, we will gain some useful insight into
the possibilities of populations with p-interactions.
Notice that formulating more realistic models, which are necessarily more complicated, is not a
big challenge, neither is their possibly numerical solution for given parameters. The real challenge
is to fundamentally understand a natural system’s possibilities, given (i) its nonlinear nature and
(ii) the high dimension of the parameter space, and to gain the appropriate parameters. This
aspect continues to be a cause for much debate between theoretical and applied quarters.
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Two-Species System
Returning to the simple two-species system it is convenient to
introduce the dimensionless time τ = µ1 t by referring to species 1 and thus the dimensionless
growth rate γ := µµ12 for species 2. With this (8.21) transforms into
u̇1 = u1 [1 − u1 − α12 u2 ]

u̇2 = γu2 [1 − u2 − α21 u1 ] .

(8.23)

Following the standard procedure, we calculate the nullclines
1
[1 − u1 ] ,
α12

u̇1 = 0 :

u1 = 0

or u2 =

u̇2 = 0 :

u2 = 0

or u2 = 1 − α21 u1

(8.24)

and notice that the system has four fix points, namely
u0 = (0, 0) ,
 1−α
1 − α21 
12
u1 =
,
,
1 − α12 α21 1 − α12 α21
u2 = (0, 1) ,

u3 = (1, 0) .

(8.25)

The Jacobian matrix at an arbitrary point u is
1 − 2u1 − α12 u2

a=

−γα21 u2

−α12 u1

γ[1 − α21 u1 − 2u2 ]

!

(8.26)

,

with trace and determinant
tr a = 1 + γ − 2u1 − α12 u2 − γ[α21 u1 + 2u2 ] ,


det a = γ 2α21 u21 − [2 + α21 − 4u2 ]u1 + [1 − 2u2 ][1 − α12 u2 ] .

(8.27)

Inserting (8.25) then yields the quantities for discussing the linear stability of the fixpoints i,
tr ai and det ai (Table 8.1). Apparently, this system has a rather diverse phenomenology
with just one obvious general property: the fixpoint at (0, 0) is always unstable, at least for
species that each could exist alone. Indeed, with µi > 0 we have γ = µ2 /µ1 > 0 and thus
tr a > 0 and det a > 0.
Table 8.1.
Trace and determinant of the Jacobian matrix at the four possible fixpoints i as
obtained from (8.27). Recall that a stable fixpoint requires tr a < 0 and det a > 0 (Figure 2.4).

0
tr ai
det ai

1+γ
γ

1

2

3

γ[1 − α21 ] + 1 − α12
1 − α12 α21

1 − γ − α12

γ[1 − α21 ] − 1

γ

−γ[1 − α12 ]

−γ[1 − α21 ]

−

[1 − α12 ][1 − α21 ]
1 − α12 α21
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Figure 8.4.
Nullclines and trajectories for the Lotka-Volterra model (8.23) for a) dominant
species, b) dominating interspecies competition, and c) dominating intraspecies competition. The
growth ratio for all cases is γ = 1, and the interaction parameters together with the corresponding
eigenvalues for the fixpoints are given in Table 8.2. The nullclines u̇1 = 0 (red) and u̇2 = 0 (blue)
separate regions with different flow directions, highlighted by the color arrows in the left frame.
Small arrowheads on the trajectories are separated by identical time intervals.

We employ the nontrivial nullclines from (8.24) to classify the possible regimes. First
realize that the nullclines are independent of the growth ratio γ. Hence, for situations with
only one attractive fixpoint, γ merely deforms the trajectories in the different regions but
is otherwise immaterial. The case becomes more interesting with more than one attractive
fixpoint. Then, given an initial state, the relative growth rate γ determines in what state
the system eventually ends, i.e., which species survives and which one vanishes.
In the following, we focus on the effect of competition and let γ = 1 for most of the cases.
Assuming αij > 0, there are three qualitatively different cases, depending on whether αij
is smaller or larger than 1 (Figure 8.4). Recall that this translates into whether inter- or
intra-species competition is stronger.
Dominant Species (Figure 8.4a)
With α12 > 1 and α21 < 1, the competition within
species 1 is weaker than that with species 2, while for species 2 it is the other way round.
Correspondingly, (8.24) shows that the two nontrivial nullclines do not intersect in the
domain where u1 and u2 are both positive. Hence, fixpoint 1 does not exist. For illustration
we choose {α12 , α21 , γ} = {2, 12 , 1}. Table 8.21 then shows that 2 is a stable fixpoint and
3 is hyperbolic, which also corresponds to intuition. It is instructive to deduce the same
result by geometric reasoning, considering the changing sign of flow components across
nullclines.
Table 8.2.
Eigenvalues σ of Jacobian matrix ai evaluated at the fixpoints i for the three regimes
illustrated in Figure 8.4 a). . . c). The Jacobian matrix is given in (8.26). Recall that σ < 0 if the
manifold in the direction of the corresponding eigenvector is linearly stable.

a)

α12
2

α21
1
2

1

b)

2

2

1

c)

1
2

1
2

1

a0

1

–

1

−1

1

−1
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–
1
3
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−1

−1

−1

−1

−1
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1
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Figure 8.5.
Role of relative growth rate γ in two-species system for
dominating interspecies competition with α12 = α21 = 2 as
shown in Figure 8.4b for γ = 1. Here, 40 trajectories start
out uniformly distributed on quarter circles with radii 0.01
and 1.05, respectively. It suffices to look at γ > 1 because
trajectories for γ and γ −1 are symmetric to each other with
axis u1 = u2 .

γ=2

2

u2

1

1

0

0
0

3
u1

1

Looking at the trajectories, in particular at those that start near the unstable fixpoint 0,
we notice that initially small populations grow rapidly and independently of each other,
hence lead to trajectories that move radially out. We readily understand this from (8.23),
which for small values of u1 and u2 can be approximated by
u̇1 = u1
u̇2 = γu2 .

(8.28)

The populations thus grow exponentially and independently, as expected far from the
carrying capacity. As the limited resources become manifest the interaction between the
species sets in. For the chosen parameters, it affects u1 much stronger than u2 and indeed
turns the growth of species 1 into a decay such that eventually only species 2 survives.
Populations that are initially larger than the carrying capacity decay, again u1 faster
than u2 because of the stronger competition.
Dominating Interspecies Competition (Figure 8.4b & Figure 8.5)
For α12 > 1 and α21 > 1,
competition between species is stronger than within, for both. The nullclines now intersect
at fixpoint 1, forming a concave shape, and geometric reasoning readily reveals that they
enclose the unstable manifold of fixpoint 1. Table 8.22 classifies fixpoint 1 as hyperbolic, 2
and 3 as attractive.
With two attractive fixpoints, the stable manifold of fixpoint 1 separates the trajectories
into two groups. For γ = 1, this manifold is a straight line through u0 and u1 , which
for α12 = α21 is the u1 = u2 line (Figure 8.4b). Initially small populations again grow
rapidly and practically independently as expected from (8.28), their trajectories get diverted symmetrically as the system’s capacity is approached, and they finally end up in the
corresponding fixpoint. For γ > 1, the development of u2 is faster than that of u1 by the
factor γ. As a result, a larger fraction of the trajectories that start near the origin end up
in fixpoint 2 and a smaller fraction of those starting far away (Figure 8.5). The converse is
true for γ < 1.
On a more intuitive note, we recognize that in this system, with αij > 1, any combination
of species consumes more resources than a corresponding single species would. Hence,
coexistence is not possible. This phenomenology led to the formulation of the principle
of competitive exclusion, which will be discussed below, and it is related to the allmende
dilemma, also known as the tragedy of the commons [Hardin 1968].
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Figure 8.6.
Domains of dimensionless parameter space {α12 , α21 }
where two competing species can coexist (blue), where
one, the dominating species, can exist (red), and where
one of the two can exist, which one being determined by
the competitive strength and the initial state (yellow).

Dominating Intraspecies Competition (Figure 8.4c) With α12 < 1 and α21 < 1, the
competition between species is weaker than within. The nullclines form a convex shape
and enclose the stable manifold of fixpoint 1, which now is attractive while fixpoints 2 and
3 are repelling (Table 8.23 ). Correspondingly, the two populations can coexist despite the
fact that they consume the same resource on the same territory.
Another formal way to recognize coexistence is to ask if both species could invade a
domain that is occupied completely by the respective other. Let species 1 be the invader,
hence u1 ≈ 0 and u2 ≈ 1, and find with (8.23)1 that u̇1 ≈ u1 [1 − α12 ]. Conversely, for
species 2, u̇2 = γu2 [1−α21 ]. Hence, we can define the growth rate for invasion, µ0 , as
µ10 = 1 − α12

and µ20 = γ[1 − α21 ]

(8.29)

and find that invasion is possible if α12 < 1 and α21 < 1, respectively, and coexistence arises
if both are less than 1.
More interesting than the formal arguments are the settings that can lead to αij < 1.
We recall (8.22) and the fact that the direct consumption by species j is contained in both
terms, aij nj and ajj nj . Then, three scenarios that would produce αij < 1 are: (i) Species j
wastes more of the resource for itself than for the competing species i. (ii) The resource is
not uniform but consists of at least two different components, one preferred by species j the
other one by species i. (iii) The waste of species j can be consumed by species i, which then
would correspond to an interaction that is intermediate between p and s. An instance of this
is symbiosis, where species 1 performs an operation that makes a resource more available
to species 2 and vice versa. Examples include providing shelter or food. This is realized in
lichen, symbiotic composites of algae or cyanobacteria with fungi.
Stability Diagram (Figure 8.6)
Coexistence is possible if fixpoint u1 exists and is stable,
hence for tr a1 < 0 and det a1 > 0 with ui > 0. Table 8.1 shows that this demands
0 ≤ αij < 1. In all other cases, coexistence is not possible and one of the species will oust
the other. For the case of a dominant species j with αij > 1 and αji < 1, the outcome is
always the same, j prevails and i vanishes. The more interesting situation is αij > 1 for
both species in which case the surviving species is determined by their relative competitive
strengths, i.e., by their relative growth and interaction rates, together with the population’s
initial composition.
Competitive Exclusion Principle (CEP)
In a well-mixed environment, two species cannot
coexist if they depend in the same way on the same resource.
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The CEP is a key principle and an important driver for the colonization of new territory in
a rather general sense. It applies for instance to migration in physical space, to evolution in
species-space, and to diversification and division of labor in a society. It was first formulated
and studied experimentally using yeast by [Gause 1932] and using protozoa feeding on yeast
by [Gause and Witt 1935]. However, looking at its foundations, it is apparently not limited
to biological populations.
Experience of course teaches us that there are typically many coexisting species in any
one environment, a discrepancy that fired heated debates on the principle’s validity. The
early phase of this debate was summarized by Hardin [1960]. A later restart, by Ayala
[1969, 1970], was answered by Gause [1970]. Levin [1970] formulated a more general and
thus weaker version of the CEP by stating that in a well-mixed environment, k species can
only coexist if the effective number of limiting factors is larger than k. The keyword here is
“effective”, which has to be spelled out for every particular situation.
We notice that the CEP is just a mathematical consequence of its assumptions, hence
it is them that are to be scrutinized. Indeed, natural environments are often much more
complicated than permitted by the CEP’s necessary conditions: (i) Different species typically
exploit slightly different resources, possibly just need different ratios of resources. Incidentally, this would also be the case for the grass-sheep-cows example we used above since these
animals both consume plants, but have different preferences. Natural environments indeed
are always very much richer than what can be presented by a single uniform resource.
Actually, “resource” is almost never a single quality but ranges from different types of
food all the way to shelter. Furthermore, species do have some adaptability and thereby
may occupy or even develop different ecological niches. This led to the formulation of the
competitive niche shift principle [den Boer 1986]. (ii) Species may be separated spatially
by heterogeneous habitats or when they are constantly on the move in wave-like patterns
[Vandermeer and Yitbarek 2012]. Such situations are clearly not well-mixed. (iii) There
may be a separation of the demand in time or a separation in scale.

8.2.3
Deterministic Predator-Prey Models
The basic building block of hierarchical ecosystems is the s-interaction, two species on
different trophic levels with the higher one feeding exclusively on the lower one (Figure 8.1).
Examples are sheep feeding on grass or wolves feeding on sheep. We refer to a species
through its functionality, either as predator (species 1) or as prey (species 2). In reality,
there also need to be some resources for the prey, actually all the way down to some prime
energy like sunlight.
In the most general form, a two-species predator-prey system may be written as
ṅ1 = n1 f1 (n1 , n2 )
ṅ2 = n2 f2 (n1 , n2 ) ,

(8.30)

where f1 and f2 are effective specific growth rates. They conglomerate the inherent probabilities of birth and death with the interactions between the species. True to their roles as
predator and prey, the growth rate of the predator increases with increasing density of prey,
∂f1 (n1 ,n2 )
1 ,n2 )
> 0, and vice versa for the prey, ∂f2 (n
< 0. Figure 8.7 shows nullclines and
∂n2
∂n1
corresponding tangents to trajectories for typical situations.
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u2

u1

Figure 8.7.
Sketch of nullclines for the Kolmogorov (solid lines) and the
Lotka-Volterra (dashed) predator-prey systems together with the
respective unstable (open symbol) and stable (filled) fixpoints.
The short lines on the non-trivial nullclines are tangent to the
corresponding trajectories. The trivial nullclines, the 1- and the
2-axis, are tangents themselves. Notice the qualitative difference
to the competition systems shown in Figure 8.4.

Model (8.30) was already formulated in essentially the same form by Volterra [1927].
Today, it is often referred to as the Kolmogorov model since it was Kolmogorov [1936] who
proved that the corresponding dynamics has either a stable fixpoint or a stable limit cycle.
Bulmer [1976] introduced further conditions for f1 , f2 , and their derivatives such that n is
guaranteed to remain finite for all conditions. He showed that also with the added realism,
(8.30) is guaranteed to either produce a stable fixpoint or a stable limit cycle. The latter
proof is based on the Poincaré-Bendixon theorem.
We recall, however, that (8.30) is a model for large populations, hence ni  1 at all times.
If this is not the case, a stochastic representation is required (Section 8.2.1).
Unlimited Resources (Lotka-Volterra Model)
Let n1 be the areal density of the predator
and n2 that of the prey, and assume f1 and f2 to be linear functions of n2 and n1 , respectively.
Further assume that the growth rate µ of the prey is constant, corresponding to an unlimited
supply of resources, and that also the death rate ν of the predator is constant. Finally, let the
feeding be the only death process for the prey and the only growth factor for the predator.
With this we obtain the classical Lotka-Volterra model
ṅ1 = n1 [a12 n2 − ν]

ṅ2 = n2 [µ − a21 n1 ] ,

(8.31)

where a12 n2 and a21 n1 are the interaction terms. This system apparently has two fixpoints,
the trivial one at (0, 0) and
 µ ν 
(n∗1 , n∗2 ) =
,
.
(8.32)
a21 a12
Introducing the dimensionless variables
u1 :=

n1
,
n∗1

u2 :=

n2
,
n∗2

τ := νt ,

γ=

µ
,
ν

(8.33)

where τ expresses time in units of the predator’s lifetime ν −1 , transforms (8.31) into
u̇1 = u1 [u2 − 1]

u̇2 = γu2 [1 − u1 ] .

(8.34)

One can show – by calculating ∂t g(u1 (t), u2 (t)) and inserting (8.34) as local descriptions of
the trajectory – that along every trajectory

 

g(u1 , u2 ) := γ log(u1 ) − u1 + log(u2 ) − u2 = const.
(8.35)
Indeed, inserting (8.34) into dt g(u1 , u2 ) =

∂g
∂u1 u̇1

+

∂g
∂u2 u̇2

= ∇g · u̇ yields 0.
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4

Figure 8.8.
Phase diagram for the Lotka-Volterra model (8.34) for γ =
1 together with the nullclines u̇1 = 0 (red) and u̇2 = 0
(blue), and the unstable and stable fixpoints. The unstable
fixpoint, (0, 0), actually is a hyperbolic point with the u1 axis as the stable and the u2 -axis as the unstable manifold.
The trajectories are initialized at (u1 , u2 ) = (1, 1 + ∆u2 )
and are simulated for one full period. The arrows indicate
the time, with ∆τ = 1.
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To determine the stability of the fixpoints, we calculate the Jacobian matrix from (8.34).
At an arbitrary point u,
!
u2 − 1
u1
a=
.
(8.36)
−γu2 γ[1 − u1 ]

Inserting the fixpoints u0∗ = (0, 0) and calculating the eigensystem yields the eigenvalues
σ0 = {−1, γ} with eigenvectors (1, 0) and (0, 1), respectively. Since γ > 0, u0∗ is a hyperbolic
point with stable manifold u2 = 0 and unstable manifold u1 = 0. Similarly, the eigenvalues
√
at u1∗ = (1, 1) are σ1± = ±i γ with eigenvectors (∓ √iγ , 1). The stability of this fixpoint
is thus neutral, Re(σ± ) = 0, with orbiting trajectories, Im(σ± ) 6= 0. The phase diagram
in Figure 8.8 furthermore illustrates that all trajectories are closed, also those beyond the
validity of the above linear stability analysis. More formally, this follows from recalling
that g(u1 , u2 ), defined by (8.35), is constant on every trajectory and from contemplating
the function’s shape, which is smooth with a single maximum. This function also yields the
general shape of the trajectories.
Some of the system’s characteristics are easier to see in the trajectories (Figure 8.9)
than in the phase diagram. Specifically, this is the increasing asymmetry of the individual
trajectories as the amplitude increases and the trivial manifolds are approached ever closer.
This approach is associated with a slowdown of the trajectory, hence ever flatter valleys and
an increasing period. For γ > 1, the symmetry between the trajectories of predator and prey
disappears. The prey’s trajectory becomes narrowly peaked and the predators amplitude
decreases.
Applicability We notice from Figure 8.9 that one or both of the species can drop to very low
densities as the amplitude increases. While this is the correct behavior of the mathematical
model (8.31), it need not be a correct representation of a real system. The reason is that
the model’s formulation presumes large populations at all times, which practically limits it
to at most moderately fluctuating situations.
For illustration, we calculate the ratio max(u2 )/min(u2 ) from (8.35). To this end, we solve
g(1, u2max ) = g(1, u2min ) for u2min with prescribed u2max . The solution may be expressed in
terms of the product logarithm W (z), which is the solution of w exp(w) = z. For u2max =
5, i.e., the maximum prey population is by a factor of 5 larger than its value in static
equilibrium, it yields u2min = 0.035, hence a ratio of about 143. For u2max = 10, the ratio
grows to 2.2 · 104 , for 20 to a quite impossible 5 · 108 . Since the minimum population
must be large for model (8.31) to correctly represent the dynamics, say n2min = O(100), the
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Figure 8.9.
Dimensionless trajectories of the Lotka-Volterra
model (8.34) for γ = 1 (upper) and γ = 10
(lower). Initial values are 1 for the predator
(red) and {2, 3, 4, 5} for the prey (blue), with
smaller values represented by thinner lines. Recall that this corresponds to initial prey populations that are by factors of 2, 3, 4, 5 larger
than the stationary population at fixpoint u1∗ .
As obtained from (8.35), for u2 (0) = 5 the prey
2)
≈
population fluctuates by the factor max(u
min(u2 )
143.

maximum sustainable population must be larger by the above factors. Such population sizes
are easily reached with microorganisms in different ecosystems, but not with larger animals.
In any case, a further restriction is that the system must be well-mixed.
Limiting Environment
With (8.31) resources were assumed to be unlimited, hence the
growth of the prey was only checked by the predators. Introducing a limiting environment
for the prey, which indirectly also limits the predators, has the interesting effect that the
system is no longer conservative and that the fixpoint where both species coexist becomes
attractive. Maybe astonishingly, such a population is thus much more stable than one in an
unlimited environment.
We formulate the environment’s limited carrying capacity for the prey in analogy
 to (8.19)

and introduce, instead of the constant growth rate µ, the effective rate µeff = µ 1 − n2qa22 ,
where aq22 is the specific carrying capacity for species 2. This transforms (8.31) into
ṅ1 = n1 [a12 n2 − ν]
i
h 
n2 a22 
ṅ2 = n2 µ 1 −
− a21 n1 .
q

(8.37)

This system possesses three fixpoints: (i) n0∗ = (0, 0), where both species vanish, (ii) n1∗ =
(0, aq22 ), where the predator has vanished and the prey has grown to the capacity limit, and
(iii) the coexistence point
 µ 
ν a22  ν 
n2∗ =
1−
,
.
(8.38)
a21
a12 q
a12
We use n2∗ in analogy to (8.33) to introduce dimensionless quantities,
ni
ν a22
µ
ui := ∗ , τ := νt , β =
, γ= .
n2i
a12 q
ν

(8.39)

Before proceeding, we look at the meaning of these quantities. As before, the state variables
ui are densities in units of those at fixpoint n2∗ and τ is time in units of the predator’s
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lifetime ν −1 . The parameter γ > 0 is the ratio between the growth rate of the prey and
the decay rate of the predator. To interpret β, we first notice that the prey’s density at the
fixpoint only depends on parameters of the predator, n∗22 = aν12 , and that it is in particular
independent of whether the environment limits the prey or not. This is readily understood
since at the fixpoint the input rate from the prey just balances the predator’s death rate ν.
n∗
With this we write β = n2c2 , where nc = aq22 is the environment’s carrying capacity for the
prey. Hence, 1−β quantifies the predation pressure on the prey. With this (8.38) transforms
into
 µ
ν 
n2∗ =
[1 − β],
.
(8.40)
a21
a12
This demonstrates how the predator is the dependent species, even though it is stronger
than the prey on an individual basis. The reason for this reversal is the predator’s sole
dependence on prey for survival. We further notice that β ∈ [0, 1] and that n2∗ → n1∗ as
β → 1.
Stability Using (8.39) we transform (8.37) into the dimensionless form
u̇1 = u1 [u2 − 1]


u̇2 = γu2 1 − u1 − β[u2 − u1 ] .

(8.41)

Fixpoints of this system are u0∗ = (0, 0), u1∗ = (0, β1 ), and u2∗ = (1, 1). The Jacobian matrix
is
!
u2 − 1
u1


a=
.
(8.42)
γu2 [β − 1] γ 1 − u1 − β[2u2 − u1 ]
Evaluating it at the fixpoints and calculating the corresponding eigenvalues σ yields

σ|u∗0 : −1, γ ,

1
σ|u∗1 : −γ, − 1 ,
β
r h

i
1 4
1
∗
σ|u2 : − βγ 1 ± i
− [4 + βγ] .
2
βγ β

(8.43)

Recalling the permissible parameter range – β ∈ [0, 1] and γ > 0 –, we find that u0∗ is always
a hyperbolic point, which, except for β = 1, is also the case for u1∗ . For β = 1 the predator
vanishes and u1∗ becomes neutrally stable. The interesting point is u2∗ , whose eigenvalues
(8.43)3 have a negative real part for β < 1. Their imaginary part vanishes for
1−β
γ
>
.
4
β2

(8.44)

With this, u2∗ is always stable, either monotonic or oscillating, with β = 1 just neutrally
(Figure 8.10). Interpreting the stability 12 βγ in terms of the dimensional quantities, it
increases with decreasing carrying capacity aq22 , with decreasing coupling constant a12 , and
with increasing inherent growth rate µ of the prey.
For the oscillatory case, we may furthermore calculate the period as
2π
2π
νtp = τp =
=q 
(8.45)
 .
2
Im(σ)
γ 1 − β − β γ]
4

Recall that this period stems from a linear approximation near the fixpoint, hence holds only
for trajectories with small amplitudes. A typical phase diagram for the oscillatory regime is
illustrated in Figure 8.11 and some trajectories are given in Figure 8.12.
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Figure 8.10.
Stability classification of fixpoint u2∗ – the coexistence of
predators and their prey – through its eigenvalue (8.43)3 .
Notice with (8.39) that β ∈ [0, 1], with β = 1 corresponding
to a vanishing predator.
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Figure 8.11.
Phase diagram for a Lotka-Volterra system in a limited
environment with β = 0.05 and γ = 1. Comparing to
Figure 8.8, notice the inclination of the non-trivial u2 nullcline together with the non-vanishing dissipation that is
manifest by the spiraling-in of the single trajectory shown
here. Figure 8.8 in contrast shows several trajectories.

Applicability The considerations from the previous model also apply here, although in a
milder form. With the fixpoint u2∗ now attractive the system faces two challenges: (i) If
the environment is too small, u2∗ may be in a regime where the populations’ stochastic
nature is relevant. Stochastic fluctuations may then lead to either the extinction of the
predator, with the prey subsequently growing to the system’s capacity, or to the extinction
of the prey with the consequential demise of the predator, hence the collapse of the entire
system. Such fluctuations cannot be represented in the continuum model, which is based on
the large-number assumption, but require a stochastic formulation as it was introduced in
Section 8.2.1. (ii) If the environment is sufficiently large such that the probability for any of
the species to vanish is negligible, then an odd initial state or external disturbance may still
bring the system on a trajectory that leads into regimes that are dominated by stochastic
fluctuations. However, the system as a whole is much more stable than one with unlimited
resources.
Provided a population already existed for some time in a limited environment, hence
is sufficiently near to its fixpoint, the main issue typically is its reaction to external forcing.
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u1 u2
4
3
2
1
0
Figure 8.12.
Dimensionless trajectories for a Lotka-Volterra
system in a limited environment with β = 0.05,
and γ = 1 (upper) and γ = 10 (lower). Initial
values are 1 for the predator (red) and {2, 3, 4}
for the prey (blue), with smaller values represented by thinner lines. The periods calculated
with (8.45) are T ≈ 6.45 and T ≈ 2.05 for the
upper and lower frame, respectively.
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8.3
Uniform Spatial Domain
In many environmental systems, the accessible domain is larger than the characteristic
radius of action of an individual. Such situations in general must be represented by spatially
extended domains, which are also called distributed. Such a domain is uniform if all processes
operate in the same way at each location. It is nonuniform or heterogeneous otherwise.
Uniformity of the domain does not imply uniformity of the populations’ distributions as
their dynamics can lead to pattern formation.
The mere fact that a domain is spatially extended allows for states and developments that
are not feasible in well-mixed situations where only uniform distributions are permissible.
Such states include in particular local separations of species in static or fluctuating configurations including traveling waves. For instance, this facilitates the coexistence of species
that are subject to competitive exclusion [Shnerb et al. 2000] or the existence of highly
effective but somewhat stupid predators that would destroy all prey in a well-mixed system,
and thereby cause their own demise.
There are two rather different paths for transiting from a well-mixed to a spatially
distributed domain: (i) The urn model introduced in Section 8.2.1 may be extended by
arranging the beads in a regular grid and by defining appropriate local interaction laws to end
up with a formulation akin to a cellular automaton (CA). Such an individual-based model
(IBM) retains the discrete and stochastic nature of the population and, conceptually, allows
to run the full gamut from small populations in well-mixed domains to large and spatially
distributed populations. This path is typically taken for situations where the individuals
are large entities and there are few of them. (ii) The models gained for the deterministic
limit are used for the local description and are augmented by appropriate representations of
the population’s motion in the domain, in lowest order typically advection and dispersion.
This leads to partial differential equations, specifically to generalized reaction-diffusion

8.3 Uniform Spatial Domain

systems. To be valid, such models require a sufficiently large number of individuals for
all species, at all locations, and at all times. If this is warranted, however, the model is
computationally much more efficient than a corresponding discrete model, albeit also more
challenging to implement. A typical field to use such models are chemical reaction systems,
where populations are usually very much larger than in a typical ecosystem. Indeed, a mole
of salt fits into a small beaker but there is no mole of rabbits on the entire Earth.
In the following, we take the first approach and employ IBMs. In contrast to the
CA studied in the previous chapters, individuals now may have some internal degrees of
freedom, hence this is a first step towards agent-based models (ABM). For imagination and
guidance, we will employ specific storylines. These are rather generic, however, and are
easily replaceable.

8.3.1
Predator-Prey Model
Let the domain of interest be covered by a regular grid where each cell carries at most one
individual of each of the species. This restriction implements the environment’s limited
capacity. Then, let these individuals be described by a small number of properties, which
in turn only possess a finite number of states. Together with a complete set of rules for all
the combination of states, this system constitutes a cellular automaton (Section 6.1). The
dimension of the grid sets the spatial dimension and the nature of the rules determines if
the automaton is deterministic or stochastic. Notice that while this setup remains a finite
cellular automaton, it is much more complicated than the systems used in Chapter 6, which
consisted of just a few states. The specific implementation used in the following is the one
by Weber [2015].
Geometry
We consider two-dimensional systems and assume that their topology is that
of a torus, i.e., corresponding boundaries are linked. Such a topology is convenient for
numerical simulations since with it the boundaries vanish. This allows for instance traveling
patterns that are nowhere retained. Still, the domain has a finite size and thus restricts the
maximum size of features that can be represented.
The second important aspect of the geometry, besides topology, is the domain’s discretization, that is the number of grid elements in the different directions. It determines the range
of scales that are representable, an issue that becomes virulent for system’s with scale-free
regimes. Away from the corresponding critical states, we can typically distinguish three
scales, (i) the microscale λµ determined by the size of a grid element, (ii) the process scale λ,
or the corresponding finite range of scales, that emanate from the system’s dynamics, with
λmin < λ < λmax , and (iii) the integral scale ` of the domain. For a faithful representation
we demand λµ  λmin and λmax  `.

Processes We focus on the role of the spatial extent and thus only consider the most
simple s-processes. These are 2- and 3-species predator-prey systems in a linear interaction
chain, specifically predator ← prey and predator ← prey ← plant, where the arrows
indicate the flow of resources. We further assume that there is just one essential resource
for the primary producer. Such simple systems could for instance represent a marginal
ecosystem or a dominant interaction chain in a more complicated network.
Predator and prey are mobile and they may possess an internal state, the food reserve
ef > 0. Plants are immobile. For the specific implementation we follow Weber [2015] who
accounted for five basic aspects of a population: (i) cost of living, (ii) motion, in search
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of food or to flee, (iii) eating, if food is available, (iv) reproduction, if the individual has
sufficient reserves, if some free space is available and, in case of sexual reproduction, if a
corresponding partner is in the neighborhood, and (v) the flow of resources that keeps the
system out of static equilibrium.
The simulation runs in discrete time. During one unit of time, the above basic operations
are performed once on the N grid cells, either deterministically, really affecting each cell, or
stochastically in which case each cell is affected once on average. In the following, we choose
a mixed formulation that contains stochastic as well as deterministic components. For all
operations that depend on the neighborhood, the 9-neighborhood is chosen.
Apparently, already with the few ingredients outlined above, a range of different models
can be constructed, each with some fitting storyline. In the following, two rather simple
configurations are chosen and formulated algorithmically for both the 2- and the 3-species
setting.
Two-Species We choose asexual reproduction, which in the context of ecosystems would
for instance be appropriate for bacteria. The following operations are performed in the given
order:
1. Cost of living: Each individual’s food reserve ef is reduced by 1 unit. An individual’s
existence ends with ef = 0.
2. Motion: A grid cell is picked at random. The action performed then depends on the
cell’s state (occupation):
• empty or prey: no action,
• predator: search the neighborhood for prey and if there is one, move to there,
else do a random step to an empty cell,
• predator and prey: the prey flees with probability pflee to an empty cell in its
neighborhood, if there is one.
The sequence of picking a random cell and acting on it is repeated N times. On
average, every grid cell is thus touched once in this motion step, but it may also be
touched more than once or not at all.
3. Eating: At each cell that is occupied by a predator and a prey, the prey is consumed
and the predator’s food reserve increases by ∆e , up to some maximum value efmax . If
there is just a prey, its food reserve also increases by ∆e , up to the same maximum
value. This implements that there is always food for the prey.
4. Reproduction: With probability prepro , every individual with ef ≥ efmin and a cell in
its neighborhood that is not occupied by the same species creates a new individual
there. It transfers 2 of its own food reserve units to it, which warrants that the offspring
will survive at least one time step.
Starting from an initial configuration, the above sequence is repeated for a prescribed number
of time steps. Notice that the choice of the unit of time such that all grid cells are acted
upon once, on average, reflects the simultaneous dynamics and also guarantees independence
of domain size. Translating into the imagined reality, a time step corresponds to the typical
time required to move by one grid cell, which here is the same as the time for eating.
Reproduction of individuals then occurs on time scale [prepro ]−1 .
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Three-Species
Sticking to asexually reproducing predator and prey, plants are introduced
as a new trophic bottom layer. We further stick to a strict s-process, hence it is only
prey that feeds on plants. With this the two-species algorithm is modified to the following
consecutive steps:
1. Cost of living: Plants have no cost of living while predators and prey do as in the
two-species model.
2. Motion: In addition to the above, if the randomly picked cell contains a prey but
no plant, the prey searches through its neighborhood to find a cell with a plant and
nothing else. If it succeeds, it moves to that cell, else it takes a random step. Such a
random step may actually take the prey to a cell with a predator. This implements
trapping as a way for predators to feed on prey, in addition to hunting.
3. Eating: If a cell is occupied by all three species, it is only the prey that gets consumed
by the predator. If there are two species, the predator consumes the prey, the prey
consumes the plant, but predator and plant do not interact.
4. Reproduction: This step is unchanged from the two-species case.
5. Plant Growth: Plant seeds are envisaged to be everywhere and all cells are capable
of carrying plants. After being consumed by prey, a plant reappears either with
probability µplant or after time τplant . Plant growth is thus conceptualized as a
stochastic process by the former and as deterministic by the latter.
Life Time The above formulations with the individuals’ internal degree of freedom, their
food reserve ef , lead to a many-state automaton. While this is a formidable challenge for
analytical analysis, it is not an issue for numerical simulations. A common alternative is
to drop the concept of the food reserve and to introduce a death probability ν at least for
the predator, typically also for the prey. This completely removes the internal degrees of
freedom, but with it also an important aspect of life, namely the need and possibility to
acquire the necessary resources.
For both concepts of life time – according to performance (finding food) or to purely time
– storylines are readily found in nature. Microbial life as well as many plants typically are
performance-limited, with a chance for practically unlimited life. In contrast, higher forms
of life are essentially time-limited with just some dependence on performance.
True to the simple life forms we envisage here, life time will be modeled as purely
performance-limited. Individuals thus can live indefinitely, as long as they find food and are
not consumed.
Initialization
Numerical simulations of dynamical systems invariably involve a transition
phase, a so-called spin-up, between the initial state and the asymptotic state or regime. This
is true already for the most simple systems like the logistic map or the L63 system. There, it
led to the use of ensembles to cover a range of initial states. The issue becomes more severe
with more complicated settings like the interaction of multiple species in spatially extended
and possibly nonuniform domains.
Initialization and the resulting transitions are also of practical interest even though the
joint evolution that led to many of natural systems often mitigates the issue. Examples where
initialization is relevant include new setups of any sort like a lab experiment on microbial
populations, the remodeling of landscapes like terracing, flooding, or draining to increase
agricultural productivity, and the control of ecosystems for instance the introduction or
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removal of plant or animal species. Closely related situations arise when evolution in one
species leads to a significant change in its behavior on time scales that are short compared
to the life time of other species. Examples include the adaptation and eventual evolution of
viruses and bacteria.
Initialization of more complicated systems becomes challenging because (i) they often
possess multiple attractors or at least quasi-attractors with associated long transients and
(ii) the use of ensembles is prohibitively expensive due to the high dimension of the state
space. For real systems, using ensembles may be outright impossible because they are too
large to copy or too important to fail.
In the current context of population dynamics, multiple attractors arise already with
a simple distributed 2-species predator-prey system, which possess at least three different
asymptotic regimes: (i) both species may vanish because the predators grew so fast that
they eradicated the prey, their own food, (ii) only the prey survives, and (iii) some form
of self-organized coexistence, invariably with a complicated and fluctuating spatial structure.
Since the characteristics of the eventual self-organized state is not known a priori, a
common approach is to initialize the state as uniform random distributions of predators and
prey, both with prescribed densities and food reserves efinit . This state typically is far from
dynamic equilibrium and undergoes a rapid transition, during which there is a chance that
one or both of the species disappear. A uniform random distribution may actually be outside
of the system’s basin of attraction. Then, initializing needs a more elaborate configuration
where the different species are already arranged in some appropriate pattern that allows
self-organization to get on the way before the system has destroyed itself. One possibility
are random distributions whose densities vary with given correlation lengths. This increases
the chances for getting viable configurations at least in some parts of the domain from where
they can expand further. Another approach are localized “seed domains” for the different
species where their concentration is maintained constant until a system state near to the
attractor has established.
External Forcing The population is driven by an inflow of resources, either directly as
food available to the prey in a two-species system or as some flux that allows the plants
to grow in a three-species system. The inflow of resources is balanced by a corresponding
outflow, typically through incomplete consumption across tropic levels and through the
death of the top consumers. This flow keeps the system out of static equilibrium and allows
its self-organization.
In many circumstances, particularly with a focus on environmental systems, the external
flow is not constant but may vary in a complicated manner. For natural environments
this may include some deterministic drift and periodicity together with occasional pulse-like
events, for instance a rainstorm, and some random noise. Managed environments typically
experience additional pulses, e.g., from fertilization, feeding, or disease control, and often a
more constant environment.

8.3.2
Two-Species System
We consider an asexually reproducing two-species system with constant forcing and a uniform random initial distribution of both species. Despite its simplicity, such a model already
has a number of parameters that make it hard to grasp its full range of manifestations. We
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choose the parameters such that the model represents two physiologically very similar species
(Table 8.3). In this system, prey finds food at every cell and at all times. Incidentally, this
makes for a complicated coupling to the environment as the input of energy depends on the
system’s internal state, here the spatial distribution and internal status of prey. This aspect
is not our current focus, however.
Transition to Self-Organized Regime
A uniform initial state is quite far from the dynamic equilibrium, hence is unstable. Indeed, with the chosen initial densities, in particular
with the high predator density (Table 8.3), the state was intentionally moved far away
to allow a better focus on the transition phase. Akin to the general behavior already
observed in Figure 8.11 for the non-spatial case, the system undergoes massive fluctuations
before it settles into a dynamic equilibrium. However, due to the spatial extent, there are
characteristic differences, generally with three pronounced phases. To observe these, we look
at (i) the spatial distributions of the two species for some selected times (Figures 8.13 and
8.16) and (ii) the trajectories and phase diagrams of the mean densities
ui =

ni
,
N

(8.46)

where ni is the number of individuals of species i ∈ {1, 2} in the entire domain and N is the
number of grid cells (Figures 8.14–8.15).
Initial Rapid Transient Phase
The initial high densities of predators results in many
local configurations with predator and prey together on the same grid cell or in the same
neighborhood, which in turn leads to a very high eating rate. Even with the given high
probability for fleeing, the predators’ consumption rate is considerably higher than the
growth rate of the prey. Consequently, the predator population increases while the prey
population collapses. Inspection of the data shows that the prey population decreases by a
factor of about 2 in each time step up to t = 6. With this rapid decline, also the growth
of the predator population comes to a rapid end, by t = 3, and it starts to collapse, just
delayed by the individuals’ food reserve.
By about t = 48, the minimum predator population is reached, in the 512 × 256 domain
with just 2 individuals surviving. Apparently, this is a highly probabilistic phase, which in
the realization shown leads to the eventual recovery of the predator configuration. Other
realizations, with the same initial densities, and even more so with higher densities, lead to
Table 8.3.
Parameters of the 2-species predator-prey system whose development is shown in
Figures 8.13–8.15. Most parameter values are the same for predator and prey, indicating their
physiological similarity.

parameter
reproduction probability µ
movement range
probability for fleeing pflee
gain from eating ∆e
max. food reserve efmax
min. food reserve (reproduction) efmin
number of offspring
initial density ui0

predators
0.2
1
–
3
8
4
1
0.285

prey
0.2
1
0.5
3
8
4
1
0.2
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t=1

t = 100
Figure 8.13.
Spatial distribution of prey (yellow),
predator (blue), and predator
together with prey (red) in 2-species
population on a 512 × 256 domain
simulated with the model of Weber
[2015].
At t = 0, the distributions are
uniformly random with density
0.2 for the prey and 0.285 for the
predators. Since this is far from
the dynamic equilibrium for this
system, both populations collapsed
almost instantaneously. By t = 48,
the predator was at its minimum,
on the brink of extinction with just
2 individuals surviving. By t =
100, it has recovered and counts
43 individuals near the lower right
corner of the domain. Later times
illustrate the different developments
of pure prey regions and of mixed
ones, t = 250, and the transition
into the self-organized regime,
t = 700. Spatial distributions
for later times, after the selforganized dynamical equilibrium
has established, are shown in
Figure 8.16. The development of
densities ui = ni /N on this and on a
larger 1024 × 1024 domain is shown
in Figures 8.14–8.15. Recall that the
boundaries are periodic, the domain
thus has the topology of a torus.

t = 250

t = 700
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Figure 8.14.
Development of predator- (u1 ) and prey-density (u2 ) for short and long times in
a 512 × 256 (thin lines) and a 1024 × 1024 domain (thick lines). The dashed lines also represent
the large domain but with initial densities equal to those of the empirical fixpoint (8.47). Spatial
distributions for the small domain and for the times indicated by thin vertical lines are shown in
Figure 8.13. The phase diagrams are given in Figure 8.15.

the extinction of the predators and, with a high probability, to the takeover of the domain
by the prey, i.e., to u1 = 0 and u2 = 1.
The situation is less critical in a larger 1024×1024 domain where the minimum population
consists of 31 individuals and is almost never in danger of extinction. The fact that the
ratio of the minimal number of individuals between the two domains, 31
2 = 15.5, is much
10242
larger than that of the domain sizes, 512·256 = 8, corroborates the system’s probabilistic
nature.
In contrast to the predators, the prey population does not collapse completely since, once
it is separated from the predators, it can survive and thrive on the available nutrients. Again
inspecting the data, the minimum of the population is reached by t = 11 with 224 individuals
in the 512 × 256 domain and 1’883 in the 1024 × 1024 domain. Their ratio is 8.4, which
approximately equals the ratio of the domain sizes.
Intermediate Slow Transient Phase The initial flash of extinction leaves highly dispersed
populations. All the remaining predators are closely associated with small clusters of prey
as they would not have survived otherwise. In the realization shown in Figure 8.13, there
remain some 50 clusters of prey. Incidentally, the two predators that survived the collapse
are associated with just one of them.
Having passed their bottleneck phase, most of the prey grow unimpeded with reproduction
probability prepro , leading to an initial exponential expansion. This rapid phase lasts for just
a short time, however, until small compact clusters have formed. Since there is no room
for offspring in their interior, individuals there can no longer reproduce. The growth rate
thus decreases and becomes proportional to the length of the clusters’ boundaries, which
grows approximately proportionally to t. This situation is illustrated by the distribution at
t = 100. As the growing clusters start to coalesce the prey’s growth rate declines further.
By t = 250, much of the domain is already occupied by prey, with u2 = 0.73. Consequently,
the distribution’s boundary grows no more but actually decreases.
While most of the prey clusters develop following their own dynamics, those with associated predators take an entirely different route. As long as a pack of predators just comprises
a few individuals, it forms an approximately random distribution and consumes the prey on
their individuals’ paths as illustrated with the distribution at t = 100. As time progresses
and the prey clusters grow large and compact, the predators develop into somewhat fuzzy
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0.8

u2

0.6
Figure 8.15.
Phase diagram corresponding to the trajectories shown in
Figure 8.14. Thin straight lines indicate the asymptotic
mean densities as given by (8.47). The green dashed
line represents the development of initial uniform random distributions with densities equal to their respective
asymptotic means.
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0
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fronts that eat their way through a cluster. Since the cluster is compact, the prey cannot
flee, hence the predators always find food. This is preferably in the direction towards the
interior of the prey clusters, while the opposite direction tends to be empty. With the chosen
parameters, the advance of such a front is faster than the growth of the prey cluster, hence
predators outrun the prey. Such a front also tends to inhibit the predator’s reproduction,
however, since offspring placed behind it is separated from the food, whereas offspring placed
ahead separates its parent from the food. With this, predators never enter an exponential
growth phase even if prey is abundant. We recognize that this is a consequence of the
model’s design. The situation would be quite different if we considered a predator species
that could jump or fly to some more distant places.
For the realization shown in Figure 8.13, a large-scale predator front has developed by
about t = 250 and it runs through the domain of an increasingly compact prey distribution.
This leads to the transition of domains with u2 = 1, pure prey, into domains of self-organized
clusters that already are in the dynamic equilibrium. The straight final approach to the
apparent attractor is a manifestation of this (Figure 8.15).
By t = 700 the macroscopic front has travelled almost the entire domain and has thereby
eradicated all the structures that remained from the specific initial condition. It did not
eradicate all of the prey, however. The reason for this is that the front is not compact,
hence some prey individuals, even some small clusters survive its passage. This is due to
the probabilistic nature of the processes, to the probability of the prey able to flee, and to
the limited depth of the predator front.
Dynamic Equilibrium
With the transients vanished, the populations fluctuate in a dynamic equilibrium (Figure 8.16). Analyzing the data for this regime, which is reached by
t ≈ 900, yields for the mean densities
u1 = 0.043 ± 0.001 (0.003)
u2 = 0.272 ± 0.005 (0.015)

(8.47)

where the uncertainties are standard deviations calculated for the 1024 × 1024 domain.
The values in parentheses√are for the 512 × 256 domain. Notice that the uncertainties
scale approximately with 8 ≈ 2.8 as expected from the ratio of the domain sizes. This
indicates that the fluctuations are of a statistical nature and that the system possesses a
stable attractor such that all states on it have the same population density.
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t = 1000

t = 1010

t = 1020

Figure 8.16.
Short interval snapshots of spatial
distributions of predators and prey
in the regime of self-organized
dynamic equilibrium. The initial
development of this system is
shown in Figure 8.13. Larger
clusters of prey survive for the
short time intervals. Small ones
vanish, together with the associated
predators. Clusters without
predators grow rapidly until they
touch an infected cluster.

Dynamic equilibrium by no means implies stationary distributions, even though u1 and u2
are approximately constant. Rather, clusters form and develop through (i) the reproduction
of those prey individuals that survived the passage of a predator front, (ii) the attack by
predators, sometimes only after merging with other clusters that already carry predators,
and (iii) the almost complete consumption with the associated collapse of both, local prey
and predator populations, with just some isolated survivors that give rise to the next cycle.
The size of structures that evolve in this way and their dynamics depends only on the
system’s parameters, not on the initial condition. They are thus a self-organized large-scale
manifestation of the underlying small-scale processes.
For a deeper appreciation of the spatial structure, and of the relation between spatial and
non-spatial models, we consider a simulation that starts from uniform random distributions
with densities given by (8.47). Obviously, in a non-spatial representation like the LotkaVolterra model shown in Figure 8.11, the state (u1 , u2 ) would just remain at this fixpoint.
After all, this is the definition of a fixpoint. The situation is very different for the distributed
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model as is indicated by the dashed curves in Figures 8.14–8.15. The mean (u1 , u2 ) indeed
is not a state of the system but just a summary of the actual high-dimensional state, which
is the spatial distribution of the individuals, as illustrated in Figure 8.13. Hence, there is
no reason for (u1 , u2 ) to remain fixed within the band of fluctuations that result from the
domain’s finite size. The excursion of (u1 , u2 ) far away from (u1 , u2 ) merely reflects the
spatial rearrangement of the two species as required by their local interactions. Apparently,
after this self-organization, the system’s state remains on the attractor and continues to
develop in the corresponding subspace.
Microscopic Parameters and Macroscopic Regimes The spatial organization of dynamic
equilibrium states as well as their macroscopic properties, e.g., the mean densities given by
(8.47), depend on the values of the pertinent microscopic parameters. In the following,
we look into the system’s functioning and the resulting phenomenology for some of the
parameters.
Reproduction Probabilities (Figure 8.17)
We assumed the life-time to be performancelimited, hence individuals live indefinitely as long as they find food. With prey as the
primary producer in this two-species system, its net growth rate determines the flow of
resources through the system. Since each living individual consumes one unit of resources
per unit of time, primary production eventually determines the density of both prey and
predators.
While the macroscopic perspective is simple and clear, its microscopic realization is more
complicated. For a start, the prey’s macroscopic net growth rate is different from the
microscopic growth rate µprey . Indeed, prey cannot reproduce in the interior of a dense
cluster for lack of empty sites. Any isolated configuration of prey will thus rapidly develop
into a dense cluster, which subsequently only grows at its boundary and thereby expands
slowly. The boundary actually is where all the action takes place as also the predators must
be located there, lest they starve within a few time steps.
Having all the action at the boundary leads to some interesting effects. One is that
reproduction for predators is difficult since placing the offspring ahead, into the prey cluster,
the parent tends to be cut off and starve while placing it behind, the offspring has a high
probability for starvation. Given its food reserve, a predator of course can survive for some
time and may happen on some untouched prey cluster during the ensuing random walk. The
distances are very short for the offspring, however, since they only have minimal reserves.
In contrast, predators that had been feeding continuously on a prey cluster that eventually
vanished, can survive for quite some time. In the simulations shown here, this is for up to
8 time steps (Table 8.3).
Locally at the boundary, the ratio µprey /µpred is of prime importance. For µprey > µpred ,
the prey can feed the predator by placing their offspring into its cell. In the converse case,
the predator will advance, for µprey  µpred in fact very rapidly including expanding also
along the boundary, such that the entire cluster gets engulfed by predators. With this, the
cluster will be consumed in a short time, with the predators subsequently finding themselves
in an empty environment, however, and vanish as well. For a large ratio and a small domain,
there is a significant probability for the predator to die out. This is prevented by reducing
the predators’ efficacy by giving the prey a chance to flee. For Figure 8.17, it is set to
50%. Since the predator front is rather thin and the entire process is stochastic, some of the
prey is left behind as the front passes. They will start growing, slowly, until they touch an
“infected” cluster again, thereby facilitating the predators’ survival.
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µprey = 0.1

ρpred = 0.02, ρprey = 0.32

µprey = 0.5

ρpred = 0.12, ρprey = 0.26

µprey = 0.9

ρpred = 0.21, ρprey = 0.32

Figure 8.17.
Spatial distribution of prey (yellow),
predator (blue), and predator
together with prey (red) in an
asexual two-species population on
a 1024 × 512 domain for different
reproduction probabilities µprey
simulated with the base model of
Weber [2015]. The reproduction
probability of the predator is
constant at µpred = 0.5. All the
other parameters are as given
in Table 8.3 on page 303. The
distributions are shown for t = 2000,
in the asymptotic regime. The mean
densities ρ are calculated for the
time interval [1000, 2000].

The self-organized distribution of predators and prey for µprey  µpred is shown in the
topmost frame of Figure 8.17. As expected, the predator density is very low, ρpred = 0.02,
since it is determined by the net reproduction of the prey. Furthermore, the predators come
in quite localized groups with a large fraction of the prey cluster’s surface “clean”. These
parts grow unimpeded, but slowly, and they grow until the cluster gets consumed, typically
starting from some predator contact far away. Since there are few predator groups, the
prey clusters can grow to a significant size. Reducing µprey further will lead to yet fewer
predators, hence larger clusters.
For µprey = µpred , a much higher predator density is sustainable by the prey’s higher
growth rate. With this, the clusters can grow at a rate comparable to their consumption,
which leads to much smaller sizes and correspondingly longer boundaries, which in turn
facilitate the growth (middle frame of Figure 8.17).
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pflee = 0.1

ρpred = 0.04, ρprey = 0.15

pflee = 0.9

ρpred = 0.17, ρprey = 0.40

Figure 8.18.
Population distributions corresponding to the middle frame of
Figure 8.17 with µpred = µprey = 0.5
but for different probabilities for the
prey to flee from an assault. All the
other parameters are untouched.

With µprey > µpred , prey can outgrow the predators such that the size of clusters is larger
than with equal growth rates (bottom frame of Figure 8.17). The prey’s high growth rate
actually allows such high densities of the predators that they even occur in the interior of
prey clusters, engulfed by the prey, without being able to consume at a rate sufficiently high
to affect the cluster. Incidentally, increasing µprey , while keeping µpred constant, leads to
a monotonic increase of the predator density. In contrast, ρprey remains roughly constant
with just a weak minimum for intermediate values.
Summarizing, the population’s spatial distribution organizes itself through the boundary
length of the prey clusters. It establishes such that the net macroscopic growth rates of prey
and predator become equal, irrespective of their microscopic values. The key mechanisms
are (i) the growth of prey clusters and the associated coarsening of their boundary if the
density of predators becomes too low and (ii) the vanishing of predators that are cut off
their resource if the density becomes too high.
Probability for Prey to Flee Highly efficient predators are detrimental to the prey,
obviously. Interestingly, however, they are even more detrimental to themselves.
With µprey = µpred = 0.5 and a low probability of 10% for the prey to flee leads to
time-averaged densities ρpred = 0.04 and ρprey = 0.15 and to a spatial organization that
consists of some large and isolated prey clusters with a spread of smaller patches (upper
frame of Figure 8.18). The large cluster posses quite smooth boundaries and most of them
are being consumed by a long, sharp, and dense predator front. The smooth shape of the
large clusters leads to a low ratio between boundary length and area, hence to a low net
growth rate for the prey and a correspondingly low predator density.
An interesting phase is the transition of predators from one cluster to another. With
µprey = µpred both fronts, that of the prey and that of the predator ,can move at the same
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pflee = 0.1

ρpred = 0.01, ρprey = 0.39

pflee = 0.9

ρpred = 0.04, ρprey = 0.46

Figure 8.19.
Analogous to Figure 8.18 but
corresponding to upper frame of
Figure 8.17 with µpred = 0.5 and
µprey = 0.1.

speed. Hence, a cluster that is consumed from one side grows outwards at the still clean
boundary. It will eventually encounter another expanding cluster, merge with it, and thus
infect it with predators, if it is not already. This is the main path through which predators
survive. A minor path arises with isolated clusters that are almost completely destroyed
by the predators and in the final phase enter a highly stochastic regime where some prey
manage to split off without associated predators and to spawn new clusters, while other
small groups of prey help the survival of a very few predators.
The situation changes completely if the probability for fleeing increases to 90% (lower
frame of Figure 8.18). Prey now can easily escape predators and spawn new clusters behind
their front. They in turn need no longer form a sharp front as prey is found easily within
their reach. As a result, the mean densities of both increase, to ρpred = 0.17 and ρprey =
0.40. Recall that this happens for the same values of the microscopic reproduction rates,
hence, for a biological population, with the same physiologies, just with different escape
rates. The latter may for instance be a results of some microscopic structuring of the
environment.
Finally consider the situations with µprey = 0.1 when all the other parameters as before
(Figure 8.19). As realized before, the lower reproduction rate of the prey leads to a lower
predator density. This produces much larger clusters that in turn balance the now higher
propagation speed of the predator front. Notice that with the required larger structures,
the probability for self-extinction of the predators increases. A higher probability for
fleeing again ameliorates the situation for the predators. In the example shown, their
density increases by a factor of 4 while that of the prey just increases by some 15%. More
importantly, however, the probability for extinction is practically negligible because the size
of the prey clusters now is much smaller than the extent of the entire domain.
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8.3.3
Three-Species System
We glimpse at some of the fundamental aspects of multi-species systems, a prey-resource
system and one with an added predator. The resource is assumed to be immobile and to
be regenerated out of nothing. This is the flow that keeps the system out of equilibrium
and allows it to self-organize. The other two species are assumed to be mobile and to be
essentially dependent on finding the resources required for their survival.
A Storyline We imagine a bush-land (resource) that grows slowly due to climatic limitations and that is consumed by herbivores (prey), which thereby destroy it. They are in
turn consumed by occasional carnivores (predators) that roam the region. The parameters (Table 8.4) are chosen such that they roughly conform to this image, given a poetic
license.
Predators in this model can have large food reserves and a large radius of action to find
food. Hence, they can cluster in close proximity of prey, but need not do so. Corresponding
to their large envisaged size, their reproduction rate is rather small. Their progeny receives
just two units of resources upon birth, which however, together with their large range, still
gives a decent chance for survival even at some distance from prey.
Prey in contrast reproduces quite rapidly but has a small radius of action for finding food
and also a small reserve. It thus depends on proximity to the resource and cannot cover
wide gaps. This is even more true for its progeny, which again receives two units of resources
upon birth but has a rather small radius of action.
Initialization
Getting a spatially distributed multi-species system going can be a delicate
issue as we already found above. This is true even if the system is very robust in the
vicinity of its dynamic equilibrium. We start from a state that corresponds to a completely
vegetated domain with very low densities of both prey and predators. As expected, the
system undergoes violent initial transients during which prey and predators both come close
to extinction (Figure 8.20).
The first phase is associated with the massive growth of the prey and the concomitant
near-collapse of the resource. The data show that the prey passes its maximum at t = 47
with the resource continuing to decrease until t = 83. By that time, the prey density has
Table 8.4.
Parameters for the prey-resource and the predator-prey-resource systems shown
in Figure 8.21. For the two-species system, the initial densities of prey and resource had to be
decreased by a factor of two each to have the prey survive the initial phase.

parameter
regeneration time
reproduction probability µ
movement range
probability for fleeing pflee
gain from eating ∆e
max. food reserve efmax
min. food reserve (reproduction) efmin
number of offspring
initial density ui0

predators
–
0.08
40
–
3
50
4
1
0.001

prey
–
0.2
4
0.2
3
8
4
1
0.002

resource
80
–
–
–
–
–
–
–
1
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Figure 8.20.
Development of densities during initial transients
of predator-prey-resource system starting from
a uniform and low-density distribution of consumers in a saturated resource. Both consumers
go through a critical phase where they are near
to extinction. Thin horizontal lines indicate
asymptotic values.

already decreased by almost an order of magnitude and continues to decline. Resource
consumption is thus very small and starts to be surpassed by the resources’ spontaneous
regeneration quickly once it sets in after lag time ∆t = 80. This regeneration happens
first far away from the prey, which continues to decline until, by t = 114, it is down to
346 individuals in a few small groups and near to extinction. Near some of these groups
the resource happens to grow sufficiently quickly such that some prey can colonize and from
there, now associated with the resources and its development, conquer the entire domain
again. This is the decisive stochastic phase for the entire system. If the resource started to
regenerate in just slightly different places, the prey would go extinct and the resource would
regrow to maximal density with no further species surviving.
The predators’ development follows that of the prey in essentially the same manner as the
prey follows the resource, just with an additional delay and generally slower response because
the prey density is always much smaller than that of the resource. Specifically, the predators
first peak at t = 67, neglecting the minor initial peak at t = 2, and go through their critical
phase at the brink of extinction with less than 20 individuals, lows of 13, between t = 150
and 180. Numbers increase very slowly until t ≈ 500, by which time the predators could
disperse sufficiently into different regions and there start to break up the distributions of the
resource and the prey into smaller pockets. This is illustrated in Figure 8.21 for t = 2000.
Notice that the numbers given above are specific to the chosen parameters, obviously, but
more importantly also to the domain size and to the particular realization. The decisive
phases are the stochastic regimes where any one of the consuming species can go extinct.
Depending on this, the system will then approach one of the several asymptotic regimes,
which often are quite robust in that neither their organization nor the corresponding densities
depend on the initial configuration and a wide range of disturbances is absorbed with no
structural impact.
Asymptotic Regime The predator-prey-resource system has three qualitatively different
asymptotic regimes, high-dimensional, possibly strange attractors: (i) ρres = 1 with prey
and predator both vanished, (ii) a two-species system with the predators vanished, and
(iii) a three-species system. The latter two are in dynamic equilibrium and maintain specific
patterns that are in constant motion (Figure 8.21).
Two-Species Attractor The resource’s regeneration time, ∆t = 80, together with the much
smaller characteristic time for the reproduction of the consumer, µ−1
prey = 5, leads to the
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t = 2000

t = 20000

t = 200000

Figure 8.21.
Spatial structures in prey-resource (upper) and predator-prey-resource system
(lower) in a uniform 10242 domain with period boundaries. The resource (green) regenerates with
a fixed time delay of ∆t = 80. Prey (yellow) consumes the resource and reproduces with rate
µprey = 0.2 (τprey = 5). The predators (red) consume the prey, are by a factor of 10 more mobile
than the prey, and reproduce with rate µpred = 0.08 (τpred = 12.5). Since there exist only a few
of them, typically between 150 and 250, they are marked with large red dots for better visibility.
Further parameters are given in Table 8.4.

formation of thin, sharply bounded, line-like structures. In the asymptotic regime, these
appear as waves that are radiated by a few active centers and that annihilate each other
upon contact.
The active centers are formed with the initial strong transients that lead to the association
of groups of prey with growing clusters of resources in such a way that the resource is
growing on one end at the speed at which it is consumed at the other. This is the key
self-organization process that is strongest during the initial phase described above. Notice
that through this association, the waves of resources propagate at a speed that is determined
by the characteristic time of the consumer, hence much faster than might be expected from
the regeneration time ∆t. We recognize that the fixed time ∆t actually just leads to an
approximate “replay” of the previous wave’s passage. That wave front was originally formed
– as the complement of the current wave front – when the primordial consumption front
after the first large extinction passed through the domain. The speed of that front indeed
was determined by the reproduction rate of the consumers. While the regeneration time
∆t thus has no say in the propagation of the waves, it does determine their wavelength,
corroborating the notion of a “replay”.
As each wave consists of a “replaying” propagation front followed by an active consumer
front, two encountering fronts will annihilate each other with the merging and subsequent
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vanishing of their consumer fronts. Recalling that consumption is a stochastic processes,
in contrast to regeneration which here is deterministic, the waves’ generators are expected
to move slowly and randomly and thereby also slowly shift the radiated fields. While the
system is dynamic on different time scales, its general structure, which is established by
t ≈ 2000, remains unchanged for very long times t > 2000 000 (top row of Figure 8.21).
Correspondingly, the mean densities of resources and consumers remain quite constant in
this dynamic equilibrium. Analyzing the data for 20 000 < t < 2000 000 yields
ρres = 0.119 ± 0.006

and ρprey = 0.0255 ± 0.0002 .

(8.48)

Three-Species Attractor
Introducing predators has a minor impact during the early phase,
say for t < 500, because their density is very low (Figure 8.20). During this phase, the main
wave-like structures of the resource-prey system form with the predators struggling to keep
associated with their prey which in turn goes through the brink of extinction and survives
at just a few places. However, with the resource-prey waves stabilizing so does the predator
population. By t = 2000, it forms localized packs of quite widely separated individuals at
very low densities (bottom row of Figure 8.21). While their number is small, the predators
still destroy the regular waves in their surroundings. This in turn leads to the formation of
many more radiating centers, the reach of which is much shorter, however.
Once formed, by t ≈ 200 000, the structures again remain stable for a very long time,
constantly forming and vanishing. The mean densities for the three species during this
phase are found as
ρres = 0.123 ± 0.007 ,

ρprey = 0.0255 ± 0.0003 ,

ρpred = 0.00023 ± 0.00007 .

(8.49)

Interestingly, despite the quite different spatial organization, the densities of the resources
and of the prey are about the same as in the two-species situation.
Continuous Regeneration
Instead of the resource regeneration after a fixed time ∆t, we
consider in the following a system where regeneration is a uniform random process such that
at an empty site, the resource appears with probability p. For comparability, we choose
p = [∆t]−1 = 0.0125 and keep all the other parameters as in Table 8.4. A real situation
would probably be somewhere between the extreme scenarios with fixed ∆t on the one end
and constant p on the other.
With continuous regeneration, an essential element of the system’s self-organization vanishes, namely the wide gap between subsequent generations of resources. As a result the
system operates quite differently and, for a start, reaches the asymptotic regime much
more quickly and with different mean densities (Figure 8.22). Analyzing the data for
1000 < t < 5000 indeed yields
ρres = 0.106 ± 0.001

and ρprey = 0.0291 ± 0.0002

(8.50)

for the two-species system and
ρres = 0.207 ± 0.005 ,

ρprey = 0.0232 ± 0.0006 ,

ρpred = 0.00157 ± 0.00005

(8.51)
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ρres

Figure 8.22.
Development of densities during initial transients
of predator-prey-resource system with continuous regeneration of the resource. All the other
parameters are as for Figure 8.20. In contrast
to the situation with a fixed regeneration time,
none of the species comes anywhere near to
extinction.
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for the three-species system. Apparently, the impact of the predators is much higher now.
Their density is higher by a factor of about 7, even though it still is by a factor of about
15 smaller than that of the prey. Not astonishing then, the prey density is higher without
predators, just by some 25%, however. This in turn leads to a resource density that is almost
twice as high as without predators.

Exercises
8.1 Critical Fixpoint in Gause-Lotka-Volterra Model
The Gause-Lotka-Volterra model (8.23) for parameters γ = 1 and α12 = α21 = α yields a non-trivial
fixpoint with u1 = u2 that is attractive for α < 1 and repulsive for α > 1. Discuss the situation for
α = 1.
8.2 Principle of Competitive Exclusion
Discuss the possibilities of real systems to avoid the principle of competitive exclusion. The
mathematical answer to this has been given by Figure 8.6. Consider two perspectives: (i) Two
different species that consume one and only one uniform resource that is equally available to both
of them. (ii) All of the model parameters are “effective” in the sense that they aggregate different
real processes. For instance, the growth rate is the net of birth and death rate.
Hints: (i) There is nothing to calculate here, just thinking and outlining arguments. (ii) “Effective”
means that a complicated, typically spatially or temporally variable situation is replaced with a
simpler one, often a uniform and constant one. This is exactly the case for the population model
(8.23), where all the system parameters are constants and represent processes that in reality are
very complicated. For illustration, imagine a real situation with grass, sheep, and cows.
8.3 Lotka-Volterra
Study the Lotka-Volterra model for a herbivore-omnivore system, e.g., the grass-dear-bear system,
where the interaction is competition for primary food, but where the second species also feeds on
the first one.
8.4 Climate variations and Dynamics of Pasture-Livestock Interactions
Do Brekke et al. [2007] analysis.
8.5 Stochastic Model for Non-Spatial Domain
Implement a numerical simulation of the stochastic model (8.2).
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t = 50

t = 500

t = 5000

Figure 8.23.
Spatial structures in prey-resource (upper) and predator-prey-resource system
(lower) similar to Figure 8.21 with the difference that regeneration of the resource (green) now
is continuous, given by a random process with probability p = [∆t]−1 = 0.0125. All the other
parameters are identical and given in given in Table 8.4. Again, the predators are marked with
large red dots for better visibility even though there are many more of them, between 1150 at t =
50 and some 1600 at later times.
1. Explore the model’s phenomenology, in particular the role of the environment’s carrying
capacity N and of the ratio r/d between the probabilities for reproduction and demise, and
of the probability c for competition.
2. Choose values for N , r, c, and d and simulate an ensemble of M populations, i.e., run the
simulation M times with different initial values of n, the number of B elements. Compare
the ensemble average with the development equation (8.2), where dt hni = hnii+1 − hnii for
time steps i and i + 1.
8.6 Reproduction Model for Small Single-Species Population
For the previous exercise asexual reproduction was assumed. Derive the equations, modify the code
from the previous exercise, and explore the phenomenology of assuming
1. sexual reproduction, i.e., two (conjugate) partners required,
2. sexual reproduction and one grandparent required for successful raising.
Sexual reproduction may be implemented as either
r∗

BBEp −→ BBB

where the subscript p indicates all permutations, or, for more advanced systems,
r∗

F
FMEp −→
FMF

and

r∗

M
FMEp −→
FMM ,
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where F and M may indicate female and male or, more general, some other conjugates. Parenthetically, there is the notion of “sexual reproduction of ideas”, e.g., http://www.ted.com/talks/matt_
ridley_when_ideas_have_sex.
Introducing grandparents G, the above rules would be modified to
r∗

F
FMg Ep −→
F g M g g F

and

r∗

M
FMg Ep −→
Fg Mg g M ,

where g is any of Fg or Mg and the understanding is that F on the left side can be either F or Fg
and similarly for M.
8.7 Initialize a Spatially Distributed Population
Consider the three-species system with parameters given in Table 8.2 and discuss approaches
for setting the initial state such that all three species survive (assuming that they can coexist).
Specifically, assume that uniform random distributions with densities ρres = 1, ρprey = 0.01, and
ρpred = 0.01 lead to a collapse such that only the resource survives. What modification of the initial
state modify could help? Why?

Part IV

Evolution

It takes all the running you can do
to keep in the same place.
[Lewis Carroll, 1871]

9
The Great Unfolding

The World as we know it began to unfold with the Big Bang some 13.8 Gy ago. The very
fact that today a being exists who writes down that sentence for other beings to read, sparks
the wondering about the path that links the two, the Big Bang and your reading.
From the largest perspective, our World so far is one huge relaxation that followed the
Big Bang. As the local energy density decreased, ever more complicated structures would
remain stable and matter aggregated and self-organized accordingly. Thus nucleons and
atoms emerged and aggregated into nebulas, galaxies, and stars. With this, the cosmic
cycling of matter through the life cycles of stars set in and over time established a quasiequilibrium in the distributions of cosmic objects, all the way to isotopes. Characteristic
times became very much larger than those in the early universe. In the far future, some
100 Gy, the universe is expected to develop further, in yet unknown ways.
A characteristic of the development of our universe so far is the overall slowdown, notwithstanding the repeated local reverse developments for instance due to the condensation,
ignition, and burning of a star, possibly together with a planetary system. This overall
slowdown motivates the notion of “one huge relaxation”.
With the condensation of planets in the wake of star formation, environments emerge that
facilitate the condensation of minerals and liquids, which in turn may lead to an entirely
new level of unfolding, the evolution of life. So far, we know it only from planet Earth, but
there is no obvious reason why it should not also emerge on other planets.
In contrast to the aggregation and self-organization of matter, which is a relaxation,
evolution overall is a runaway process, which at large is speeding up. So far, it produced a
deep hierarchy of ever higher organized entities by what we will call the evolutionary spiral.
It led to the DNA-RNA-protein machinery of molecular biology, to the evolution of life, and
eventually to humankind with its unique technology-dominated culture. To be sure, at the
base of all this is still an aggregation and self-organization. However, the phenomenology is
qualitatively so different that the new name, life, is in order.
The runaway-nature of life’s evolution on Earth so far is manifest in rapidly decreasing
characteristic times, from some 1 Gy for the early phase to 1 ky and still declining for the
thread of humankind’s ongoing cultural evolution (Figure 9.1). Evolution does not follow a
single thread, however, and should rather be envisaged as a hierarchically expanding network
with threads occasionally splitting up, merging, or at least coupling, and eventually dying
off again. So far, the unfolding led to an overall increase of the complexity and diversity of
the evolving entities, and to an integration into an ever deeper hierarchy of modular layers.
As an instance, think of a higher animal with its different levels all the way down to the
continuously operating biomolecular machinery. The future on all time scales is open to
speculation.
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Figure 9.1.
Unfolding of system Earth, the coevolution of the environment and of life, illustrated
by the International Chronostratigraphic Chart [Cohen et al. 2013] with linear scaling of time. Some
key transitions are marked. They are traditionally called “events” even though more typically these
are prolonged and contorted transitions.

9.1 Physical Aggregation and Self-Organization

9.1
Physical Aggregation and Self-Organization
We consider just two aspects of our physical world: the unfolding of our universe from the
Big Bang to the formation of galaxies and the condensation of planet Earth with its early
physico-chemical differentiation. To keep the language simple, the following is formulated
in a factual manner according to our current understanding, full well knowing that this is
based on rather scant evidence.

9.1.1
Universe
The Big Bang, around 13.78 Gya, was followed by a primordial relaxation during which
particles with ever lower energy condensed at rapidly increasing characteristic times. By
10−32 s the three families of quarks and leptons as well as the gauge bosons became stable.
By about 10−6 s baryons like n and p had condensed and by some 10 s temperature and
density had dropped to levels that allowed the primordial nucleosynthesis, the formation of
atomic nuclei. This period ended by some 103 s when the kinetic energy of the particles could
no longer cross the Coulomb barrier. By this time, the H, D, and He of the universe had
emerged, actually just the corresponding nuclei, with just traces of Li. There was literally
no time for the fusion of larger nuclei whose production is hampered by the lack of stable
nuclei with masses 5 or 8, one of the early bottlenecks of the World’s unfolding.
After some 103 s, the universe was a hot and opaque plasma with thermal energies too
low for further fusion but too high for neutral atoms to condense. By some 380 ky, it
had expanded and cooled sufficiently for the emergence of neutral atoms, mostly hydrogen
and helium. Matter and light were thereby decoupled and the universe finally became
transparent, and it remained so ever after. The following period is referred to as the cosmic
dark age because there was no light except for the afterglow that resulted from the relaxation
of the newly formed atoms into their ground state. We still observe this radiation today,
albeit strongly red-shifted, as the cosmic microwave background.
During the cosmic dark age, matter in the universe begins to reorganize due to gravity and
to form filamentous structures with increasing densities and temperature at the intersections
[Springel et al. 2005; Vogelsberger et al. 2014]. By some 400 My after the Big Bang, the
threshold for the emergence of the first generation of stars and galaxies was crossed. With
this, the second phase of nucleosynthesis set in, the stellar one, that produced elements up to
56
Fe. After these stars had burned most of their hydrogen fuel, they exploded as supernovae,
which led to the third phase of nucleosynthesis. Through a few such condensation-burnexplosion cycles, which operated much faster than today, the original “H-He-world” got
transformed into a multi-nuclide world. By about 1 Gy, it was already quite similar to what
we observe today, hence the then following some 12.8 Gy did not produce any fundamentally
new physical structure of the universe. By about 2 Gy, rocky planets started to form in the
Universe [Behroozi and Peeples 2015].
We notice that the early unfolding of our World produced all of the elementary particles
and atomic nuclei that are energetically feasible. This is noteworthy because it is the only
phase that realized all its possibilities. Incidentally, we might argue that the reorganization
of matter beyond the primordial nucleosynthesis, which ended some 103 s after the Big
Bang, is structurally similar to the evolution of life. Through the condensation of atoms,
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stars, supernovae, and their eventual quasi-stationary cycle, a range of spectacular objects
emerged. However, the developments we observed so far did not lead very far on the path
to hierarchical complexity. They are certainly no comparison with what biological evolution
produced on planet Earth.

9.1.2
Planet Earth
The Solar system began to form some 4.57 Gy ago with the planets accreting quite rapidly,
over some 100 My, through many collisions with ever larger bodies. For planet Earth, this led
the repeated occurrence of a global magma ocean, which in turn facilitated the segregation
of the metallic core from the silicate-dominated mantle [Carlson et al. 2014; Bouhifd et al.
2017]. This was a key requirement for the later development of system Earth as we know it,
since removing the metals from the surface removed a huge amount of the reducing power,
which otherwise would have inhibited the later oxygenation of the system.
The last and largest collision in the accretion of planet Earth was sometime before 4.5 Gya
when a Venus-sized object, proto-Earth, collided with a Mars-sized object in the so-called
Moon-forming event. This vaporized a large part of the planet and left it in a dense cloud of
rock vapor. Part of that material was outside of the Roche radius and eventually coalesced
into the Moon. On planet Earth, the rock cloud cooled to a magma ocean within some 1’000
years, leaving behind a dense atmosphere of volatiles, some 250 bar of water and 100 bar
of CO2 [Sleep et al. 2011]. By some 10 My, the Moon had moved so far away that tidal
waves were no longer a major heat source, Earth’s mantle had frozen out, and most of the
atmospheric water had condensed into a hot water ocean. With some 100 bar of CO2 , the
atmosphere acted as a massive greenhouse and kept temperatures at some 500 K [Zahnle
et al. 2007].
In contrast to water, CO2 cannot be removed from the atmosphere by condensation and
raining out, certainly not at temperatures that could have been easily maintained even by
the early faint Sun and in the absence of any greenhouse effect. The sequestration of CO2
from the atmosphere, and the corresponding cooling of Earth’s surface, proceeded through
the formation of calcium and magnesium carbonates from the basaltic crust. This could only
set in after the magma had cooled sufficiently, the carbonates thus remained stable. Sleep
[2010] estimated that a corresponding global basalt layer could only remove some 10 bar
of CO2 . Hence, the crust must have been subducted and recycled several times in order
to remove the 100 bar initially present. During subduction, part of the CO2 is released
again through magma flows and volcanic eruption. Estimating a time scale for the CO2
sequestration is thus difficult. A current best guess is in the range between 10 and 100 My
[Zahnle et al. 2007; Sleep 2010].

9.2
Chemical Self-Organization and Origin of Life
We have no direct evidence for the environments, processes, and sequence of steps that
eventually led to the emergence of life on planet Earth, which here we pragmatically understand as the emergence of the first cells. However, there is circumstantial evidence that this
occurred around 3.8 Gya. For this time, the isotope record of the oldest known sedimentary
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rocks shows an increase in 13 C, which is thought to balance the preferred extraction of 12 C
by the emerging biosphere [Nisbet and Sleep 2001].
As for the sequence of innovations, our best circumstantial evidence is the genetic code
of current life. The large perspective is deduced from comparative studies of 16S rRNA
in prokaryotes and mitochondria, and its homolog 18S rRNA in eukaryotes. These are
components of the respective ribosomes’ small subunit, which in turn is an essential part
of the very machinery that translates messenger RNA (mRNA) into proteins. Hence, this
rRNA exists in all replicating life. In addition, it is strongly conserved, with very low
mutation rates, which makes it useful for exploring the deep past.
Looking still further back brings into focus the transition from the rather simple geochemistry of early Earth to the already very complicated biomolecular machinery, important
parts of which must have been in place to form the first cells. Naturally, the processes and
sequence of events are highly speculative as from this time, beyond 4 Gya, there remain no
non-metamorphic samples of sedimentary rocks that could contain evidence.

9.2.1
Necessities for the Emergence of Life
Self-replication using simple building blocks is a key property of life. Even the most simple
structures that are capable of this in usefully general environments are large and complicated molecules. Their accidental one-step assembly from the simple molecules supplied
by Earth’s primordial geochemistry has such a low probability that the direct emergence
of self-replicators within the lifetime of our universe is next to impossible. Apparently, the
direct emergence of cells, which we identify with the emergence of life, is even further beyond
imagination. Hence, the processes must have been much more complicated than a single
lucky event. Indeed, our current understanding, while still thin, reveals a mind-boggling
hierarchical complexity. With this, the emergence of life appears ever more as an inevitable
consequence for rather general situations.
The focus in the following is on the transition from geochemistry to life. The concepts
are readily generalized, however, to later stages of biological evolution, to the emergence
and unfolding of culture, or to large software and manufacturing projects, to just trip
thoughts.
Hierarchy Structures that are too hard to assemble directly from primordial material can
still be built through a hierarchy of ever more complicated modules that are assembled,
layer by layer, into the final structure [Simon 1962]. Imagine building a house, let alone a
city, from just sand, clay, cement, some trees, and a spread of ores without the intermediate
levels of bricks, cables, and machines (you want to have an elevator and also an espresso
machine). Next, realize how easy it is to construct a house as we know what we want to
get, there is detailed plan, a knowledge base, and a huge infrastructure. With life, all this
had to emerge simultaneously and autonomously.
As a precursor to life, we thus envisage a hierarchy of molecules that unfolds autonomously,
together with a corresponding network of reactions. Each emerging layer assembles building
blocks supplied by the already existing hierarchy, which is rooted in the geochemically
available compounds. This is what we call chemical self-organization or chemical evolution
and what bridges the gap from geochemistry to biology. Such a hierarchy has consequences
for the unfolding chemical structures, and in analogy for all evolving systems:
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Transition of Evolvability
As a new hierarchical level emerges, a new evolutionary unit,
the functionality of the lower level must eventually become fixed. This is a most complicated
transition since the very emergence of the higher level mandates continued random changes,
recombinations, and competition between the lower-level entities in order to further develop
functionality like harvesting energy from the environment, assembling specific building
blocks, self-replication, and possibly modifying the environment. It is this functionality
that, after the transition, enables the operation of the higher level. That level naturally
depends on the continued and unchanging functioning of the lower levels. Any functional
modification deeper in the hierarchy would most probably be disastrous at the top level and
end the respective line. Hence, there is a strong selection towards systems that stabilize and
conserve the operation of their lower levels.
In chemical systems, stabilization is accomplished by a separation of time scales, with
reactions on the emerging higher level proceeding many orders of magnitude faster than at
the lower level. This is best illustrated by the action of enzymes, complicated molecules
that catalyze biochemical reactions. They increase rate constants by factors of at least 106
and often much higher [Wolfenden and Snider 2001]. In biological systems, stabilization is
by transferring the control over replication to the higher level, thus effectively reducing the
evolvability of the lower levels.
As an example, consider life’s genetic code and the corresponding biomolecular machinery.
While a mutation, a modification of the genetic material that adheres to the code’s structure,
may still lead to a viable organism – it typically does not –, a modification of the code’s
structure would most certainly be fatal.
Relation between Spread of Structures and Age
Older parts of evolving systems naturally
constitute lower levels and they are shared by a wider range of entities than younger ones.
This is due to the hierarchical unfolding, stronger conservation of lower levels, and continued
mutations on higher levels. Interestingly, such older parts need not retain their functionality
on higher levels but may become repurposed during evolution, hence may just be homologs.
This indicates the difficulties for such old parts to evolve.
In biology, the relation between the spread of structures – genes and organs with their
homologs – and age is used for the construction of phylogenetic trees. These link groups of
organisms with their last common ancestor (LCA). Any extant being thus consists of layers
that become ever more similar across an ever wider range of species as we go to deeper layers,
eventually to the genetic code and the biomolecular machinery shared by all life.
Suboptimal Functionality The unfolding at higher levels is restricted by the functionality of
the lower levels. Hence, evolved hierarchical structures cannot be expected to be optimal for
their current situation and purpose. Indeed, as a new level emerges, the further evolution of
the lower level is surpassed and eventually suppressed, the latter again because incompatible
mutations at lower levels destroy the respective individual. Hence, the functionality of the
lower levels need not be optimal. From a more fundamental perspective it is not clear that
some functionality can be optimally realized by a hierarchical structure.
Non-Equilibrium The formation of ever more complicated structures from simpler ones
reduces entropy. As formulated by the second law of thermodynamics, this is not possible in a
closed equilibrium system. Instead, a corresponding flow of energy is required and, naturally,
a flow of respective lower-level building blocks. The efficiency to harvest, maintain, and
qualitatively expand such flows is a key determinant in the competition between different
entities and a driver of evolution.
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Confinement and Dispersion
To attain usefully high production rates, the concentrations
of building blocks at all lower levels must be sufficiently high. This arrives most easily in
small and at least partly confined compartments that are such that they still provide and
sustain the necessary flows of energy and building blocks. Given the typically very low
reaction rates for synthesizing large molecules, they also must provide a spread of initial
catalysts. In contrast, the much more complicated catalysts that are required in later stages
for synthesizing large biomolecules will have to coevolve with the unfolding hierarchy.
Parasitism and Protection
The evolution of complicated reaction systems within a soup of
reactants is thought to having proceeded through autocatalytic sets or cycles. Such systems
are prone to parasitic reactions that emerge naturally as error copies that are no longer
functional in the original autocatalytic set but instead feed on it, and possibly give rise
to new sets [Froese et al. 2012]. The emergence of parasites is not particular to chemical
reaction systems, however, but is an unavoidable side-effect of self-replication. Also their
impacts, the measures against them, and their significance are conceptually identical at
different levels.
Parasites invariably divert resources away from an attacked system’s regular operation.
This can be to the point where it is lethal, and it often is. There are two main approaches
to restrict the impact of parasitism: (i) Improve the fidelity of replication to reduce the
concentration of parasites, hence their chances to take over. (ii) Confine the systems to
domains that are so small that the dynamics has a significant stochastic component. Then,
the concentrations of randomly emerging parasites fluctuate and they may be suppressed in
some domains while they take over others.
From a lager perspective, however, parasitism has a crucial role in sufficiently complicated
and certainly in evolving systems. At the lowest level, it perturbs the attached system out
of its regular operation, which may open new development paths. On a higher level and
on longer time scales, it leads to defense mechanisms that are invariably costly but gain a
competitive edge. This indeed gives rise to an arms race of attack and defense mechanisms.
On still higher levels, parasites may actually be incorporated by the originally attacked
system and provide it with novel capabilities [e.g., Parrish and Tomonaga 2017; Ashley
et al. 2018]. Indeed, parasitism is proposed as a driving force behind evolution at large
[Koonin and Wolf 2012; Koonin 2016].
As a final comment, the situation that a process is detrimental to the individual – a
chemical reaction system, an organism, an organization – but beneficial to the larger group
is a recurrent theme in evolution.
Time Constraints
The confinements and their favorable conditions must exist for sufficiently long times to allow the respective evolutionary transitions, here for the unfolding hierarchy of ever more complicated molecules with correspondingly difficult reaction pathways,
eventually of biomolecular machines. For the emergence of life from simple geochemical
compounds, current best estimates are that this transition overall took a few hundred
million years. There are no non-equilibrium environments that are structurally stable on
such time scales, however, certainly not at the small spatial scales relevant for chemical
evolution. Indeed, on such time scales, mountain ranges grow and vanish and continents
form and break up again. The transition must thus be understood as a long sequences
of (i) evolutionary steps, successful or not, in quiescent confinements and (ii) events that
destructed the confinements and released their contents to the environment where they were
dispersed, eventually globally.
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Dispersion Mechanisms
A number of scenarios have been proposed for dispersal during
the transition to life. We just consider two of them: (i) A proposition for the cradle of life
are the porous structures of submarine hydrothermal vents, so-called hydrothermal chimneys
[Russell and Hall 1997; Martin and Russell 2003]. Individual such chimneys have lifetimes of
centuries to millennia, with entire fields lasting for more than 30’000 years [Sleep et al. 2011].
Most of these chimneys become cemented over time and the incorporated chemical systems
just die off. However, due to earthquakes, slope failures, and volcanic eruptions, some of the
chimneys topple and break while they are still housing active chemical systems. The rubble
is transported by ocean currents, some of it by considerable distances, before it settles again,
with a small fraction again in favorable environments for the contained chemical systems
to remain active. (ii) A quite different dispersion mechanism is envisaged by Nisbet and
Sleep [2001] as a consequence of the meteorite bombardment that was strongest until some
3.8 Gya. Impacts on the inner planets back then were so heavy that debris was ejected
into orbit and thus distributed globally. A small fraction of the material is thought to have
suffered only minimal stresses such that the fragile chemical systems would survive. The
proposition actually reaches quite a bit farther and recognizes that some of the debris was
ejected so high that it could leave the planet’s attraction. It would eventually settle on
some other inner planet and thus disperse through the inner part of the solar system. We
recognize that dispersion through meteorite bombardment is independent of the envisaged
cradle of life.
Universality vs Diversity Already a casual look at life reveals an enigma: there are millions
of species of animals and plants but just a single universal biomolecular machinery for all
life [Eigen and Schuster 1977]. A deeper look reveals further universal structures, e.g., the
reaction centers of photosynthesis, amidst a hierarchy of diversity. An explanation for this
observation can be found by looking at the characteristic times for the invention of something
new and for mixing within the global compartment.
In a typical situation, different sites house different reaction systems that evolve on time
scale tevo through a large number of local modifications, most of which lead to nowhere.
Some of these sites are leaky, either continually with small rates or episodically. The related
reaction systems thus get dispersed, mostly to oblivion in the global ocean. However, there
is some chance that different such systems encounter each other at favorable sites. On time
scale tmix , the reaction systems will thus become globally mixed. Upon each encounter
of different instances of the reaction systems, they will compete, and possibly coevolve.
Direct competition is subject to CEP, the competitive exclusion principle. Hence, one of
the merging systems will eventually oust all the others, except if they manage to coevolve,
and thereby form a single reaction system. In any case, after a sufficiently long time, only
a single system will survive.
We thus understand universality, a single and globally uniform structure, as a consequence
of the CEP for the case tevo  tmix . This is the case for “difficult” innovations that typically
consist of many steps, each of them with low transition probabilities. The unfolding of life’s
biomolecular machinery, which we will consider in Section ?? below, certainly goes for such
a “difficult” innovation. In contrast, when tevo ≈ tmix different lines may be expected to
emerge, as we today observe it with different species of animals and plants.
As a corollary, “difficult” innovations are conserved. Indeed, such an innovation tends
to open a new level of possibilities and it does so globally. With this, many different lines
emerge through the then accessible “easier” innovations and they will unfold quickly, much
more quickly than an alternative for the “difficult” innovation could evolve. With this, it
gets fixed at the lower levels of the unfolding.
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9.2.2
Prebiotic Chemistry
The emergence of biochemistry out of geochemistry is the first step from non-life to life.
Several scenarios have been worked out in considerable detail within evolutionary microbiology [Martin and Russell 2003; Martin et al. 2014; Baross and Martin 2015; Koonin and
Novozhilov 2017], geology [Nisbet and Sleep 2001; Sleep and Bird 2008; Sleep 2010] and
systems chemistry and biology [Szostak 2012; Spitzer 2017]. These are highly relevant for
understanding the unfolding of life on Earth, obviously, as well as for astrobiology and for the
efforts to create alternative life forms [Szostak 2017]. Still, and despite the major advances
over the past few decades, the story of the actual transition on Earth remains largely in the
dark. Even further away is a general understanding of combinations of environments and
forcings that are conducive to the emergence of life, and of its then specific form.
There are two main lines among the scenarios for the emergence of biochemistry on Earth,
besides the hypothesis of an origin on other planets, preferably Mars. All these lines come
with specific strengths and weaknesses, none of them is coercive so far, and all are bridging
the gap level by level, not in one huge leap. The two currently popular lines with origins on
planet Earth are:
1. The older concept envisaged a prebiotic soup of organic molecules that was maintained
by UV radiation in the early atmosphere. It was proposed by Oparin [1957], work
that actually dated back to 1924, and gained support with the experiments of Miller
[1953] that showed electric discharges in a CH4 -NH3 -H2 O-H2 -atmosphere, which is
thought to represent early Earth, to produce a variety of amino acids, the building
blocks of current life. Later lab experiments demonstrated the spontaneous formation
also of sugars, nucleobases, and membrane-forming lipids, the latter being essential
for eventually forming vesicles, which could provide containment. However, whether
the required lab conditions are realistic for the early Earth environment remains
questionable [McCollom 2013].
2. With the discovery of submarine hydrothermal vents and their associated life [Corliss
et al. 1979], in particular of low-temperature vents [Kelley et al. 2001], a new concept
became feasible, with the ocean floor as the region of origin, and not coastal regions
with the intersection of atmosphere, terrestrial systems, and ocean.
Independent of the environment, biochemistry must have emerged that satisfies life’s demand
for three classes of processes: (i) a metabolic machinery that captures energy and material
building blocks from the environment to build structures and keep them out of thermodynamic equilibrium, (ii) a genetic or replicator mechanism that processes information
and transmits it to the environment and to following generations, and (iii) membranes
or confinements that keep the system’s components together and allow it to separate from
the environment [Ruiz-Mirazo et al. 2014]
With respect to the sequence of emergence, there is an ongoing controversy, summarized as
metabolism first vs replicator first and posed as a chicken-egg problem. Such a controversy
in the context of evolution is astonishing, however, as there is no need for metabolism,
replication, and confinement to emerge sequentially. Indeed, one would rather expect a
coevolution of the three, starting from the specifics of the particular environment with its
variety of small molecules [e.g., Shapiro 2006; Ruiz-Mirazo et al. 2014]. The current concept
thus envisages two phases: (i) autocatalytic sets that develop in sufficiently diverse and
concentrated soups of small molecules and eventually produce large organic molecules and
(ii) a subsequent “RNA world” with eventually very large molecules and a machinery that
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Figure 9.2.
Most simple autocatalytic decomposition of food component F into
product A together with some waste W, with the intermediary
compound FA. The process may be described by (9.2) with A and
B representing the same chemical species.

FA
F

A
A

W

builds them from a small set of units, which in themselves are already much more complicated
than the molecules in the primordial soup, however.
Catalytic Reactions and Cycles
Consider the transformation of some food component F
into the product component A, typically together with some waste W,
k1

*
F−
)
−A+W ,
k2

(9.1)

with rate constants ki . Denote the respective concentrations with f , a, and w, and assume
elementary reactions to arrive at the rate equations, e.g., ȧ = k1 f − k2 aw for component A,
and correspondingly for F and W. For initial concentrations a(0) = 0 and f (0) = f0 , with no
food being added, and assuming instantaneous removal of the waste, hence w = 0, we find
that f decreases exponentially and a increases correspondingly, a(t) = f0 [1 − exp(−k1 t)],
with characteristic time k1−1 . For the elementary cases we consider here, the rate constants
are determined by the activation energy, which is the energy barrier that has to be overcome
for the reaction to proceed. For many situations of interest, this barrier is so high that
the reaction rate is practically negligible. This changes with the presence of catalysts,
components that enter the reaction, thereby open an alternative path with a lower activation
energy, and are released again. In the most simple case of (9.1) with catalyst B, this can be
described by a system of elementary reactions as
−
F+B *
)
− FB

−
FB *
)
− A+B+W .

(9.2)

Apparently, this again leads to the net reaction (9.1) – B and FB can be eliminated from
the description –, which now is no longer elementary, however.
Catalytic reactions are of great importance because they (i) facilitate otherwise improbable reactions and (ii) allow to control large fluxes, here F → A, with components at often
very low concentrations. Indeed, most current technical reactions are catalyzed, as are
almost all biochemical reactions.
Autocatalytic Reactions
With respect to the onset of evolution, for which self-replication
is a key step, autocatalytic reactions are of obvious interest. Here, a product component
catalyzes its own production. In the most simple case (Figure 9.2), this is just the set of
two elementary reactions (9.2) with B replaced by A.
Autocatalytic reactions indeed are quite common chemical processes. An example is the
net formulation (2.22) for glycolysis, the critical step in cellular respiration. They are also
applied to represent population dynamics, e.g., by the Lotka-Volterra model (8.31).
Autocatalytic Cycles Even the most simple autocatalytic reactions consist of cycles of elementary reactions. An autocatalytic cycle in the more general sense is a possibly complicated
cyclic sequence of reactions where some product is eventually fed back to the entry point. In
contrast to autocatalytic reactions, where the reaction is autocatalyzed by definition, none
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A1

A2

F1

F2

environment

Figure 9.3.
Elementary food-generated autocatalytic set. Components are symbolized by
squares, possibly complicated and multilevel reactions like (9.2) by circles,
flows by solid arrows, and catalytic actions by dashed arrows. The foodcomponents Fi are provided by the environment, the components Aj belong
to the autocatalytic set. Notice the difference to an autocatalytic cycle,
A1 → A2 → A1 . Waste products are not shown. The emerging chemical
autocatalytic sets in prebiotic systems were presumably very much more
complicated, involving thousands of components.

of the reactions in an autocatalytic cycle needs to be catalyzed by any of the components
in the cycle, there indeed need not even be any catalysis for such a cycle to exist.
Examples of autocatalytic cycles include many important biochemical processes. One is
glycolysis, which indeed is much more complicated than reflected by (2.22). Another one
is the formose reaction, which produces sugars (Cn [H2 O]n ) from formaldehyde (CH2 O). As
such it is an important candidate for prebiotic chemistry as it opens the route from a then
readily available small carbon compound, formaldehyde, through ribose C5 (H2 O)5 and on
to RNA.
While autocatalytic cycles are a natural starting point for self-replicating systems, they
are highly specific and per se do not open a path towards evolution. They are important
components of more complicated systems, however.
Autocatalytic Sets In a sufficiently rich set of interacting compounds, there may exist
many catalytic interactions, which need not be autocatalytic, however. They form an
autocatalytic set as a whole if the production of each of its components is catalyzed by some
component from the set, i.e., if the set is catalytically closed [Hordijk 2017]. Sufficiently
large such sets typically contain one or more closed catalytic loops, which are referred to
as viable cores [Vasas et al. 2012]. Notice the difference between such cores, where the
catalytic action forms the cycle, and autocatalytic cycles, where reaction components form
the cycle.
For the current focus on the emergence of biochemistry, such sets are of particular interest
if they are food-generated, which means that each component of the set can be produced
from some readily available food component through a sequence of reactions, each of which
is catalyzed by one of the set’s components (Figure 9.3). These are also referred to as
reflexively autocatalytic F-generated sets (RAFs).
Such systems were recognized as a possible first step from geochemistry to biochemistry by
Eigen [1971], followed by Kauffman [1986] and several others [Ruiz-Mirazo et al. 2014]. Eigen
indeed already distinguished autocatalytic loops and their branches, with loops forming in
sufficiently large sets as a catalytic chain closes on itself. Later, Vasas et al. [2012] referred
to loops and branches as “core” and “periphery” (Figure 9.4) and associated them with
evolvable structures akin to biological genotypes and phenotypes.
Onset of Primordial Food-Generated Autocatalytic Set
In a conducive environment, RAFs
emerge spontaneously and they are then capable to reproduce as a whole. To understand
the onset, we recall that catalysis can only increase the rates of thermodynamically feasible
reactions. Hence, given the required food components Fi – and sufficient time, which indeed
may be very long – all the components Aj and Bk will be produced ab initio through possibly
rare reactions, but without the need for catalysts. The set is thus also robust in the sense that
any subset of components that is lost will be recreated. With this, we imagine the network
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B3
B2
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F1
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Figure 9.4.
Food-generated autocatalytic set with two cores – the catalytically
closed loops {A1 , A2 } and {A3 } – and periphery Bj . The two cores
both depend on food component F2 . Competition, hence natural
selection, sets in once F2 becomes limiting. Similarly, part of the
periphery – B2 and B3 – depends on the presence of both cores.
In typical systems, cores and periphery are both much larger and
more diverse than shown here, and the periphery is larger than
the set of cores.
Notice the analogy with ecological interaction webs. Indeed,
Dyson [1982] explicitly referred to his model as an “exercise in
population biology”.

B1

F3

environment

to grow slowly out of its food components. As the first catalysts are produced, reaction
rates and thus also concentrations increase sharply, thus also facilitating the production of
subsequent layers of the network.
Operation First recall that chemical reactions and reaction systems are microscopically
reversible, albeit the forward and backward paths may come with vastly different rate
constants [Blackmond 2009]. For a system like the one shown in Figure 9.4, reversibility
first of all determines equilibrium concentrations in a closed system for given temperature,
pressure, and concentrations fi .
Environmental systems are typically open, however, with externally imposed fluid flows
or chemical gradients and with products that are consumed by processes that are not
represented explicitly. Here, we just consider an exemplary situation, which is easily extended, however. Let the food components Fi be available at some maximal rates, for
instance determined by dissolution from a solid environment. Let the components Bj with
concentrations bj undergo a first-order decay, dt bj = −βj bj , with βj > 0, which may
represent consumption by some external reactions or export with a flowing fluid. The inflow
of food components and outflow of product components keeps the system out of equilibrium.
For the autocatalytic set shown in Figure 9.4, each of the cores has a private food component
(F1 and F3 , respectively) and they compete for a second source (F2 ). This competition is
controlled by the concentrations a2 and a3 . The lower they are, the larger the flow of F2
diverted into the respective core. These concentrations in turn depend (i) on the cores’
internal dynamics, e.g., the catalytic production of A2 , (ii) on the cores’ interactions, here
the competition for F2 and the production of B1 in the branch of core 1 that is catalyzed by
B3 in the branch of core 2, and (iii) on the external consumption of the periphery.
We recognize that large autocatalytic sets with their self-replication, “food chains” like
F1 → A1 → B2 → B1 , and competition will have a dynamics that is akin to population
dynamics in ecosystems.
Evolution of Autocatalytic Sets
Given a sufficiently rich autocatalytic set, recalling the
probable presence of simple organic building blocks like formaldehyde (CH2 O) already on the
early Earth, and given the enormous diversity of structures that are feasible within organic
chemistry, we may expect novel compounds to emerge spontaneously as the huge space
of possibilities is explored [Caetano-Anollés et al. 2009; Virgo et al. 2016]. These novel
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compounds will introduce new interactions and modify existing ones, much like invasive
species in an ecosystem. Specifically, some of them may have catalytic capabilities for some
of the reactions, others will lead to new periphery and to new cores, hence increase the
system’s diversity. Autocatalytic sets are thus expected to evolve, at least for some time.
More formally, we identify the key aspects (i) variation in replication, (ii) selection based
on the competition within the given environment, and (iii) heredity, which comes trivially
with replication. As we will find later, these are the prerequisites for evolution.
Exploding Diversity vs Competitive Exclusion
The drive towards increased diversity is
counteracted by the competitive exclusion principle that results from competition, for food
components Fi and in general also for intermediaries. Which one of these trends will eventually prevail depends on the relative time scales for (i) the emergence of novel compounds
and (ii) development and eventual fixation of a network through competitive exclusion after
a new compound has been introduced. Apparently, these processes are not independent of
each other, hence time scales are but a rough concept. Still, they allow us to discuss a further
crucial aspect: the race between increasing local efficiency and continuing evolution.
As evolution proceeds, we expect ever more powerful catalysts to emerge, for already
existing reaction paths as well as for new ones. This speeds up the respective parts of the
dynamics and typically also makes interactions more specific. The time for the fixation
of the reaction network is thus reduced, through competitive exclusion, and the system’s
evolution comes to an end, even if further compounds and reaction paths existed.
Vasas et al. [2010], among others, analyzed the situation for abstract models of autocatalytic sets and indeed concluded that they cannot sustain evolution indefinitely. Evolving
autocatalytic sets also face a problem at the other end: the emergence of an ever larger
number of competing reactions that rapidly prevent the unfolding of more advanced structures. For instance, Orgel [2000] argued that for a specific pathway, the formose reaction,
the anticipated formation of ribose and on to nucleotides as building blocks of RNA is
highly improbable in aqueous solutions because of many competing reactions that emerge
simultaneously. The path is only open with highly selective catalysts, which where not
present on early Earth, however.
As a caveat, we recall that categorical statements of what was and was not possible some
4 Gy ago is premised on assumptions about the environment back then. For instance, Benner
et al. [2012] argued that, if there was borate available, ribose would have been quite stable
and could have been produced through the formose reaction with a high yield.
Compartmentalization A solution to both problems – rapid fixation and exploding diversity – comes with spatial compartmentalization. With this, while some subset of processes
may take over in one compartment, the stochastic nature of the system guarantees that
some other subset takes over a neighboring compartment. Compartmentalization indeed
adds a new layer, and an important degree of freedom, to the global system. Competitive
exclusion now operates at two levels – that of the individual compartment and that of the
encompassing system – and these have different and independent time scales. One depends
on the efficiency of the local reaction system and is decreasing with continuing evolution,
the other one depends on the mixing time between compartments.
The necessity of compartmentalization for an autocatalytic system to evolve was also
demonstrated in several modeling exercises. Vasas et al. [2012], for instance, revised their
earlier assertion that such systems could not evolve and demonstrated that they could, once
compartments were introduced. Such separation indeed was already an important ingredient
of the abstract mathematical framework proposed by Dyson [1982] for the evolution of
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autocatalytic sets based on random mutations, during a phase of the unfolding where natural
selection is not yet active. He found that populations of a few thousand mutually catalytic
molecular components have a “reasonable probability” to transit from a disordered into an
ordered state. This framework remains an interesting starting point for looking into the
initial phase of evolution in the pre-Darwinian phase, also beyond the emergence of the
current biomolecular machinery.
Summary We recognize three interrelated aspects: (i) the reaction system, which is a
precursor of the emerging metabolism, (ii) the catalysts, which control the reactions and may
be seen as precursor of an information system, and (iii) spatial compartmentalization, which
protects diversity against competitive exclusion. These may be envisaged as coevolving,
thereby producing ever more complicated molecular structures together with their related
ever more powerful catalysts.
Comments
Food-generated autocatalytic sets are most extensively studied in the context
of biochemical reactions both in the context of prebiotic chemistry and for current life. As
an example for the latter, Sousa et al. [2015], studying the metabolism of E. coli, found that
of the 1826 identified reactions, 1787 belong to such a set. It encompasses 1199 molecule
types, of which just 42 act as catalysts, and it depends on 438 food molecules of which 117
were found to be essential. While this may appear as a large and complicated set, Sousa
et al. [2015] comment that, as a consequence of the weaker specifity of the early catalysts,
the original possibilities were larger and the contemporary metabolism is but a small subset
of them.
Autocatalytic sets are key to biochemical systems, but are not limited to them. They
emerge spontaneously in environments that satisfy some prerequisites:
1. A large and diverse set of processes that have a common material (metabolism) and
informational (catalysis) base, which allows one process to operate on the product of
another and to transfer clues on how to improve its operation.
2. An external forcing that consists of a flow of matter and energy – or of the respective
analogs in non-physical systems – that result from imposed fluxes or gradients. Both,
matter and energy, are transformed during the passage and thereby keep the system
out of equilibrium.
Ecosystems are instances of systems that may contain food-generated autocatalytic sets,
with biological species taking the role of chemical components. An instance of a catalytic
effect would be the pollination of a range of plants by insects. It would also nicely illustrate
the emergence of specific catalysis and the coevolution of processes and their catalysts.
Further instances of systems harboring autocatalytic sets are readily found in manufacturing,
economics, sociology, and all the way to our culture.
Finally, notice the crucial role of diversity as a prerequisite for an autocatalytic set, which
in turn is a first step in the origin of an evolving system. Understanding this is a basis for
addressing the popular question of why diversity should be furthered, or prevented.
RNA World
So far, we considered autocatalytic sets in general. Now, we focus on the
possible origin of life’s biomolecular machinery, which today consists of the three main
components DNA, RNA, and proteins.
Biomolecular Machinery In the full form of the current machinery of molecular biology,
the basic genetic information is stored in DNA with RNA transferring it to the molecular
machines (ribosomes) that produce proteins. Proteins are the operators that finally build
and run the living organism, including the replication of DNA. Ribosomes are complicated
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nucleotide
nucleobase
(guanine)
phosphate
group

amino acid

C5-sugar
(ribose)

Figure 9.5.
Elementary building blocks of proteins
(amino acids) and of RNA and DNA
(nucleotides). Amino acids consist of
two functional groups, amine (NH2 )
and carboxyl (COOH), and a side
chain R that specifies the amino
acid. Nucleotides (gray) consist of
three chemically different parts: a
nucleobase, which is a letter of the
genetic information, here guanine G,
and the sugar and phosphate groups
that polymerize into the molecule’s
backbone, here shown as part of RNA.
The nucleobase of the neighboring
nucleotide is abbreviated as R.

molecular machines that consist of ribosomal RNA (rRNA) together with tens of ribosomal
proteins. DNA and RNA are both nucleic acids, built from a four-letter alphabet of nucleotides. These are already quite complicated molecules as they consist of three chemically
different parts: a C5 -sugar, a phosphate group, and a nitrogenous base, which is also called
a nucleobase (Figure 9.5). In contrast, proteins are built from amino acids, which are much
simpler building blocks. Today, hundreds of amino acids occur naturally. However, only 20
of them are encoded in the current genetic code. Despite the simplicity of their building
blocks, proteins can be very complicate three-dimensional structures.
A Short History of the Concept
An early proposition by Rich [1962] was that primordial
RNA could simultaneously store the (genetic) information and provide the catalytic activity
to replicate it [cited by Sankaran 2016]. It did not gain traction, however, and the initial
concept for the emergence of the biomolecular machinery had chains of both, nucleotides
and amino acids, existing and evolving together [Crick 1968; Orgel 1968]. It was then
refined to just include RNA and proteins, with DNA emerging later [Eigen et al. 1981].
RNA thereby stored the information and the proteins provided the catalysts for replication
of both. Gilbert [1986], following the discovery of two ribozymes – pieces of RNA that
act as enzymes (catalysts) – in extant bacteria, explicitly proposed a primordial RNA
world, in which RNA performed both essential functions, information storage and catalyzing
replication. Together with his earlier notion of genes as mosaic structures that consist of
exons, nucleotide sequences that are translated into proteins, and introns, which are spliced
out of the transcription unit before translation [Gilbert 1978], he opens a perspective on the
functioning of the RNA world.
Operation of the RNA World
The key element introduced by Gilbert [1986] is the selfsplicing intron that can splice itself out of an RNA molecule. This reaction is envisaged
to be reversible such that the intron can slice itself back into the RNA at a location
with a corresponding nucleotide sequence. Presuming that the basic structure of RNA
was the same back then as it is now, two such introns could combine to remove an RNA
segment from one molecule, and to eventually reinsert it into another one. This conveys the
capability to recombine in analogy to sexual reproduction in higher organisms. Since such
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recombination transfers functionally meaningful units, it allows a much faster evolution than
what is achievable through the random noise that results from single-nucleotide mutations,
which remain active in parallel, however.
In today’s world, ribozymes have a much lower catalytic power than protein enzymes,
and there is no reason to assume that this was different on early Earth. Indeed, we
would expect that primordial ribozymes were still weaker than today’s. Yet, they may have
opened the path to evolution and to an associated increase in efficiency through evolution.
That such evolution can be fast and versatile has been demonstrated in several in vitro
experiments, which found amplification factors by several orders of magnitude, compared
to the uncatalyzed reaction, after just a few tens of evolutionary cycles [Martin et al.
2015; Horning and Joyce 2016]. Such experiments lend strong support to the RNA world
hypothesis, which indeed is the current most popular hypothesis for early biochemistry on
the brink of life.
Emergence of the RNA World
With nucleotides being composed of three different chemical
parts, the straightforward concept is that a ribose sugar, a nitrogenous base, and a phosphate
group would bind to form a nucleotide. These would then have to be chemically activated
such that they could polymerize into an RNA chain [Higgs and Lehman 2015].
The fundamental obstacle faced by this concept is that abiotic processes favor small
molecules. Indeed, the smallest amino acids, with up to three carbon atoms, are readily
produced in the lab under early Earth conditions [e.g., Miller 1953]. They are also found in
meteorites. In contrast, nucleotides of any sort were never reported in simple experiments
and if added, they do not link spontaneously [Hud et al. 2013].
The current most favored way to close the gap between geochemistry, with its simple
organic compounds, and an RNA world with essentially the modern constituents – nucleobase, sugar, and phosphate group – is chemical evolution. Precursors of these constituents
are envisaged to having emerged within a diverse soup of ions, minerals, and small organic
molecules through autocatalytic sets [Shapiro 2007; Engelhart and Hud 2010; Lancet et al.
2018]. These may have been independent in the beginning, but co-located. As the systems
matured and “discovered” synergies, they began to coevolve, eventually giving rise to a
proto-RNA. Its constituents continued to evolve, possibly by replacing entire building blocks,
until the current form became fixed [Hud et al. 2013].
Our focus so far was on the emergence of the RNA world and the main challenge was to
understand how the building blocks, the nucleotides, could form. Glimpsing at the other
important class of current biomolecules – proteins – we recall from above that their building
blocks, amino acids, were readily available on early Earth, at least the smaller ones. Hence,
we may suspect that their evolution, again through autocatalytic sets, would have been much
easier than that of RNA. Indeed, there is the proposition that the two classes coevolved in
the so-called RNP (ribonucleoprotein) world [Dale 2006; Smith et al. 2014] with the emerging
proteins quickly providing much stronger catalysts than the proto-RNA.

9.2.3
Biomolecular Machinery of Modern Life
We fast forward in time to shortly look at the machinery that underlies all modern life. At
its base is the biomolecular machinery that employs DNA and RNA as the language for
encoding genetic information. It is common across all known forms of life. Also common are
the processes for storing and processing this information, and for expressing it by building
and maintaining the cellular structure, which in turn protects the machinery.
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Genetic Information
The genetic information is contained in the DNA, encoded in a
four-letter alphabet with the nucleotides C, G, A, and T. These are arranged into 3-letter
words, the codons, which in turn are grouped into genes that code for molecules with specific
functions. The sum of genes is referred to as the being’s genotype. As an aside, notice efforts
in systems biology to increase the genetic alphabet [e.g., Hoshika et al. 2019].
As a consequence of their long and complicated coevolutionary history, DNA and RNA
are exquisitely structured on several hierarchical levels [Vetsigian et al. 2006; Aggarwal
et al. 2016; Koonin and Novozhilov 2017]. This makes them robust against translation
errors and allows them to faithfully transmit huge amounts of information. Still, there are
occasional errors. Even though these are usually detrimental, they still are the basis for
keeping evolution going.
Replication of a Cell
Modern cells belong to two major types, prokaryotes, which lack a
nucleus, and eukaryotes, which posses a nucleus that holds the DNA. Eukaryotes emerged
much later than prokaryotes and they are much more complicated. In the following, we thus
only consider prokaryotes, as models for the earliest cells at the emergence of life.
The first step in cellular reproduction is DNA replication. In prokaryotes, the DNA
consists of a double-stranded circular structure that is supercoiled to fit into the available
small volume. Copying it involves uncoiling, splicing of the strands, copying one of them,
re-merging one of the single strands, completing the other one, and recoiling the circular
structures. These steps are actually performed locally, starting at the origin region marked
by the nucleotide sequence oriC, with the respective biomolecular machines working their
ways through the DNA in opposite directions until they meet and finish the replication. In
detail, these are exceedingly complicated biomolecular processes [Berry 2011].
Horizontal Gene Transfer (HGT) Prokaryotes reproduce asexually, typically through
binary fission. Still, there exists an exchange of genetic material through the direct transfer of
DNA segments between two cells. This is mediated through viruses and virus-like elements
produced by the donor cell, or it occurs during direct contact between cells through the
exchange of plasmids, small circular pieces of DNA that are separated from the main strand
[Thomas and Nielsen 2005; Frost et al. 2005]. Such exchange operates in all three domains
of life, most intensely within prokaryotes, bacteria and archaea [Wagner et al. 2017], but to
a lesser degree also in eukaryotes.
The direct exchange of genetic material is called horizontal, or lateral, because it is
between individuals of the same generation, which may belong to different species, however,
and may even belong to different domains of life. In contrast, the transfer of genetic material
from a parent to its progeny, across generations, is called vertical.
The main advantage of HGT is that evolution does not need to proceed along the lines
of species, with their narrow set of capabilities, but can use the full width of so far realized
capabilities within the domain reached by HGT. This leads to much higher rates of inventions
and allows for a fast adaptation to a changing environment. A current manifestation of this
is the rapidly evolving immunity of bacteria against antibiotics. On the other hand, HGT is
a risky evolutionary strategy since there is no guarantee that newly incorporated genes will
work and there is no means for controlling incorporation. In contrast, vertical transfer is
much safer because the set of genes was already operational in the parent organism [Vogan
and Higgs 2011].
An obvious prerequisite for HGT is the common “genetic language” and the common
machinery to interpret it. Indeed, Woese [1965] proposed that the observed universality of
the genetic code together with its hierarchical organization results from a stage of life’s
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unfolding that was dominated by HGT. This is corroborated by numerical simulations
[Froese et al. 2018].
The situation with HGT indeed is very rich with separated segments of DNA acting
in analogy to symbionts or parasites in ecosystems. Symbionts are segments that provide
some service to the main organism, for instance immunity against certain chemical agents
or the ability to metabolize others. In return, they get reproduced by the cell. Parasites,
in contrast, would be segments that still extract the host’s resources for their reproduction
but have no beneficial effect.
Not all genes of an organism are susceptible to HGT, however. There is the core genome,
which is present in all members of the species, and the accessory genome, whose genes occur
only in some of the members. The core genome typically contains essential genes, which are
required for the basic functioning of the organism, while the accessory genome encompasses
dispensable genes that encode specific functions like immunity against a particular vector.
It is the accessory genome that is subject to HGT. The joint genome of all members, the
so-called pangenome, is larger than that of any one member. The share of the core genome
varies greatly between species, for prokaryotes ranging between 3% and 84% [McInerney
et al. 2017].
As a final remark, HGT is probably the best studied case of a more general situation
that is encountered on different levels, from sufficiently complicated chemical systems to
humankind’s cultural evolution.
Operation of a Cell
While DNA replication is a very complicated process already, the
production of proteins operates on yet another level. Proteins are large biomolecules that
are involved in almost all aspects of a cell’s growth, maintenance, and operation. Producing
proteins from the information in the DNA is referred to as gene expression and consists of
two successive steps: transcription and translation.
During transcription, a particular region of the DNA, a gene, is read out. If the transcribed unit encodes a protein, the information is read into mRNA (messenger RNA). This is
an essentially verbatim copy with just the nucleotide T replaced by U. The process is indeed
rather complicated with three different phases – initiation, elongation by adding nucleotides
one by one, and termination –, which also include proofreading and error correction. Besides
mRNA, there are several other types of RNA that are also created by transcription of DNA
regions but that do not lead to proteins. They rather operate directly, for instance in
the regulation of the translation of mRNA to proteins, or they belong to non-operational
remnants left from the emergence of the biomolecular machinery.
The second step in gene expression is translation, the synthesis of a protein from the
mRNA. This is done in ribosomes, which are large biomolecular factories in which different
machines cooperate. They work by linking amino-acids one by one in the order specified by
the mRNA, using their own ribosomal RNA (rRNA) in the process.
As an important aside, rRNA is found in all self-replicating members of the cellular
kingdom and it evolves so slowly that it can be used to determine the relationship also
between distant beings. Woese and Fox [1977] were the first to employ it – specifically
16S rRNA in prokaryotes and mitochondria, and its homolog 18S rRNA in eukaryotes –
to identify the three domains of cellular life: archaea and bacteria as the two kingdoms of
prokaryotes and the kingdom of eukaryotes, which includes all animals and plants.
With gene expression, information flows unidirectionally from the DNA to RNA and on to
proteins. As formulated by the central dogma of molecular biology [Crick 1970], the reverse
flow, from protein to DNA, does not exist. While this dogma holds in most situations, there
are instances where it apparently breaks down [Koonin 2012].

9.2 Chemical Self-Organization and Origin of Life

for the material beyond this point, no
lecture notes are available yet
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Part V

Appendix

A
Tools

This is a preliminary collection of useful tools.

A.1
Numerical Integration of ODEs
The evolution of low-dimensional dynamical systems is often described by a set of ordinary
differential equations (ODEs) of first order,
u̇ = f (u; p) ,

(A.1)

where f (u; p) is the flow of u. This is a vector field, a set of functions {fi }, that is typically
nonlinear in u and depends on parameters p. Due the nonlinearity analytical solutions are
only feasible for very rare cases. Hence, a wide spectrum of numerical methods have been
developed of which we just consider the two most prominent members, the explicit Euler
method and the Runge-Kutta methods. The Euler method has the advantage that it is very
simple to implement and suffices for many sufficiently regular systems, despite its rather
low numerical performance, expressed as number of calculations required for performing a
prescribed integration with a prescribed accuracy. Runge-Kutta methods are more elaborate
and demand significantly more calculations per time step. This is typically offset by allowing
much larger time steps as well as offering local and automatic accuracy control, at least an
approximation to it.
In the following, the two methods are presented explicitly for the case of a two-dimensional
system, which is readily expandable to d dimensions.

A.1.1
Explicit Euler Method
The first scheme for numerically integrating ODEs was introduced by Leonard Euler around
1770. It is obtained by rearranging the finite differences approximation of a derivative, which
is
u(t + ∆t) − u(t)
u̇(t) =
+ O(∆t2 ) .
∆t
Hence, for the two-dimensional system
∂t u1 = f1 (u1 , u2 ; p)
∂t u2 = f2 (u1 , u2 ; p)
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we obtain the first order time-marching scheme


u1 (ti+1 ) = u1 (ti ) + ∆tf1 u1 (ti ), u2 (ti ); p

u2 (ti+1 ) = u2 (ti ) + ∆tf2 u1 (ti ), u2 (ti ); p .

(A.3)

In the most simple case, the time step ∆t is set constant, and N such steps are executed
to propagate the initial state {u1 (t0 ), u2 (t0 )} to time t0 + N ∆t. This yields a discrete
approximation of the trajectory that starts at {u1 (t0 ), u2 (t0 )}.
The choice of ∆t, which determines the computational effort, and the resulting accuracy
of the solution are the key issues here. A little inspired but still effective approach is to
compare two solutions – one calculate with ∆t, the other one with ∆t/2 – and to continue
decreasing the time step until the solution converges. Despite its roughness, performing at
least one such refining step is good practice to assess the accuracy of the solution.
More elaborate approaches employ a time step control, which is the local control of ∆t
depending on the change relative to that of the previous step.

A.1.2
Explicit Runge-Kutta Methods
The Euler method (A.3) uses the information at un to project it to the next step un+1 . In
contrast, higher order methods like the Runge-Kutta methods also use information along the
way. For instance, a second order method would do an Euler step by ∆t/2 and would use
the flow for both states, f (un ) and f (un+ 21 ), to estimate the projection un+1 . In analogy,
higher order methods take several virtual sub-steps to perform the one real step un 7→ un+1 .
Such a step is computationally much more expensive than a single Euler step because the
flow f must be evaluated several times, instead of just once. A higher order method is
thus advantageous if it allows a time step that is correspondingly larger. This is often the
case and the forth order Runge-Kutta method, for short referred to as RK4, evolved into a
workhorse for solving ODEs.
A general Runge-Kutta method of order s may be expressed by the time-marching
scheme
s
X
bi ki ,
(A.4)
un+1 = un +
i=1

which is also called a propagator. Thereby the evaluation of the flow is hidden in the
factors
k1 = ∆t f (tn , un ; p)
k2 = ∆t f (tn + c2 ∆t, un + a21 k1 ; p)
k3 = ∆t f (tn + c3 ∆t, un + a31 k1 + a32 k2 ; p)
..
..
.
.
ks = ∆t f (tn + cs ∆t, un + as1 k1 + as2 k2 + · · · + as,s−1 ks−1 ; p) .

(A.5)

The parameters ci , aij , and bi are specific for a particular method and are typically reported
in the form of a Butcher tableau. The values for the classical RK4 are given in Table A.1.
For a d-dimensional system, (A.4)–(A.5) are used for each component ui with flow
fi (u1 , . . . , ud ; p), for i = 1, . . . , d. Hence, the factors k1 , . . . , ks have to be calculated for
each component individually, while the coefficients c, a, and b remain the same.
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Explicit Runge-Kutta Cash-Karp Method
Higher order methods open the opportunity
to estimate the local error, for the step un 7→ un+1 , from the difference between un+1 for
order s and s − 1. This is only efficient, however, if the evaluations of the flow are at the
same points for both orders. Else the computational cost is too high. A common method
that achieves this is the Runge-Kutta-Fehlberg method, which computes orders 4 and 5. It
is often referred to as RK45. A generalization of this idea is the Runge-Kutta Cash-Karp
method which computes all orders 1,. . . , 5. Its Butcher tableau is given in Table A.2. For
a very moderate additional cost, this method allows more sophisticated analyses of the true
solution’s curvature between un and un+1 , hence a more efficient time-step control.

Table A.1.
Generic Butcher tableau (upper) and explicit values for forth order Runge-Kutta
method RK4 (lower). Notice with (A.5) that coefficients ci are only required for non-autonomous
systems.

Table A.2.

c2
c3
c4
..
.

a21
a31
a41
..
.

a32
a42
..
.

a43
..
.

cs

as1
b1

as2
b2

as3
b3

..

.
...
...

1
2

1
2

1
2

0

1
2

1

0

0

1

1
6

1
3

1
3

as,s−1
bs

1
6

Butcher tableau for Runge-Kutta Cash-Karp method [Cash and Karp 1990].
1
5

1
5

3
10

3
40

9
40

3
5

3
10

1

− 11
54

9
− 10
5
2

6
5

− 70
27

35
27

7
8

1631
55296

175
512

575
13824

44275
110592

253
4096

order 5

37
378

0

250
621

125
594

0

512
1771

order 4

2825
27648

0

18575
48384

13525
55296

277
14336

1
4

order 3

19
54

0

55
54

order 2

− 32

5
2

− 10
27

order 1

1

Dictionary English-Deutsch
and Glossary

Some of the following definitions are more precise than in common language but never so
sharp as to require philosophy.

A

atomic atomar
indivisible, from Greek atomos; like the physical atom, the referred object is an abstraction,
conceptualized as indivisible in the given situation albeit not necessarily in absolute terms

B

or by combination. In biology, the “new” is a
species. More generally, it is any entity that
is capable of modifying and qualitatively expanding itself, from algorithms to ecosystems.
%development

G

biosphere Biosphäre
The living part of %System Earth that may
be further separated into microorganisms,
plants, and animals.

geosphere Geosphäre
The inanimate part of %System Earth that
may be further separated into geosphere
proper (solid Earth), ocean, atmosphere, hydrosphere, and cryosphere.

C

M

chaotic chaotisch
low-dimensional and highly irregular
complex komplex
high-dimensional, characterized by selforganization and emergence; to be distinguished from “complicated”, which refers to
the technical difficulty of something

micro-, meso-, macroscopic
separated spatial or temporal perspectives or
scales from small through intermediate to
large, where the size-relation matters, not the
magnitude; for instance, 1 km is microscopic
with respect to the Earth but macroscopic
with respect to a bush

D

R

deterministic deterministisch
predictable with useful accuracy and precision
development Entwicklung
The unfolding of some specific situation, for
instance the solution of a specific differential
equation as time progresses or the growth of
a living being after conception. %evolution

E

evolution Evolution
The unfolding of a system through the creation of something new either spontaneously

red queen hypothesis Hypothese der roten
Königin
Evolution hypothesis that systems need to
evolve ever further in order to survive. “Now,
here, you see, it takes all the running you can
do, to keep in the same place.” [Red Queen in
Through the Looking-Glass]

S

stochastic stochastisch
not predictable with useful accuracy and precision; synonyms: random, probabilistic
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System Earth System Erde, Erdsystem
The thin skin of planet Earth, some ±10 km
around the planet’s surface, that carries

and supports life. Its complements are the
%geosphere and the %biosphere.

Bibliography

Aggarwal, N., A. V. Bandhu and S. Sengupta, 2016: Finite population analysis of the effect of
horizontal gene transfer on the origin of an universal and optimal genetic code, Phys. Biol., 13,
(3), 036007: doi:10.1088/1478-3975/13/3/036007.
Allesina, S., 2012: The more the merrier, Nature, 487, 175–176: doi:10.1038/487175a.
Allesina, S. and M. Pascual, 2008: Network structure, predator–prey modules, and stability in
large food webs, Theo. Ecol., 1, (1), 55–64: doi:10.1007/s12080-007-0007-8.
Allesina, S. and S. Tang, 2012: Stability criteria for complex ecosystems, Nature, 483, 205–208:
doi:10.1038/nature10832.
Allesina, S., A. Bodini and M. Pascual, 2009: Functional links and robustness in food webs, Phil.
Trans. R. Soc. B, 364, (1524), 1701–1709: doi:10.1098/rstb.2008.0214.
Amábile-Cuevas, C. F. and M. E. Chicurel, 1993: Horizontal gene transfer, Am. Nat., 81, (4),
332–341.
Anderson, P. W., 1972: More is different, Science, 177, 393–396: doi:10.1126/science.177.4047.393.
Andreotti, B., P. Claudin and O. Pouliquen, 2006: Aeolian sand ripples: Experimental study of
fully developed states, Phys. Rev. Lett., 96, 028001: doi:10.1103/PhysRevLett.96.028001.
Andreotti, B., A. Fourrière, F. Ould-Kaddour, B. Murray and P. Claudin, 2009: Giant aeolian
dune size determined by the average depth of the atmospheric boundary layer, Nature, 457,
1120–1123: doi:10.1038/nature07787.
Anonymous, 1390: The Cloud of Unknowing, Patrick J. Gallacher (ed), 1997, Medieval Institute
Publications, Kalamazoo, MI.
Ashley, J., B. Cordy, D. Lucia, L. G. Fradkin, V. Budnik and T. Thomson, 2018: Retrovirus-like
Gag protein Arc1 binds RNA and traffics across synaptic boutons, Cell, 172, (1-2), 262–274.e11:
doi:10.1016/j.cell.2017.12.022.
Auerbach, D., P. Cvitanović, J.-P. Eckmann, G. Gunaratne and I. Procaccia, 1987:
Exploring chaotic motion through periodic orbits, Phys. Rev. Lett., 58, 2387–2389:
doi:10.1103/PhysRevLett.58.2387.
Axelrod, R., 1997: The dissemination of culture: A model with local convergence and global
polarization, J. Conflict Resol., 41, (2), 203–226: doi:10.1177/0022002797041002001.
Ayala, F. J., 1969: Experimental invalidation of the principle of competitive exclusion, Nature,
224, 1076–1079: doi:10.1038/2241076a0.
Ayala, F. J., 1970: Invalidation of principle of competitive exclusion defended, Nature, 227, (5253),
89–90.
Bacon, C. D., D. Silvestro, C. Jaramillo, B. T. Smith, P. Chakrabarty and A. Antonelli, 2015:
Biological evidence supports an early and complex emergence of the Isthmus of Panama, Proc.
Natl. Acad. Sci. USA, 112, (19), 6110–6115: doi:10.1073/pnas.1423853112.
Bagnold, R. A., 1954: The Physics of Blown Sand and Desert Dunes, Dover Earth Science.
Bak, P., 1996: How Nature Works: The Science of Self-Organized Criticality, Springer Verlag, New
York.
Bak, P., C. Tang and K. Wiesenfeld, 1987: Self-organized criticality: An explanation of the 1/f
noise, Phys. Rev. Lett., 59, (4), 381–384.

349

350

Bibliography
Bak, P., C. Tang and K. Wiesenfeld, 1988: Self-organized criticality, Phys. Rev. A, 38, (1), 364–374.
Bak, P., K. Chen and C. Tang, 1990: A forest-fire model and some thoughts on turbulence, Phys.
Lett. A, 147, (5-6), 297–300: doi:10.1016/0375-9601(90)90451-S.
Ball, P., 1999: The Self-Made Tapestry: Pattern Formation in Nature, Oxford University Press,
Oxford.
Barabási, A.-L. and R. Albert, 1999: Emergence of scaling in random networks, Science, 286,
(5439), 509–512: doi:10.1126/science.286.5439.509.
Barnsley, M. F., 1988: Fractals everywhere, Academic Press, San Diego, CA, USA.
Baross, J. A. and W. F. Martin, 2015: The ribofilm as a concept for life’s origins, Cell, 162, (1),
13–15: doi:10.1016/j.cell.2015.06.038.
Barraclough, T. G., 2015: How do species interactions affect evolutionary dynamics across whole
communities?, Annu. Rev. Ecol. Evol. Syst., 46, 25–48: doi:10.1146/annurev-ecolsys-112414054030.
Behroozi, P. and M. S. Peeples, 2015: On the history and future of cosmic planet formation,
Monthly Notices Royal Astronom. Soc., 454, (2), 1811–1817: doi:10.1093/mnras/stv1817.
Benner, S. A., H.-J. Kim and M. A. Carrigan, 2012: Asphalt, water, and the prebiotic synthesis of
ribose, ribonucleosides, and RNA, Acc. Chem. Res., 45, (12), 2025–2034: doi:10.1021/ar200332w.
Berlocher, S. H., 2013: Regularities and irregularities in periodical cicada evolution, Proc. Natl.
Acad. Sci. USA, 110, (17), 6620–6621: doi:10.1073/pnas.1304228110.
Berry, D., 2011, Animations of unseen biology:
https://www.ted.com/talks/drew_berry_
animations_of_unseeable_biology.
Bettencourt, L. and G. West, 2010: A unified theory of urban living, Nature, 467, 912–913:
doi:10.1038/467912a.
Bettencourt, L. M. A., J. Lobo, D. Helbing, C. Kühnert and G. B. West, 2007: Growth, innovation,
scaling, and the pace of life in cities, Proc. Natl. Acad. Sci. USA, 106, (17), 7301–7306:
doi:10.1073/pnas.0610172104.
Black, A. J. and A. J. McKane, 2012: Stochastic formulation of ecological models and their
applications, Trends Ecol. Evol., 27, (6), 337–345: doi:10.1016/j.tree.2012.01.014.
Blackmond, D., 2009: “if pigs could fly” chemistry: A tutorial on the principle of microscopic
reversibility, Angew. Chem., 48, (15), 2648–2654: doi:10.1002/anie.200804566.
Boghosian, B. M., A. Brown, J. Lätt, H. Tang, L. M. Fazendeiro and P. V. Coveney, 2011:
Unstable periodic orbits in the Lorenz attractor, Phil. Trans. R. Soc. A, 369, (1944), 2345–2353:
doi:10.1098/rsta.2011.0067.
Bonnet, E., O. Bour, N. E. Odling, P. Davy, I. Main, P. Cowie and B. Berkowitz, 2001: Scaling of
fracture systems in geological media, Rev. Geophys., 39, (3), 347–383.
Borgogno, F., P. D’Odorico, F. Laio and L. Ridolfi, 2009: Mathematical models of vegetation
pattern formation in ecohydrology, Rev. Geophys., 47, RG1005: doi:10.1029/2007RG000256.
Bouhifd, M. A., V. Clesi, A. Boujibar, N. Bolfan-Casanova, C. Cartier, T. Hammouda, M. Boyet,
G. Manthilake, J. Monteux and D. Andrault, 2017: Silicate melts during Earth’s core formation,
Chem. Geol., 461, 128–139: doi:10.1016/j.chemgeo.2016.12.035.
Bouslimani, A., C. Porto, C. M. Rath, M. Wang, Y. Guo, A. Gonzalez, D. Berg-Lyon,
G. Ackermann, G. J. Moeller Christensen, T. Nakatsuji, L. Zhang, A. W. Borkowski, M. J.
Meehana, K. Dorrestein, R. L. Gallo, N. Bandeira, R. Knight, T. Alexandrov and P. C. Dorrestein,
2015: Molecular cartography of the human skin surface in 3D, Proc. Natl. Acad. Sci. USA, 112,
(17), E2120–E2129: doi:10.1073/pnas.1424409112.
Boyd, D. and K. Crawford, 2012: Critical questions for big data: Provocations for a cultural,
technological, and scholarly phenomenon, Information, Communication & Society, 15, (5), 662–
679: doi:10.1080/1369118X.2012.678878.
Brekke, K. A., B. Øksendal and N. C. Stenseth, 2007: The effect of climate variations on the
dynamics of pasture-livestock interactions under cooperative and noncooperative management,
Proc. Natl. Acad. Sci. USA, 104, (37), 14730–14734: doi:10.1073/pnas.0706553104.

Bibliography
Brierley, C. M. and A. V. Fedorov, 2010: Relative importance of meridional and zonal sea surface
temperature gradients for the onset of the ice ages and Pliocene-Pleistocene climate evolution,
Paleoceanography, 25, PA2214: doi:10.1029/2009PA001809.
Brown, R., 1828: On the existence of active molecules in organic and inorganic bodies, Phil. Mag.,
4, 162–173.
Buffington, J. M. and D. R. Montgomery, 2013: Geomorphic classification of rivers, in Treatise
on Geomorphology; Fluvial Geomorphology, edited by J. Shroder and E. Wohl, vol. 9, 730–767,
Academic Press, San Diego, CA.
Bulmer, M. G., 1976: The theory of prey-predator oscillations, Theo. Pop. Biol., 9, (2), 137–150:
doi:10.1016/0040-5809(76)90041-1.
Burks, A. W., 1975: Logic, biology and automata – Some historical reflections, Int. J. Man-Machine
Studies, 7, (3), 297–312: doi:10.1016/S0020-7373(75)80014-9.
Burns, K. and B. Hasselblatt, 2011: The Sharkovsky theorem: A natural direct proof, Am. Math.
Monthly, 118, (3), 229–244: doi:10.4169/amer.math.monthly.118.03.229.
Burridge, R. and L. Knopoff, 1967: Model and theoretical seismicity, Bull. Seismol. Soc. Am., 57,
(3), 341–371.
Butterfield, J., 2011a: Emergence, reduction and supervenience: A varied landscape, Found. Phys.,
41, (6), 920–959: doi:10.1007/s10701-011-9549-0.
Butterfield, J., 2011b: Less is different: Emergence and reduction reconciled, Found. Phys., 41,
(6), 1065–1135: doi:10.1007/s10701-010-9516-1.
Byl, J., 1989: Self-reproduction in small cellular automata, Physica D, 34, (1-2), 295–299:
doi:10.1016/0167-2789(89)90242-X.
Caetano-Anollés, G., M. Wang, D. Caetano-Anollés and J. E. Mittenthal, 2009: The origin, evolution and structure of the protein world, Biochem. J., 417, (3), 621–637: doi:10.1042/BJ20082063.
Callen, H. B., 1985: Thermodynamics and an Introduction to Thermostatics, John Wiley & Sons,
New York, 2. edition.
Cantor, G., 1883: Ueber unendliche, lineare Punktmannichfaltigkeiten, Math. Ann., 21, (4), 545–
592.
Cantor, M., L. G. Shoemaker, R. B. Cabral, C. O. Flores, M. Varga and H. Whitehead, 2015:
Multilevel animal societies can emerge from cultural transmission, Nature Comm., 6, 8091:
doi:10.1038/ncomms9091.
Carlson, R. W., E. Garnero, T. M. Harrison, J. Li, M. Manga, W. F. McDonough, S. Mukhopadhyay,
B. Romanowicz, D. Rubie, Q. Williams and S. Zhong, 2014: How did early Earth become our
modern world?, Annu. Rev. Earth Planet. Sci., 42, 151–178: doi:10.1146/annurev-earth-060313055016.
Carrillo, A. and B. A. Rodríguez, 2011: Self-organization and pattern formation in coupled
Lorenz oscillators under a discrete symmetric transformation, J. Phys.: Conf. Ser., 285, 012033:
doi:10.1088/1742-6596/285/1/012033.
Cash, J. R. and A. H. Karp, 1990: A variable order Runge-Kutta method for initial value problems
with rapidly varying right-hand sides, ACM Trans. Math. Soft., 16, (3), 201–222.
Chen, S., K. Diemer, G. D. Doolen, K. Eggert, C. Fu, S. Gutman and B. J. Travis, 1991: Lattice
gas automata for flow through porous media, Physica D, 47, 72–84.
Chen, L.-Y., N. Goldenfeld and Y. Oono, 1996: Renormalization group and singular perturbations:
Multiple scales, boundary layers, and reductive perturbation theory, Phys. Rev. E, 54, 376–394:
doi:10.1103/PhysRevE.54.376.
Chertkov, M., 2003: Phenomenology of Rayleigh-Taylor turbulence, Phys. Rev. Lett., 91, 115001:
doi:10.1103/PhysRevLett.91.115001.
Chhabra, A. and R. V. Jensen, 1989: Direct determination of the f (α) singularity spectrum, Phys.
Rev. Lett., 62, 1327–1330: doi:10.1103/PhysRevLett.62.1327.
Chopard, B., P. Luthi, A. Masselot and A. Dupuis, 2002: Cellular automata and lattice Boltzmann
techniques: An approach to model and simulate complex systems, Adv. Complex Syst., 5, (2-3),
103–246: doi:10.1142/S0219525902000602.

351

352

Bibliography
Chopard, B., J. L. Falcone and J. Latt, 2009: The lattice Boltzmann advection-diffusion model
revisited, Eur. Phys. J. Special Topics, 171, (1), 245–249: doi:10.1140/epjst/e2009-01035-5.
Chou, H.-H. and J. A. Reggia, 1997: Emergence of self-replicating structures in a cellular automata
space, Physica D, 110, (3-4), 252–276: doi:10.1016/S0167-2789(97)00132-2.
Christensen, K., H. Flyvbjerg and Z. Olami, 1993: Self-organized critical forest-fire model: Meanfield theory and simulation results in 1 to 6 dimenisons, Phys. Rev. Lett., 71, 2737–2740:
doi:10.1103/PhysRevLett.71.2737.
Ciccarelli, F. D., T. Doerks, C. von Mering, C. J. Creevey, B. Snel and P. Bork, 2006: Toward
automatic reconstruction of a highly resolved tree of life, Science, 311, (5765), 1283–1287:
doi:10.1126/science.1123061.
Clar, S., B. Drossel and F. Schwabl, 1996: Forest fires and other examples of self-organized
criticality, J. Phys.: Condens. Matter, 8, 6803–6824: doi:doi:10.1088/0953-8984/8/37/004.
Clauset, A., C. R. Shalizi and M. E. J. Newman, 2009: Power-law distributions in empirical data,
SIAM Rev., 51, (4), 661–703: doi:10.1137/070710111.
Cohen, K. M., S. C. Finney, P. L. Gibbard and J.-X. Fan, 2013:
The ICS International
Chronostratigraphic Chart, Episodes, 36, 199–204.
Coopmans, C., J. Vertesi, M. E. Lynch and S. Woolgar, 2014: Representation in Scientific Practice
Revisited, MIT Press, Cambridge, MA.
Corliss, J. B., J. Dymond, L. I. Gordon, J. M. Edmond, R. P. von Herzen, R. D. Ballard, K. Green,
D. Williams, A. Bainbridge, K. Crane and T. H. van Andel, 1979: Submarine thermal springs
on the Galápagos Rift, Science, 203, (4385), 1073–1083: doi:10.1126/science.203.4385.1073.
Coullet, P. H. and E. A. Spiegel, 1983:
Amplitude equations for systems with competing
instabilities, SIAM J. Appl. Math., 43, (4), 776–821: doi:10.1137/0143052.
Crick, F. H. C., 1968:
The origin of the genetic code, J. Molec. Biol., 38, (3), 367–379:
doi:10.1016/0022-2836(68)90392-6.
Crick, F., 1970: Central dogma of molecular biology, Nature, 227, 561–563: doi:10.1038/227561a0.
Cross, M. and H. Greenside, 2009: Pattern Formation And Dynamics In Nonequilibrium Systems,
Cambridge University Press, Cambridge.
Cross, M. C. and P. C. Hohenberg, 1993: Pattern formation outside of equilibrium, Rev. Mod.
Phys., 65, (3), 851–1112: doi:10.1103/RevModPhys.65.851.
Dale, T., 2006: Protein and nucleic acid together: A mechanism for the emergence of biological
selection, J. Theor. Biol., 240, (3), 337–342: doi:10.1016/j.jtbi.2005.09.027.
Darwin, C., 1859: On the Origin of Species by Means of Natural Selection, or the Preservation of
Favoured Races in the Struggle for Life, London: John Murray, Albemarle Street.
Davies, J. H. and D. R. Davies, 2010:
Earth’s surface heat flux, Solid Earth, 1, 5–24:
doi:10.5194/se-1-5-2010.
Deblauwe, V., N. Barbier, P. Couteron, O. Lejeune and J. Bogaert, 2008:
The global
biogeography of semi-arid periodic vegetation patterns, Global Ecol. Biogeogr., 17, (6), 715–723:
doi:10.1111/j.1466-8238.2008.00413.x.
den Boer, P. J., 1986: The present status of the competitive exclusion principle, Trends Ecol. Evol.,
1, (1), 25–28: doi:10.1016/0169-5347(86)90064-9.
Densmore, A. L., M. A. Ellis and R. S. Anderson, 1998:
Landsliding and the evolution
of normal-fault-bounded mountains, J. Geophys. Res. Solid Earth, 103, (B3), 15203–15219:
doi:10.1029/98JB00510.
Désérable, D., P. Dupont, M. Hellou and S. Kamali-Bernard, 2011: Cellular automata in complex
matter, Complex Systems, 1, 67–91.
Devaney, R. L., 2003: An Introduction to Chaotic Dynamical Systems, Westview Press, Boulder,
CO, 2. edition.
Dirmeyer, P. A., X. Gao, M. Zhao, Z. Guo, T. Oki and N. Hanasaki, 2006: GSWP-2: Multimodel
analysis and implications for our perception of the land surface, Bull. Am. Met. Soc., 87, (10),
1381–1397: doi:10.1175/BAMS-87-10-1381.

Bibliography
D’Odorico, P. and I. Rodríguez-Iturbe, 2000: Space-time self-organization of mesoscale rainfall and
soil moisture, Adv. Water Res., 23, (4), 349–357.
Drossel, B. and F. Schwabl, 1992: Self-organized critical forest-fire model, Phys. Rev. Lett., 69,
1629–1632: doi:10.1103/PhysRevLett.69.1629.
Drossel, B. and F. Schwabl, 1993: Forest-fire model with immune trees, Physica A, 199, (2),
183–197: doi:10.1016/0378-4371(93)90001-K.
Du, B.-S., 2004: A simple proof of Sharkovsky’s theorem, Am. Math. Monthly, 111, (7), 595–599.
Durán, O., E. J. R. Parteli and H. J. Herrmann, 2010: A continuous model for sand dunes: Review,
new developments and application to barchan dunes and barchan dune fields, Earth Surf. Process.
Landforms, 35, (13), 1591–1600: doi:10.1002/esp.2070.
Durán, O., P. Claudin and B. Andreotti, 2014: Direct numerical simulations of aeolian sand ripples,
Proc. Natl. Acad. Sci. USA, 111, (44), 15665–15668: doi:10.1073/pnas.1413058111.
Dyson, F. J., 1982:
A model for the origin of life, J. Mol. Evol., 18, (5), 344–350:
doi:10.1007/BF01733901.
Eckmann, J.-P. and D. Ruelle, 1985: Ergodic theory of chaos and strange attractors, Rev. Mod.
Phys., 57, 617–656: doi:10.1103/RevModPhys.57.617.
Egholm, D. L., M. F. Knudsen and M. Sandiford, 2013: Lifespan of mountain ranges scaled by feedbacks between landsliding and erosion by rivers, Nature, 498, 475–478: doi:10.1038/nature12218.
Eichner, J. F., E. Koscielny-Bunde, A. Bunde, S. Havlin and H.-J. Schellnhuber, 2003: Power-law
persistence and trends in the atmosphere: A detailed study of long temperature records, Phys.
Rev. E, 68, 046133: doi:PhysRevE.68.046133.
Eigen, M., 1971: Selforganization of matter and the evolution of biological macromolecules,
Naturwissenschaften, 58, (10), 465–523: doi:10.1007/BF00623322.
Eigen, M. and P. Schuster, 1977: The hypercycle – Part A: Emergence of the hypercycle,
Naturwissenschaften, 64, (11), 541–565: doi:10.1007/BF00450633.
Eigen, M., W. Gardiner, P. Schuster and R. Winkler-Oswatitsch, 1981: The origin of genetic
information, Sci. Am., 244, (4), 88–119.
Einstein, A., 1905: Über die von der molekularkinetischen Theorie der Wärme geforderte Bewegung
von in ruhenden Flüssigkeiten suspendierten Teilchen, Ann. der Physik, 17, 549–560.
Engelhart, A. E. and N. V. Hud, 2010: Primitive genetic polymers, Cold Spring Harbor Perspect.
Biol., 2, (12), 2196: doi:10.1101/cshperspect.a002196.
Feigenbaum, M. J., 1978: Quantitative universality for a class of nonlinear transformations, J. Stat.
Phys., 19, (1), 25–52: doi:10.1007/BF01020332.
Feigenbaum, M. J., 1983: Universal behavior in nonlinear systems, Physica D, 7, (1-3), 16–39:
doi:10.1016/0167-2789(83)90112-4.
Feynman, R. P., 1965: The Character of Physical Law, British Broadcasting Corporation.
Fick, A., 1855: Über Diffusion, Poggendorff’s Annalen der Physik, 94, 59–86.
Fisher, M. E., 1983: Scaling, university and renormalization group theory, in Critical Phenomena,
edited by F. J. W. Hahne, vol. 186 of Lecture Notes in Physics, 1–139, Springer Berlin Heidelberg:
doi:10.1007/3-540-12675-9_11.
Fisher, M. E., 1998: Renormalization group theory: Its basis and formulation in statistical physics,
Rev. Mod. Phys., 70, (2), 653–681.
Ford, T. D. and H. M. Pedley, 1996: A review of tufa and travertine deposits of the world,
Earth-Science Reviews, 41, (3-4), 117–175: doi:10.1016/S0012-8252(96)00030-X.
Fort, J. and V. Méndez, 1999: Reaction-diffusion waves of advance in the transition to agricultural
economics, Phys. Rev. E, 60, (5), 5894–5901.
Frisch, U., 1995: Turbulence, Cambridge University Press, Cambridge, UK.
Frisch, U., B. Hasslacher and Y. Pomeau, 1986: Lattice-gas automata for the Navier-Stokes
equation, Phys. Rev. Lett., 56, (14), 1505–1508: doi:10.1103/PhysRevLett.56.1505.
Froese, T., T. Ikegami and N. Virgo, 2012: The behavior-based hypercycle: From parasitic reaction
to symbiotic behavior, Artificial Life, 13, 457–464: doi:10.7551/978-0-262-31050-5-ch060.

353

354

Bibliography
Froese, T., J. I. Campos, K. Fujishima, D. Kiga and N. Virgo, 2018: Horizontal transfer of code
fragments between protocells can explain the origins of the genetic code without vertical descent,
Sci. Rep., 8, 3532: doi:10.1038/s41598-018-21973-y.
Frost, L. S., R. Leplae, A. O. Summers and A. Toussaint, 2005: Mobile genetic elements: the agents
of open source evolution, Nature Rev. Microbiol., 3, 722–732: doi:10.1038/nrmicro1235.
Frøyland, J. and K. H. Alfsen, 1984: Lyapunov-exponent spectra for the Lorenz model, Phys. Rev.
A, 29, (5), 2928: doi:10.1103/PhysRevA.29.2928.
Fuller, R. B., 1969: Operating Manual for Spaceship Earth, Southern Illinois University Press,
Carbondale, first edition.
Fussmann, G. F. and G. Heber, 2002: Food web complexity and chaotic population dynamics,
Ecol. Lett., 5, (3), 394–401: doi:10.1046/j.1461-0248.2002.00329.x.
Gardiner, C., 2009: Stochastic Methods: A Handbook for the Natural and Social Sciences, Springer
Verlag, 4. edition.
Gardner, M., 1970: Mathematical games: The fantastic combinations of John Conway’s new
solitaire game “life”, Sci. Am., 223, (4), 120–123.
Gause, G. F., 1932: Experimental studies on the struggle for existence I. Mixed population of two
species of yeast, J. Exp. Biol., 9, 389–402.
Gause, G. F., 1970: Criticism of invalidation of principle of competitive exclusion, Nature, 227,
(5253), 89.
Gause, G. F. and A. A. Witt, 1935: Behavior of mixed populations and the problem of natural
selection, Am. Nat., 69, (725), 596–609.
Gevers, D., F. M. Cohan, J. G. Lawrence, B. G. Spratt, T. Coenye, E. J. Feil, E. Stackebrandt,
Y. Van de Peer, P. Vandamme, F. L. Thompson and J. Swings, 2005: Re-evaluating prokaryotic
species, Nature Rev. Microbiol., 3, 733–739: doi:10.1038/nrmicro1236.
Ghys, E., 2013: The Lorenz attractor, a paradigm for chaos, Chaos, 66, 1–54: doi:10.1007/978-30348-0697-8_1.
Gilbert, W., 1978: Why genes in pieces?, Nature, 271, 501: doi:10.1038/271501a0.
Gilbert, W., 1986: The RNA world, Nature, 319, 618: doi:10.1038/319618a0.
Gillespie, D. T., 1977: Exact stochastic simulation of coupled chemical reactions, J. Phys. Chem.,
81, (25), 2340–2361: doi:10.1021/j100540a008.
Gleick, J., 1987: Chaos: Making a New Science, Viking Penguin, New York.
Godard, V., D. L. Bourlès, F. Spinabella, D. W. Burbank, B. Bookhagen, G. B. Fisher, A. Moulin
and L. Léanni, 2014: Dominance of tectonics over climate in Himalayan denudation, Geology,
42, (3), 243–246: doi:10.1130/G35342.1.
Goehring, L., 2013: Evolving fracture patterns: columnar joints, mud cracks and polygonal terrain,
Phil. Trans. R. Soc. A, 371, 20120353: doi:10.1098/rsta.2012.0353.
Goel, N. S., S. C. Maitra and E. W. Montroll, 1971: On the Volterra and other nonlinear models
of interacting populations, Rev. Mod. Phys., 43, 231–276: doi:10.1103/RevModPhys.43.231.
Goldenfeld, N., 1992: Lectures on Phase Transitions and the Renormalization Group, Westview
Press, Bolder, CO.
Goldenfeld, N. and L. P. Kadanoff, 1999: Simple lessons from complexity, Science, 284, 87–89.
Goodall, T. M., C. P. North and K. W. Glennie, 2000: Surface and subsurface sedimentary
structures produced by salt crusts, Sedimentology, 47, (1), 99–118:
doi:10.1046/j.13653091.2000.00279.x.
Goudie, A. S. and G. L. Wells, 1995: The nature, distribution and formation of pans in arid zones,
Earth-Science Reviews, 38, (1), 1–69: doi:10.1016/0012-8252(94)00066-6.
Gray, P. and S. K. Scott, 1985: Sustained oscillations and other exotic patterns of behavior in
isothermal reactions, J. Phys. Chem., 89, (1), 22–32: doi:10.1021/j100247a009.
Grebogi, C., E. Ott and J. A. Yorke, 1982: Chaotic attractors in crisis, Phys. Rev. Lett., 48, 1507:
doi:10.1103/PhysRevLett.48.1507.
Grebogi, C., E. Ott and J. A. Yorke, 1985: Attractors on an n-torus: Quasiperiodicity versus chaos,
Physica D, 15, (3), 354–373: doi:10.1016/S0167-2789(85)80004-X.

Bibliography
Grebogi, C., E. Ott and J. A. Yorke, 1986: Critical exponent of chaotic transients in nonlinear
dynamical systems, Phys. Rev. Lett., 57, 1284–1287: doi:10.1103/PhysRevLett.57.1284.
Grebogi, C., E. Ott, F. Romeiras and J. A. Yorke, 1987a: Critical exponents for crisis-induced
intermittency, Phys. Rev. A, 36, 5365–5380: doi:10.1103/PhysRevA.36.5365.
Grebogi, C., E. Ott and J. A. Yorke, 1987b: Chaos, strange attractors, and fractal basin boundaries
in nonlinear dynamics, Science, 238, (4827), 632–638: doi:10.1126/science.238.4827.632.
Gross, R., I. Fouxon, D. Lancet and O. Markovitch, 2014:
Quasispecies in population of
compositional assemblies, BMC Evol. Biol., 14, 265: doi:10.1186/s12862-014-0265-1.
Gutenberg, B. and C. F. Richter, 1944: Frequency of earthquakes in california, Bull. Seismol. Soc.
Am., 34, (4), 185–188.
Hardin, G., 1960: The competitive exclusion principle, Science, 131, (3409), 1292–1297.
Hardin, G., 1968:
The tragedy of the commons, Science, 162, (3859), 1243–1248:
doi:10.1126/science.162.3859.1243.
Harris, T. E., 1974: Contact interactions on a lattice, Annals Probability, 2, (6), 969–988.
Hathaway, D. H., 2010: The solar cycle, Living Rev. Solar Phys., 7, 65 p: http://www.
livingreviews.org/lrsp-2010-1.
Haug, G. H., R. Tiedemann, R. Zahn and A. C. Ravelo, 2001:
Role of Panama
uplift on oceanic freshwater balance, Geology, 29, (3), 207–210:
doi:10.1130/00917613(2001)029<0207:ROPUOO>2.0.CO;2.
Hays, J. D., J. Imbrie and N. J. Shackleton, 1976: Variations in the Earth’s orbit: Pacemaker of
the ice ages, Science, 194, (4270), 1121–1132: doi:10.1126/science.194.4270.1121.
Henrich, J. and R. McElreath, 2003: The evolution of cultural evolution, Evol. Anthropol., 12, (3),
123–135: doi:10.1002/evan.10110.
Hergarten, S. and H. J. Neugebauer, 1998: Self-organized criticality in a landslide model, Geophys.
Res. Lett., 25, (6), 801–803.
Higgs, P. G. and N. Lehman, 2015: The RNA world: molecular cooperation at the origins of life,
Nature Rev. Genetics, 16, 7–17: doi:10.1038/nrg3841.
Hilali, M. F., S. Métens, P. Borckmans and G. Dewel, 1995: Pattern selection in the generalized
Swift-Hohenberg model, Phys. Rev. E, 51, 2046–2052: doi:10.1103/PhysRevE.51.2046.
Hohenberg, P. C. and B. I. Halperin, 1977: Theory of dynamic critical phenomena, Rev. Mod.
Phys., 49, (3), 435–479.
Hordijk, W., 2017:
Autocatalytic confusion clarified, J. Theor. Biol., 435, 22–28:
doi:10.1016/j.jtbi.2017.09.003.
Horning, D. P. and G. F. Joyce, 2016: Amplification of RNA by an RNA polymerase ribozyme,
Proc. Natl. Acad. Sci. USA, 113, (35), 9786–9791: doi:10.1073/pnas.1610103113.
Hoshika, S., N. A. Leal, M.-J. Kim, M.-S. Kim, N. B. Karalkar, H.-J. Kim, A. M. Bates, N. E.
Watkins Jr., H. A. SantaLucia, A. J. Meyer, S. DasGupta, J. A. Piccirilli, A. D. Ellington,
J. SantaLucia Jr., M. M. Georgiadis and S. A. Benner, 2019: Hachimoji DNA and RNA: A genetic
system with eight building blocks, Science, 363, (6429), 884–887: doi:10.1126/science.aat0971.
Huang, R., I. Chavez, K. M. Taute, B. Lukić, S. Jeney, M. G. Raizen and E.-L. Florin, 2011: Direct
observation of the full transition from ballistic to diffusive Brownian motion in a liquid, Nature
Physics, 7, 576–580: doi:10.1038/nphys1953.
Huang, X., J. Lee, T.-H. Sun and F. Peper, 2013: Self-adaptive self-reproductions in cellular
automata, Physica D, 263, 11–20: doi:10.1016/j.physd.2013.07.012.
Hud, N. V., B. J. Cafferty, R. Krishnamurthy and L. D. Williams, 2013: The origin of RNA and
“my grandfather’s axe”, Chem. Biol., 20, (4), 466–474: doi:10.1016/j.chembiol.2013.03.012.
Humphreys, P. W., 2015:
More is different. . . sometimes: Ising Models, emergence, and
undecidability, in Why More Is Different – Philosophical Issues in Condensed Matter Physics
and Complex Systems, edited by B. Falkenburg and M. Morrison, The Frontiers Collection,
137–152, Springer-Verlag Berlin Heidelberg: doi:10.1007/978-3-662-43911-1_8.
Hutchinson, G. E., 1948: Circular causal systems in ecology, Ann. New York Academy Sci., 50,
221–246: doi:10.1111/j.1749-6632.1948.tb39854.x.

355

356

Bibliography
Ispolatov, I., V. Madhok, S. Allende and M. Doebeli, 2015: Chaos in high-dimensional dissipative
dynamical systems, Sci. Rep., 5, 12506: doi:10.1038/srep12506.
Jackson, D., D. Allen, I. Perfecto and J. Vandermeer, 2014: Self-organization of background
habitat determines the nature of population spatial structure, Oikos, 123, (6), 751–761:
doi:10.1111/j.1600-0706.2013.00827.x.
Jacobsen, J. L., 2014: High-precision percolation thresholds and potts-model critical manifolds
from graph polynomials, J. Phys. A: Math. Gen., 47, (13), 135001:
doi:10.1088/17518113/47/13/135001.
James, A., J. W. Pitchford and M. J. Plank, 2012: Disentangling nestedness from models of
ecological complexity, Nature, 487, 227–230: doi:10.1038/nature11214.
James, A., M. J. Plank, A. G. Rossberg, J. Beecham, M. Emmerson and J. W. Pitchford, 2015:
Constructing random matrices to represent real ecosystems, Am. Nat., 185, (5), 680–692:
doi:10.1086/680496.
Jensen, H. J., 1998: Self-Organized Criticality, vol. 10 of Cambridge Lecture Notes in Physics,
Cambridge University Press, Cambridge, UK.
Kadanoff, L. P., S. R. Nagel, L. Wu and S.-M. Zhou, 1989: Scaling and universality in avalanches,
Phys. Rev. A, 39, 6524–6537: doi:10.1103/PhysRevA.39.6524.
Kagan, Y. Y., 2003: Accuracy of modern global earthquake catalogs, Phys. Earth Planet. Interiors,
135, (2-3), 173–209: doi:10.1016/S0031-9201(02)00214-5.
Kaplan, J. L. and J. A. Yorke, 1979: Preturbulence: A regime observed in a fluid flow model of
Lorenz, Comm. Math. Phys., 67, (2), 93–108: doi:10.1007/BF01221359.
Kari, J., 2005: Theory of cellular automata: A survey, Theo. Comp. Sci., 334, (1-3), 3–33:
doi:10.1016/j.tcs.2004.11.021.
Kasting, J. F. and S. Ono, 2006: Palaeoclimates: the first two billion years, Phil. Trans. R. Soc.
Lond. B, 361, 917–929: doi:10.1098/rstb.2006.1839.
Kauffman, S. A., 1986:
Autocatalytic sets of proteins, J. Theor. Biol., 119, (1), 1–24:
doi:10.1016/S0022-5193(86)80047-9.
Kelley, D. S., J. A. Karson, D. K. Blackman, G. L. Früh-Green, D. A. Butterfield, M. D. Lilley,
E. J. Olson, M. O. Schrenk, K. K. Roe, G. T. Lebon, P. Rivizzigno and the AT3-60 Shipboard
Party, 2001: An off-axis hydrothermal vent field near the Mid-Atlantic Ridge at 30◦ N, Nature,
412, 145–149: doi:10.1038/35084000.
Kessler, M. A. and B. T. Werner, 2003: Self-organization of sorted patterned ground, Science, 299,
380–383.
Kirkinis, E., 2012: The renormalization group: A perturbation method for the graduate curriculum,
SIAM Rev., 54, (2), 374–388: doi:10.1137/080731967.
Klausmeier, C. A., 1999: Regular and irregular patterns in semiarid vegetation, Science, 284,
1826–1828: doi:10.1126/science.284.5421.1826.
Kolmogorov, A., 1936: Sulla teoria di volterra della lotta per l’esistenza, G. Ist. Ital. Attuari, 7,
74–80.
Kondo, S. and T. Miura, 2010: Reaction-diffusion model as a framework for understanding
biological pattern formation, Science, 329, 1616–1620: doi:10.1126/science.1179047.
Koonin, E. V., 2012:
Does the central dogma still stand?, Biol. Direct, 7, (27), 1–7:
doi:10.1186/1745-6150-7-27.
Koonin, E. V., 2016: Viruses and mobile elements as drivers of evolutionary transitions, Phil.
Trans. R. Soc. B, 371, 20150442: doi:10.1098/rstb.2015.0442.
Koonin, E. V. and A. S. Novozhilov, 2017: Origin and evolution of the universal genetic code,
Annu. Rev. Genetics, 51, 45–62: doi:10.1146/annurev-genet-120116-024713.
Koonin, E. V. and Y. I. Wolf, 2012: Evolution of microbes and viruses: a paradigm shift in
evolutionary biology?, Front. Cell. Infect. Microbiol., 2, 119, 1–15: doi:10.3389/fcimb.2012.00119.
Kuhn, T. S., 1970: The Structure of Scientific Revolutions, University of Chicago Press, Chicago,
2. edition.

Bibliography
Lancet, D., R. Zidovetzki and O. Markovitch, 2018: Systems protobiology: origin of life in lipid
catalytic networks, J. R. Soc. Interface, 15, 20180159: doi:10.1098/rsif.2018.0159.
Langevin, P., 1908: Sur la théorie du mouvement brownien, C. R. Acad. Sci. (Paris), 146, 530–533.
Langton, C. G., 1984: Self-reproduction in cellular automata, Physica D, 10, (1-2), 135–144:
doi:10.1016/0167-2789(84)90256-2.
Langton, C. G., 1986: Studying artificial life with cellular automata, Physica D, 22, (1-3), 120–149:
doi:10.1016/0167-2789(86)90237-X.
Larsen, I. J. and D. R. Montgomery, 2012: Landslide erosion coupled to tectonics and river incision,
Nature Geoscience, 5, (7), 468–473: doi:10.1038/NGEO1479.
LeCun, Y., Y. Bengio and G. Hinton, 2015:
Deep learning, Nature, 521, 436–444:
doi:10.1038/nature14539.
Lee, K. J., W. D. McCormick, Q. Ouyang and H. L. Swinney, 1993: Pattern formation by interacting
chemical fronts, Science, 261, (5118), 192–194: doi:10.1126/science.261.5118.192.
Letunic, I. and P. Bork, 2011: Interactive Tree Of Life v2: online annotation and display of
phylogenetic trees made easy, Nucl. Acids Res., 39, (suppl 2), W475–W478.
Levin, S. A., 1970: Community equilibria and stability, and an extension of the competitive
exclusion, Am. Nat., 104, (939), 413–423.
Levin, S. A. and A. W. Lob, 2015: A new approach to financial regulation, Proc. Natl. Acad. Sci.
USA, 112, (41), 12543–12544: doi:10.1073/pnas.1518385112.
Lewin, J., 1978:
Floodplain geomorphology, Progr. Phys. Geogr., 2, (3), 408–437:
doi:10.1177/030913337800200302.
Li, T.-Y. and J. A. Yorke, 1975: Period three implies chaos, Am. Math. Monthly, 82, (10), 985–992.
Li, T., S. Kheifets, D. Medellin and M. G. Raizen, 2010: Measurement of the instantaneous velocity
of a Brownian particle, Science, 328, (5986), 1673–1675: doi:10.1126/science.1189403.
Lloyd, D. J. B., B. Sandstede, D. Avitabile and A. R. Champneys, 2008: Localized hexagon
patterns of the planar Swift-Hohenberg equation, SIAM J. Appl. Dyn. Syst., 7, (3), 1049–1100:
doi:10.1137/070707622.
Lorenz, E. N., 1963: Deterministic non-periodic flow, J. Atmospheric Sci., 20, 130–141.
Lotka, A. J., 1910: Contribution to the theory of periodic reactions, J. Phys. Chem., 14, (3),
271–274.
Lotka, A. J., 1920: Analytical note on certain rhythmic relations in organic systems, Proc. Natl.
Acad. Sci. USA, 6, (7), 410–415.
Lotka, A. J., 1925: Elements of Physical Biology, Williams & Wilkins Co, Baltimore.
Lowenstein, T. K. and L. A. Hardie, 1985: Criteria for the recognition of salt-pan evaporites,
Sedimentology, 32, (5), 627–644: doi:10.1111/j.1365-3091.1985.tb00478.x.
Lucas, R. E., 1976: Econometric policy evaluation: A critique, Carnegie-Rochester Conference
Series on Public Policy, 1, 19–46: doi:10.1016/S0167-2231(76)80003-6.
Lüthi, D., M. L. Floch, B. Bereiter, T. Blunier, J.-M. Barnola, U. Siegenthaler, D. Raynaud,
J. Jouzel, H. Fischer, K. Kawamura and T. F. Stocker, 2008:
High-resolution carbon
dioxide concentration record 650,000-800,000 years before present, Nature, 453, 379–382:
doi:10.1038/nature06949.
Lyapunov, A. M., [1892] 1992: The general problem of the stability of motion, Int. J. Control, 55,
(3), 531–534: doi:10.1080/00207179208934253.
Lynch, M. and S. Woolgar, 1990: Representation in Scientific Practice, MIT Press, Cambridge,
MA.
Malarz, K. and S. Galam, 2005: Square-lattice site percolation at increasing ranges of neighbor
bonds, Phys. Rev. E, 71, 016125: doi:10.1103/PhysRevE.71.016125.
Malthus, T., 1798: An Essay on the Principle of Population, Printed for J. Johnson, in St. Paul’s
Church-Yard, London.
Mandelbrot, B., 1967: How long is the coast of Britain? Statistical self-similarity and fractional
dimension, Science, 156, (3775), 636–638: doi:10.1126/science.156.3775.636.
Mandelbrot, B., 1977: The Fractal Geometry of Nature, Freeman, New York.

357

358

Bibliography
Manna, S. S., 1991: Two-state model of self-organized criticality, J. Phys. A: Math. Gen., 24, L363:
doi:10.1088/0305-4470/24/7/009.
Manneville, P., 2006: Rayleigh-Bénard convection: Thirty years of experimental, theoretical, and
modeling work, in Dynamics of Spatio-Temporal Cellular Structures, edited by I. Mutabazi, J. E.
Wesfreid, and E. Guyon, vol. 207 of Springer Tracts in Modern Physics, 41–65, Springer Verlag.
Maritan, A., A. Rinaldo, R. Rigon, A. Giacometti and I. Rodríguez-Iturbe, 1996: Scaling laws for
river networks, Phys. Rev. E, 53, 1510–1515: doi:10.1103/PhysRevE.53.1510.
Marković, D. and C. Gros, 2014: Power laws and self-organized criticality in theory and nature,
Phys. Rev., 536, (2), 41–74: doi:10.1016/j.physrep.2013.11.002.
Martin, W. and M. J. Russell, 2003: On the origins of cells: a hypothesis for the evolutionary
transitions from abiotic geochemistry to chemoautotrophic prokaryotes, and from prokaryotes to
nucleated cells, Phil. Trans. R. Soc. Lond. B, 358, (1429), 59–85: doi:10.1098/rstb.2002.1183.
Martin, W. F., F. L. Sousa and N. Lane, 2014: Energy at life’s origin, Science, 344, (6188),
1092–1093: doi:10.1126/science.1251653.
Martin, L. L., P. J. Unrau and U. F. Müller, 2015: RNA synthesis by in vitro selected ribozymes
for recreating an RNA world, Life, 5, (1), 247–268: doi:10.3390/life5010247.
Marwan, N., M. C. Romano, M. Thiel and J. Kurths, 2007: Recurrence plots for the analysis of
complex systems, Phys. Rev., 438, (5-6), 237–329: doi:10.1016/j.physrep.2006.11.001.
May, R. M., 1972:
Will a large complex system be stable?, Nature, 238, 413–414:
doi:10.1038/238413a0.
May, R. M., 1974: Biological populations with nonoverlapping generations: Stable points, stable
cycles, and chaos, Science, 186, (4164), 645–647: doi:10.1126/science.186.4164.645.
May, R. M., 1976: Simple mathematical models with very complicated dynamics, Nature, 261,
459–467: doi:10.1038/261459a0.
May, R. M., 2009: Food-web assembly and collapse: mathematical models and implications for
conservation, Phil. Trans. R. Soc. B, 364, (1524), 1643–1646: doi:10.1098/rstb.2008.0280.
May, R. M., S. A. Levin and G. Sugihara, 2008: Complex systems: Ecology for bankers, Nature,
451, 893–895: doi:10.1038/451893a.
McCollom, T. M., 2013:
Miller-Urey and beyond: What have we learned about prebiotic
organic synthesis reactions in the past 60 years?, Annu. Rev. Earth Planet. Sci., 41, 207–229:
doi:10.1146/annurev-earth-040610-133457.
McInerney, J., A. McNally and M. O’Connell, 2017: Why prokaryotes have pangenomes, Nat.
Microbiol., 2, 17040: doi:10.1038/nmicrobiol.2017.40.
McKane, A. J. and T. J. Newman, 2004: Stochastic models in population biology and their
deterministic analogs, Phys. Rev. E, 70, 041902: doi:10.1103/PhysRevE.70.041902.
McPhaden, M. J., S. E. Zebiak and M. H. Glantz, 2006: ENSO as an integrating concept in Earth
science, Science, 314, (5806), 1740–1745: doi:10.1126/science.1132588.
Menger, K., 1926a: Allgemeine Räum und Cartesische Räume. Erste Mitteilung, in Selecta
Mathematica, edited by K. Menger, 81–87, published 2002, Springer-Verlag, Wien.
Menger, K., 1926b:
Allgemeine Räum und Cartesische Räume. Zweite Mitteilung: Ueber
umfassendste n-dimensionale Mengen, in Selecta Mathematica, edited by K. Menger, 89–92,
published 2002, Springer-Verlag, Wien.
Metropolis, N., M. L. Stein and P. R. Stein, 1973: On finite limit sets for transformations on the
unit interval, J. Comb. Theo. A, 15, (1), 25–44: doi:10.1016/0097-3165(73)90033-2.
Miller, S. L., 1953: A production of amino acids under possible primitive earth conditions, Science,
117, (3046), 528–529: doi:10.1126/science.117.3046.528.
Milliman, J. D. and K. L. Farnsworth, 2013: River discharge to the coastal ocean: a global synthesis,
Cambridge University Press.
Montes, C., A. Cardona, C. Jaramillo, A. Pardo, J. C. Silva, V. Valencia, C. Ayala, L. C. PérezAngel, L. A. Rodriguez-Parra, V. Ramirez and H. Niño, 2015: Middle Miocene closure of the
Central American Seaway, Science, 348, (6231), 226–229: doi:10.1126/science.aaa2815.

Bibliography
Montgomery, D. R. and M. T. Brandon, 2002: Topographic controls on erosion rates in tectonically
active mountain ranges, Earth Planet. Sci. Lett., 201, (3-4), 481–489: doi:10.1016/S0012821X(02)00725-2.
Montoya, J. M., S. L. Pimm and R. V. Solé, 2006: Ecological networks and their fragility, Nature,
442, 259–264: doi:10.1038/nature04927.
Muster, S., W. J. Riley, K. Roth, M. Langer, F. Cresto Aleina, C. D. Koven, S. Lange, A. Bartsch,
G. Grosse, C. J. Wilson, B. M. Jones and J. Boike, 2019: Size distributions of arctic waterbodies
reveal consistent relations in their statistical moments in space and time, Front. Earth Sci., 7, 5:
doi:10.3389/feart.2019.00005.
Nanson, G. C. and J. C. Croke, 1992: A genetic classification of floodplains, Geomorphology, 4,
(6), 459–486: doi:10.1016/0169-555X(92)90039-Q.
Neutel, A.-M., J. A. P. Heesterbeek and P. C. de Ruiter, 2002: Stability in real food webs: Weak
links in long loops, Science, 296, (5570), 1120–1123: doi:10.1126/science.1068326.
Newman, M. E. J., 2005: Power laws, Pareto distributions and Zipf’s law, Contemporary Physics,
46, (5), 323–351: doi:10.1080/00107510500052444.
Nisbet, E. G. and N. H. Sleep, 2001: The habitat and nature of early life, Nature, 409, 1083–1091.
Noyes, R. M. and R. J. Field, 1974: Oscillatory chemical reactions, Ann. Rev. Phys. Chem., 25,
(1), 95–119.
Oblow, E. M., 1988: Supertracks, supertrack functions and chaos in the quadratic map, Phys. Lett.
A, 128, (8), 406–412: doi:10.1016/0375-9601(88)90119-3.
Oparin, A. I., 1957: The Origin of Life on Earth, Oliver and Boyd, Edinburgh and London, third
edition.
Orgel, L. E., 1968:
Evolution of the genetic apparatus, J. Molec. Biol., 38, (3), 381–393:
doi:10.1016/0022-2836(68)90393-8.
Orgel, L. E., 2000: Self-organizing biochemical cycles, Proc. Natl. Acad. Sci. USA, 97, (23),
12503–12507: doi:10.1073/pnas.220406697.
Paladin, G. and A. Vulpiani, 1987: Anomalous scaling laws in multifractal objects, Phys. Rev.,
156, (4), 147–225: doi:10.1016/0370-1573(87)90110-4.
Paltridge, G. W., 1975: Global dynamics and climate – a system of minimum entropy exchange,
Q. J. R. Meteorol. Soc., 101, 475–484: doi:10.1002/qj.49710142906.
Parrish, N. F. and K. Tomonaga, 2017: A viral (Arc)hive for metazoan memory, Cell, 172, (1-2),
8–10: doi:10.1016/j.cell.2017.12.029.
Pearson, J. R. A., 1958: On convection cells induced by surface tension, J. Fluid Mech., 4, 489–500:
doi:10.1017/S0022112058000616.
Pearson, J. E., 1993: Complex patterns in a simple system, Science, 261, (5118), 189–192:
doi:10.1126/science.261.5118.189.
Peitgen, H.-O., H. Jürgens and D. Saupe, 2004: Chaos and Fractals: New Frontiers of Science,
Springer, New York, 2. edition.
Petit, J. R., J. Jouzel, D. Raynaud, N. I. Barkov, J.-M. Barnola, I. Basile, M. Bender, J. Chapellaz,
M. Davis, G. Delaygue, M. Delmotte, V. M. Kotlyakov, M. Legrand, V. Y. Lipenkov, C. Lorius,
L. Pépin, C. Ritz, E. Saltzmann and M. Stievenard, 1999: Climate and atmospheric history of
the past 420,000 years from the Vostok ice core, Antarctica, Nature, 399, (6735), 429–436.
Poincaré, H., 1890: Les Methodes Nouvelles de la Mécanique Celeste, vol. 1, Gauthier Villars,
Paris.
Rayleigh, L., 1916: On convection currents in a horizontal layer of fluid, when the higher
temperature is on the under side, Phil. Mag. S 6, 32, (192), 529–546.
Raymo, M. E. and P. Huybers, 2008: Unlocking the mysteries of the ice ages, Nature, 451, 284–285:
doi:10.1038/nature06589.
Rich, A., 1962: On the problems of evolution and biochemical information transfer, in Horizons In
Biochemistry, edited by M. Kasha and B. Pullman, 103–126, Academic Press, New York.
Richter, C. F., 1935: An instrumental earthquake magnitude scale, Bull. Seismol. Soc. Am., 25,
(1), 1–32.

359

360

Bibliography
Rind, D., 2002: The sun’s role in climate variations, Science, 296, (5568), 673–677.
Rind, D., D. Shindell, J. Perlwitz, J. Lerner, P. Lonergan, J. Lean and C. McLinden, 2004: The
relative importance of solar and anthropogenic forcing of climate change between the Maunder
Minimum and the present, J. Climate, 17, 906–929.
Roberts, A. J., 1985:
Simple examples of the derivation of amplitude equations for
systems of equations possessing bifurcations, J. Austral. Math. Soc. B, 27, (1), 48–65:
doi:10.1017/S0334270000004756.
Roe, G., 2006:
In defense of Milankovitch, Geophys. Res. Lett., 33, (24), L24703, 1–5:
doi:10.1029/2006GL027817.
Roering, J. J., J. W. Kirchner and W. E. Dietrich, 1999: Evidence for nonlinear, diffusive sediment
transport on hillslopes and implications for landscape morphology, Water Resour. Res., 35, (3),
853–870: doi:10.1029/1998WR900090.
Rosten, O. J., 2012: Fundamentals of the exact renormalization group, Phys. Reports, 511, (4),
177–272: doi:10.1016/j.physrep.2011.12.003.
Ruelle, D., 1980: Strange attractors, The Mathematical Intelligencer, 2, (3), 126–137.
Ruelle, D., 2006: What is a strange attractor, Notices AMS, 53, (7), 764–765.
Ruelle, D. and F. Takens, 1971: On the nature of turbulence, Comm. Math. Phys., 20, (3), 167–192:
doi:10.1007/BF01646553.
Ruiz-Mirazo, K., C. Briones and A. de la Escosura, 2014: Prebiotic systems chemistry: New
perspectives for the origins of life, Chem. Rev., 114, (1), 285–366: doi:10.1021/cr2004844.
Rundle, J. B., D. L. Turcotte, R. Shcherbakov, W. Klein and C. Sammis, 2003: Statistical physics
approach to understanding the multiscale dynamics of earthquake fault systems, Rev. Geophys.,
41, (4), 1019: doi:10.1029/2003RG000135.
Russell, M. J. and A. J. Hall, 1997:
The emergence of life from iron monosulphide bubbles at a submarine hydrothermal redox and pH front, J. Geol. Soc., 154, (3), 377–402:
doi:10.1144/gsjgs.154.3.0377.
Rössler, O. E., 1976:
An equation for continuous chaos, Phys. Lett. A, 57, (5), 397–398:
doi:10.1016/0375-9601(76)90101-8.
Sagan, C. and G. Mullen, 1972:
Earth and Mars: Evolution of atmospheres and surface
temperatures, Science, 177, (4043), 52–56: doi:10.1126/science.177.4043.52.
Sahimi, M., 1993: Flow phenomena in rocks: from continuum models to fractals, percolation,
cellular automata, and simulated annealing, Rev. Mod. Phys., 65, (3), 1393–1534.
Sahimi, M., 2014: Applications Of Percolation Theory, CRC Press, 2. edition.
Saltzman, B., 1962: Finite amplitude free convection as an initial value problem–I., J. Atmospheric
Sci., 19, (4), 329–341: doi:10.1175/1520-0469(1962)019<0329:FAFCAA>2.0.CO;2.
Sankaran, N., 2016: The RNA world at thirty: A look back with its author, J. Molec. Evo., 83,
(5-6), 169–175: doi:10.1007/s00239-016-9767-3.
SCEDC, 2015, Southern California Earthquake Center, Caltech Dataset, doi: 10.7909/C3WD3xH1.
Schmidt, K. M. and D. R. Montgomery, 1995: Limits to relief, Science, 270, (5236), 617–620:
doi:10.1126/science.270.5236.617.
Shapiro, R., 2006: Small molecule interactions were central to the origin of life, Q. Rev. Biol., 81,
(2), 105–126: doi:10.1086/506024.
Shapiro, R., 2007: A simpler origin for life, Sci. Am., 296, (6), 46–53: https://www.jstor.org/
stable/10.2307/26069306.
Sharkovskii, A. N., 1964: Cycles coexistence of continuous transformation of line in itself, Ukr.
Math. J., 26, (1), 61–71.
Sharp, D. H., 1984: An overview of Rayleigh-Taylor instability, Physica D: Nonlinear Phenomena,
12, (1-3), 3–10: doi:10.1016/0167-2789(84)90510-4.
Shenker, O. R., 1994: Fractal geometry is not the geometry of nature, Stud. Hist. Phil. Sci. A, 25,
(6), 967–981: doi:10.1016/0039-3681(94)90072-8.
Shennan, S., 2000: Population, culture history, and the dynamics of culture change, Curr.
Anthropol., 41, (5), 811–835: doi:10.1086/317403.

Bibliography
Shnerb, N. M., Y. Louzoun, E. Bettelheim and S. Solomon, 2000: The importance of being
discrete: Life always wins on the surface, Proc. Natl. Acad. Sci. USA, 97, (19), 10322–10324:
doi:10.1073/pnas.180263697.
Sierpinski, W., 1915: Sur une courbe dont tout point est un point de ramification, C. R. Acad.
Sci., Paris, 160, 302–305.
Simon, H. A., 1962: The architecture of complexity, Proc. Am. Phil. Soc., 106, (6), 467–482.
Sleep, N. H., 2010: The Hadean-Archaean environment, Cold Spring Harb. Perspect. Biol., 2,
a002527: doi:10.1101/cshperspect.a002527.
Sleep, N. H. and D. K. Bird, 2008: Evolutionary ecology during the rise of dioxygen in the Earth’s
atmosphere, Phil. Trans. R. Soc. B, 363, (1504), 2651–2664: doi:10.1098/rstb.2008.0018.
Sleep, N. H., D. K. Bird and E. C. Pope, 2011: Serpentinite and the dawn of life, Phil. Trans. R.
Soc. B, 366, (1580), 2857–2869: doi:10.1098/rstb.2011.0129.
Slim, A. C., 2014: Solutal-convection regimes in a two-dimensional porous medium, J. Fluid Mech.,
741, 461–491: doi:10.1017/jfm.2013.673.
Smale, S., 1967: Differentiable dynamical systems, Bull. Amer. Math. Soc., 73, 747–817.
Smith, J. E., A. K. Mowles, A. K. Mehta and D. G. Lynn, 2014: Looked at life from both sides
now, Life, 4, (4), 887–902: doi:10.3390/life4040887.
Sornette, D., 1998: Multiplicative processes and power laws, Phys. Rev. E, 57, 4811–4813:
doi:10.1103/PhysRevE.57.4811.
Sota, T., S. Yamamoto, J. R. Cooley, K. B. R. Hill, C. Simon and J. Yoshimura, 2013: Independent
divergence of 13- and 17-y life cycles among three periodical cicada lineages, Proc. Natl. Acad.
Sci. USA, 110, (17), 6919–6924: doi:10.1073/pnas.1220060110.
Sousa, F. L., W. Hordijk, M. Steel and W. F. Martin, 2015: Autocatalytic sets in E. coli metabolism,
J. Syst. Chem., 6, (4), 1–21: doi:10.1186/s13322-015-0009-7.
Spitzer, J., 2017: Emergence of life on earth: A physicochemical jigsaw puzzle, J. Molec. Evo., 84,
(1), 1–7: doi:10.1007/s00239-016-9775-3.
Springel, V., S. D. M. White, A. Jenkins, C. S. Frenk, N. Yoshida, L. Gao, J. Navarro, R. Thacker,
D. Croton, J. Helly, J. A. Peacock, S. Cole, P. Thomas, H. Couchman, A. Evrard, J. Colberg and
F. Pearce, 2005: Simulations of the formation, evolution and clustering of galaxies and quasars,
Nature, 435, 629–636.
Sprott, J. C., 1993a: Automatic generation of strange attractors, Comp. Graph., 17, (3), 325–332:
doi:10.1016/0097-8493(93)90082-K.
Sprott, J. C., 1993b: How common is chaos?, Phys. Lett. A, 173, (1), 21–24: doi:10.1016/03759601(93)90080-J.
Sprott, J. C., 1993c: Strange Attractors: Creating Patterns in Chaos, M&T Books, New York.
Stanley, H. E., 1999: Scaling, universality, and renormalization: Three pillars of modern critical
phenomena, Rev. Mod. Phys., 71, (2), S358–S366.
Stanley, H. E. and P. Meakin, 1988: Multifractal phenomena in physics and chemistry, Science,
334, 405–409: doi:10.1038/335405a0.
Stanley, H. E., V. Plerou and X. Gabaix, 2008:
A statistical physics view of financial fluctuations: Evidence for scaling and universality, Physica A, 387, (15), 3967–3981:
doi:10.1016/j.physa.2008.01.093.
Steffen, W., J. Grinevald, P. Crutzen and J. McNeill, 2011:
The anthropocene: conceptual and historical perspectives, Phil. Trans. R. Soc. Lond. A, 369, (1938), 842–867:
doi:10.1098/rsta.2010.0327.
Stephens, G. L., J. Li, M. Wild, C. A. Clayson, N. Loeb, S. Kato, T. L’Ecuyer, P. W. Stackhouse,
M. Lebsock and T. Andrews, 2012: An update on Earth’s energy balance in light of the latest
global observations, Nature Geoscience, 5, 691–696: doi:10.1038/NGEO1580.
Storch, D., P. Keil and W. Jetz, 2012: Universal species-area and endemics-area relationships at
continental scales, Nature, 488, 78–81: doi:10.1038/nature11226.
Strogatz, S. H., 1994: Nonlinear Dynamics and Chaos: With Applications to Physics, Biology,
Chemistry, and Engineering, Perseus Books, Reading, MA.

361

362

Bibliography
Stumpf, M. P. H. and M. A. Porter, 2012: Critical truths about power laws, Science, 335, (6069),
665–666: doi:10.1126/science.1216142.
Swift, J. and P. C. Hohenberg, 1977: Hydrodynamic fluctuations at the convective instability, Phys.
Rev. A, 15, (1), 319–328: doi:10.1103/PhysRevA.15.319.
Szostak, J. W., 2012: The eightfold path to non-enzymatic RNA replication, J. Syst. Chem., 3,
(2), 1–14: doi:10.1186/1759-2208-3-2.
Szostak, J. W., 2017: The origin of life on Earth and the design of alternative life forms, Molec.
Front. J., 1, (2), 121–131: doi:10.1142/S2529732517400132.
Takayasu, H., A.-H. Sato and M. Takayasu, 1997: Stable infinite variance fluctuations in randomly
amplified Langevin systems, Phys. Rev. Lett., 79, 966–969: doi:10.1103/PhysRevLett.79.966.
Teschl, G., 2012: Ordinary Differential Equations and Dynamical Systems, vol. 140 of Graduate
Studies in Mathematics, American Mathematical Society, Providence.
Thomas, C. M. and K. M. Nielsen, 2005: Mechanisms of, and barriers to, horizontal gene transfer
between bacteria, Nature Rev. Microbiol., 3, 711–721: doi:10.1038/nrmicro1234.
Trenberth, K. E. and J. T. Fasullo, 2011: Tracking earth’s energy: From El Niño to global warming,
Surv. Geophys., 33, (3-4), 413–426: doi:10.1007/s10712-011-9150-2.
Turcotte, D. L. and B. D. Malamud, 2004: Landslides, forest fires, and earthquakes: examples of
self-organized critical behavior, Physica A, 340, (4), 580–589: doi:10.1016/j.physa.2004.05.009.
Turing, A. M., 1952: The chemical basis of morphogenesis, Phil. Trans. R. Soc. Lond. B, 237,
(641), 37–72: doi:10.1098/rstb.1952.0012.
Valance, A., K. R. Rasmussen, A. O. El Moctar and P. Dupont, 2015: The physics of aeolian sand
transport, Comptes Rendus Physique, 16, (1), 105–117: doi:10.1016/j.crhy.2015.01.006.
Vandermeer, J. and S. Yitbarek, 2012: Self-organized spatial pattern determines biodiversity in
spatial competition, J. Theor. Biol., 300, 48–56: doi:10.1016/j.jtbi.2012.01.005.
van Kampen, N. G., 2007: Stochastic Processes in Physics and Chemistry, North-Holland,
Amsterdam, 3. edition.
Vasas, V., E. Szathmáry and M. Santos, 2010: Lack of evolvability in self-sustaining autocatalytic
networks constraints metabolism-first scenarios for the origin of life, Proc. Natl. Acad. Sci. USA,
107, (4), 1470–1475: doi:10.1073/pnas.0912628107.
Vasas, V., C. Fernando, M. Santos, S. Kauffman and E. Szathmáry, 2012: Evolution before genes,
Biol. Direct, 7, (1), 1–14: doi:10.1186/1745-6150-7-1.
Verhulst, P. F., 1838: Notice sur la loi que la population suit dans son accroissement, Corr. Math.
Phys., 10, 113–117.
Vestergaard, C. L. and M. Génois, 2015:
Temporal Gillespie algorithm: Fast simulation
of contagion processes on time-varying networks, PLoS Comput. Biol., 11, (10), e1004579:
doi:10.1371/journal.pcbi.1004579.
Vetsigian, K., C. Woese and N. Goldenfeld, 2006: Collective evolution and the genetic code, Proc.
Natl. Acad. Sci. USA, 103, (28), 10696–10701: doi:10.1073/pnas.0603780103.
Vilfan, I., 2002: Lecture Notes in Statistical Mechanics, The Abdus Salam ICTP, Trieste, Italy and
The J. Stefan Institute, Ljubljana, Slovenia.
Virgo, N., T. Ikegami and S. McGregor, 2016: Complex autocatalysis in simple chemistries, Artif.
Life, 22, (2), 138–152: doi:10.1162/ARTL_a_00195.
Vogan, A. A. and P. G. Higgs, 2011: The advantages and disadvantages of horizontal gene transfer
and the emergence of the first species, Biol. Direct, 6, 1: doi:10.1186/1745-6150-6-1.
Vogel, H. J., 2000: A numerical experiment on pore size, pore connectivity, water retention,
permeability, and solute transport using network models, Europ. J. Soil Sci., 51, (1), 99–105.
Vogel, H.-J., H. Hoffmann, A. Leopold and K. Roth, 2005a: Studies of crack dynamics in clay soil.
II. A physically based model for crack formation, Geoderma, 125, 213–223.
Vogel, H.-J., H. Hoffmann and K. Roth, 2005b:
Studies of crack dynamics in clay soil.
I. Experimental methods, results, and morphological quantification, Geoderma, 125, 203–211.
Vogelsberger, M., S. Genel, V. Springel, P. Torrey, D. Sijacki, D. Xu, G. Snyder, D. Nelson and
L. Hernquist, 2014: Introducing the Illustris project: simulating the coevolution of dark and

Bibliography
visible matter in the universe, Monthly Notices Royal Astronomical Soc., 444, (2), 1518–1547:
doi:10.1093/mnras/stu1536.
Volterra, V., 1926: Fluctuations in the abundance of a species considered mathematically, Nature,
118, (2972), 558–560: doi:10.1038/118558a0.
Volterra, V., 1927: Variazioni e fluttuazioni del numero d’individui in specie animali conviventi,
Memorie del R. Comitato talassografico italiano, Mem. CXXXI.
Volterra, V., 1939: Fluctuations dans la lutte pour la vie, leurs lois fondamentales et de réciprocité,
Bull. Soc. Math. France, 67, 135–151 (supplément).
von Koch, H., 1906: Une méthode géométrique élémentaire pour l’étude de certaines questions de
la théorie des courbes planes, Acta Mathematica, 30, (1), 145–174.
von Neumann, J., 1951: The general and logical theory of automata, in John von Neumann –
Collected Works, edited by A. H. Taub, vol. V of Design of Computers, Theory of Automata and
Numerical Analysis, 289–326, Pergamon Press.
von Neumann, J. and A. W. Burks, 1966: The Theory of Self-Reproducing Automata, University
of Illinois Press, Urbana, IL.
Wagner, A., R. J. Whitaker, D. J. Krause, J.-H. Heilers, M. van Wolferen, C. van der Does and
S.-V. Albers, 2017: Mechanisms of gene flow in archaea, Nature Rev. Microbiol., 15, 492–501:
doi:10.1038/nrmicro.2017.41.
Wang, C. and J. Picaut, 2004: Understanding ENSO physics – A review, in Earth’s Climate:
The Ocean-Atmosphere Interaction, edited by C. Wang, S.-P. Xie, and J. A. Carton, vol. 147 of
Geophysical Monograph Series, 21–48, AGU, Washington, D. C.
Weber, J., 2015, Simulation of biological two- and three-species systems using cellular automata,
M.Sc. thesis, Institute of Environmental Physics, Heidelberg University, Germany.
Wilke, C. O., 2005: Quasispecies theory in the context of population genetics, BMC Evol. Biol., 5,
44: doi:10.1186/1471-2148-5-44.
Willis, J. C., 1922: Age and area: A study in geographical distribution and origin of species,
Cambridge University Press.
Wilson, K. G. and J. Kogut, 1974: The renormalization group and the ε expansion, Physics Reports,
12, (2), 75–199.
Woese, C. R., 1965: On the evolution of the genetic code, Proc. Natl. Acad. Sci. USA, 54, (6),
1546–1552: doi:10.1073/pnas.54.6.1546.
Woese, C. R. and G. E. Fox, 1977: Phylogenetic structure of the prokaryotic domain: The primary
kingdoms, Proc. Natl. Acad. Sci. USA, 74, (11), 5088–5090: doi:10.1073/pnas.74.11.5088.
Wolfenden, R. and M. J. Snider, 2001: The depth of chemical time and the power of enzymes as
catalysts, Acc. Chem. Res., 34, (12), 938–945: doi:10.1021/ar000058i.
Wolfram, S., 1984a:
Cellular automata as models of complexity, Nature, 311, 419–424:
doi:10.1038/311419a0.
Wolfram, S., 1984b: Statistical mechanics of cellular automata, Rev. Mod. Phys., 55, (3), 601–644:
doi:10.1103/RevModPhys.55.601.
Wolfram, S., 1984c: Universality and complexity in cellular automata, Physica D, 10, (1-2), 1–35:
doi:10.1016/0167-2789(84)90245-8.
Wolfram, S., 1986: Cellular automaton fluids 1: Basic theory, J. Stat. Phys., 45, (3), 471–526:
doi:10.1007/BF01021083.
Wolfram, S., 2002: A New Kind of Science, Wolfram Media, Champaign, IL.
Yeomans, J. M., 1992: Statistical Mechanics of Phase Transitions, Oxford University Press, Oxford
UK.
Yorke, J. A. and E. D. Yorke, 1979: Metastable chaos: The transition to sustained chaotic behavior
in the Lorenz model, J. Stat. Phys., 21, (3), 263–277: doi:10.1007/BF01011469.
Yule, G. U., 1925: A mathematical theory of evolution, based on the conclusions of Dr. J. C. Willis,
F.R.S., Phil. Trans. R. Soc. Lond. B, 213, 21–87: doi:10.1098/rstb.1925.0002.
Zahnle, K., N. Arndt, C. Cockell, A. Halliday, E. Nisbet, F. Selsis and N. H. Sleep, 2007: Emergence
of a habitable planet, Space Sci. Rev., 129, (1-3), 35–78: doi:10.1007/s11214-007-9225-z.

363

364

Bibliography
Zhabotinsky, A. M., 1991: A history of chemical oscillations and waves, Chaos, 1, 379–386:
doi:10.1063/1.165848.
Zhang, F., Z. Li and C. Hui, 2006:
Spatiotemporal dynamics and distribution
patterns of cyclic competition in metapopulation, Ecol. Mod., 193, (3-4), 721–735:
doi:10.1016/j.ecolmodel.2005.09.009.
Zhang, D., C. Narteau and O. Rozier, 2010: Morphodynamics of barchan and transverse dunes
using a cellular automaton model, J. Geophys. Res., 115, F03041: doi:10.1029/2009JF001620.
Zhang, D., C. Narteau, O. Rozier and S. C. du Pont, 2012: Morphology and dynamics of star dunes
from numerical modelling, Nature Geoscience, 5, 463–467: doi:10.1038/NGEO1503.
Zhu, X.-G., S. P. Long and D. R. Ort, 2010: Improving photosynthetic efficiency for greater yield,
Ann. Rev. Plant Biol., 61, 235–261: doi:10.1146/annurev-arplant-042809-112206.
Zipf, G. K., 1946: The P1 P2/D hypothesis: On the intercity movement of persons, Am. Sociol.
Rev., 11, (6), 677–686.
Zuse, K., 1967: Rechnender Raum, Elektronische Datenverarbeitung, 8, 336–344.

Index and Acronyms

ABM (agent-based model), 25
activation, 266
adaptation, 20
aggregation process, 219
alluvial fan, 165
AMOC, see Atlantic Meridional Overturning
Current
amplification matrix, 266
amplification relation, 265, 267
angle of repose, 163
asl, see above sea level
Atlantic Meridional Overturning Current, 20
attractor, 36, 52, 73, 112
ghost, 85
orbital, 46
two-dimensional discrete system, 97
autocatalytic sets, 331–334
autocovariance function, 195
autonomous system, 32
Bak-Tang-Wiesenfeld model, 210
basin of attraction, 47, 52
bi-harmonic operator, 254
bifurcation, 52
diagram, 54
homoclinic, 63
Hopf, 61
local vs global, 63–64
logistic map, 73
pitchfork, 56, 60
saddle node, 54, 59
transcritical, 55
Boussinesq approximation, 134
box-counting dimension, 184
BTW, see Bak-Tang-Wiesenfeld model
bullseye pattern, 236
Butcher tableau, 360
butterfly effect, 151
CA, see cellular automata

Cantor dust, 183
carbon cycle, 8
cascade, 34
Cash-Karp (Runge-Kutta), 361
catalytic reaction, 330
cellular automata, 205
totalistic, 208
center manifold, 48
central limit theorem, 15
CEP, see competitive exclusion principle
chaos
definition, 89
not in fewer than 3 dimensions, 51
chaotic system, 22
chaotic transients, 85
characteristic polynomial, 42
clay mineral, 174
closed trajectory, 51
CLT, see central limit theorem
cluster, 218
cobweb, 70
codon, 337
community matrix, 266
competitive
exclusion principle, 291
niche shift, 292
complex
vs chaotic vs complicated, 26
conservative system, 35, 40
contact process, 216
contagious-disease model, 232
cooperation, 277
correlation length, 195
crises
symmetry, 155
crisis, 53, 84
boundary, 86
interior, 86
symmetry, 86
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Index and Acronyms
critical, 194
density, 219
exponent, 248
fixpoint, 43, 54
slowdown, 49, 54, 62
state, 163
Darwinian evolution, 340
Darwinian threshold, 339
deterministic, 21
chaos, 22
time horizon, 19, 43, 117
discrete vs continuous, 24–26
discretization, 27
dispersion relation
reaction-diffusion, 265
dissipative system, 35, 40
distance function, 117–118
Drossel-Schwabl forest-fire model, 223
ecological niche, 292
effective, 316
efficiency, 278
eigen decomposition, 42
elementary automata, 207
emergence, 20
life, 340
emergent property, 163
equilibrium
point, 36
static vs dynamic, 14
ergodicity, 22, 95–96, 121
erosion, 168
essential parameters (renormalization), 203
Euler forward scheme, 39
evolution, 20
Darwinian, 340
Lamarckian, 339, 340
of autocatalytic sets, 332
evolution processes, 189
existence, 37, 50
fern, 180, 186
FFM, see forest-fire model
fixpoint, 35, 41
flash-flood, 166
floodplain, 170
flow, 34, 39, 359
forcing
first kind, state, additive, 105
second kind, parameter, multiplicative, 108
forest-fire model, 222

self-organization, 231
formose reaction, 331, 333
Gause-Lotka-Volterra model, 287–288
gene, 337
generator
of dynamical system, 70
genotype, 337
ghost of an attractor, 85, 86
glycolysis model, 41, 45
GOE, see Great Oxygenation Event
GOY (Grebogi, Ott, Yorke) system, 95
Gray-Scott
reaction, 268
reaction-diffusion, 271
Great Oxygenation Event, 344–345
Gutenberg-Richter law, 192
Hartman-Grobman theorem, 43
HGT, see horizontal gene transfer
hierarchy, 23
homoclinic bifurcation, 63
homoclinic orbit, 65
L63 system, 141
Hopf bifurcation, 61
horizontal gene transfer, 337
horseshoe map, 88
hydrologic cycle, 8
hyperbolic point, 43
hyperbolic saddle point, 47
hypercycles, 208
IBM (individual-based model), 25
individual, 275
inhibition, 266
invariant manifold, 47
Ising model, 198–203
Jacobian matrix, 42
L63, 139
Koch curve, 181–182
Kolmogorov model, 293
L63 system, 137
physical meaning, 138–139
sensitive region, 142
Lamarckian evolution, 340
last common ancestor, 326
last universal common ancestor, 339
LCA, see last common ancestor
limit
α, ω, 113
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Index and Acronyms
limit cycle, 46, 113
linearization theorem, 43
Lipschitz continuous, 37
logistic
difference equation, 72
equation, 38
growth model, 284
map, 72
lognormal distribution, 191
Lorenz map, 146
Lotka-Volterra model, 293–295, 330
LUCA, see last universal common ancestor
Lyapunov exponent, 43
magnitude, earthquake, 192
manifold, 29
invariant, 47
of fixpoint, 47–50
slow, 49
map, 34
Marangoni convection, 133
Markov
process, 281
mass action law, 268
master equation, 22, 281–284
mean field equation, 284
Menger sponge, 183
Milankovitch cycles, 10
model
correct–right–true, 19
mono-fractal, 181
mountain slopes, 167
multiplicative processes, 190–191
mutualism, 277
Navier-Stokes equation, 13, 15, 73
Neoproterozoic Oxygenation Event, 345–346
NOE, see Neoproterozoic Oxygenation Event
non-autonomous system, 32
non-essential parameters (renormalization), 203
nonlinearity
origin of, 14
normal form, 46
nucleotide, 337
nullcline, 41
Occam’s razor, 19
ODE, see ordinary differential equation
once forever, see universality vs diversity
ordinary differential equation, 27
organization
forest-fire model, 227

p-process, 277
parameters
vs state variables, 34–35
parasites, 327
Pareto distribution, 187
partition function, 199
patterns, 172
PBM (population- or patch-based model), 25
percolation, 220–222
cluster, 221
period-doubling, 77
periodic orbit, 113
periodic point, 71
permafrost soil, 176
phase space, 31, 109
phylogenetic trees, 326
playa, 174–176
Poincaré
periodicity from section, 127
section and map, 113
Poincaré-Bendixon theorem, 51
population, 275
potential
one-dimensional, 37
power-law autocovariance
scale-free, 196
Prandtl
number, 135
predation pressure, 296
quadratic map, 72
RAF, see reflexively autocatalytic F-generated
set
Rayleigh
number, 135
Rayleigh-Bénard circulation, 14
Rayleigh-Bénard convection, 133
Rayleigh-Taylor instability, 133
reaction-diffusion
Gray-Scott, 271
recurrence map, 120
red queen hypothesis, 375
reflexively autocatalytic F-generated set, 331
renormalization operator, 77
repellor, 36–37, 52
representation, 16, 18
reptation, 172
resilience, 278
resonance curve, 106
Reynolds decomposition, 134
river, 170
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RK4, RK45, 360–361
RNA World, 334–336
rockslide, 167
Runge-Kutta methods, 360–361
s-process, 278
saddle point, 43
saline pan cycle, 177
saltation, 173
sand
aeolian ripples, 172
dune, 163
heap, 163
sandpile model, 209
self-organized criticality, 20, 163, 214
forest-fire model, 228, 231
self-replicator, 352
separation, 18
sequence, 70
shadowing, 79
Sharkovskii theorem, 87
shear velocity, 173
sign convention, xvii
slaving principle, 48
slowly-driven interaction-dominated threshold
systems, 214
SOC, see self-organized criticality
species, 279, 353
stability, 36
global, 47
local, 42
stochastic system, 22
strange attractor, 52
horseshoe map, 88
logistic map, 80
pendulum, 114
stroboscope, 112, 127
supercycles, 82–83
supertrack functions, 82
Swift-Hohenberg equation, 254

symbiosis, 291
system Earth, 6
theorems
center manifold, 49
central limit, 15
existence and uniqueness, 37
Hartman-Grobman, 43
linearization, 43
Poincaré-Bendixon, 51
Sharkovskii, 87
tipping point, 33
tools
distance function, 117–118
Lorenz map, 146
phase diagram, 109
Poincaré section and map, 113
recurrence map, 120
stroboscope, 112
topological limitation, 52
totalistic automata, 208
trajectory, 29, 30, 39
discrete, 70
transcription, 338
translation, 338
tree of life, 189
trophic level, 278
U-sequence, 78
uniqueness, 37, 50
universality class, 79, 214
universality vs diversity, 328
unstable periodic orbit, 152
UPO, see unstable periodic orbit
urn model, 280
verification, 27
Yule process, 189, 219
Zipf’s law, 187

